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Preface

This volume presents the accepted papers for the 2018 International Conference on
Cloud Computing (CLOUD 2018), held in Seattle, USA, during June 25–30, 2018. The
International Conference on Cloud Computing (CLOUD) has been a prime interna-
tional forum for both researchers and industry practitioners to exchange the latest
fundamental advances in the state of the art and practice of cloud computing, identify
emerging research topics, and define the future of cloud computing. All topics
regarding cloud computing align with the theme of CLOUD. We celebrated the 2018
edition of the gathering by striving to advance the largest international professional
forum on cloud computing.

For this conference, each paper was reviewed by at least three independent members
of the international Program Committee. After carefully evaluating their originality and
quality, we accepted 29 papers.

We are pleased to thank the authors whose submissions and participation made this
conference possible. We also want to express our thanks to the Program Committee
members, for their dedication in helping to organize the conference and reviewing the
submissions. We owe special thanks to the keynote speakers for their impressive
speeches. We would like to thank Chengzhong Xu, Xianghan Zheng, Dongjin Yu,
Mr. Ben Goldshlag, and Pelin Angin, who provided continuous support for this
conference.

Finally, we would like to thank Rossi Kamal, Tolga Ovatman, Fadi Al-Turjman,
Mohamed Nabeel Yoosuf, Bedir Tekinerdogan, and Jing Zeng for their excellent work
in organizing this conference.

May 2018 Min Luo
Liang-Jie Zhang
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A Vector-Scheduling Approach
for Running Many-Task Applications

in the Cloud

Brian Peterson, Yalda Fazlalizadeh, Gerald Baumgartner(B),
and Qingyang Wang

Division of Computer Science and Engineering, School of Electrical Engineering and
Computer Science, Louisiana State University, Baton Rouge, LA 70803, USA

{brian,yalda,gb,qywang}@csc.lsu.edu

Abstract. The performance variation of cloud resources makes it dif-
ficult to run certain scientific applications in the cloud because of their
unique synchronization and communication requirements. We propose
a decentralized scheduling approach for many-task applications that
assigns individual tasks to cloud nodes based on periodic performance
measurements of the cloud resources. In this paper, we present a vector-
based scheduling algorithm that assigns tasks to nodes based on mea-
suring the compute performance and the queue length of those nodes.
Our experiments with a set of tasks in CloudLab show that the appli-
cation proceeds in three distinct phases: flooding the cloud nodes with
tasks, a steady state in which all nodes are busy, and the end game in
which the remaining tasks are executed on the fastest nodes. We present
heuristics for these three phases and demonstrate with measurements in
CloudLab that they result in a reduction of the overall execution time
of the many-task application.

1 Introduction

Many scientific fields require massive computational power and resources that
might exceed those available on a single local supercomputer. Historically, there
have been two drastically different approaches for harnessing the combined
resources of a distributed collection of machines: traditional computational
supercomputer grids and large-scale desktop-based master-worker grids. Over
the last decade, a commercial alternative has become available with cloud com-
puting. For many smaller scientific applications, using cloud computing resources
might be cheaper than maintaining a local supercomputer.

Cloud computing has been very successful for some types of applications,
especially for applications that do not require frequent communication between
different cloud nodes, such as MapReduce [8] or graph-parallel [24] algorithms.
However, for applications with fine-grained parallelism, such as the NAS MPI
benchmarks or atmospheric monitoring programs, it shows less than satisfac-
tory performance [10,23]. The main reasons are that the performance of cloud
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 3–19, 2018.
https://doi.org/10.1007/978-3-319-94295-7_1
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4 B. Peterson et al.

nodes is often not predictable enough, especially with virtualization, and that
the communication latency is typically worse than that of a cluster.

For applications that can be broken into a set of smaller tasks, however,
it may be possible to match the performance requirements of a task with the
performance characteristics of (a subset of) the cloud nodes. For grids and super-
computers, this many-task computing approach [19] has proven very effective.
E.g., Rajbhandari et al. [20] structured the computation of a quantum chemistry
tensor contraction equation as a task graph with dependencies and were able to
scale the computation to over 250,000 cores. They dynamically schedule tasks
on groups of processors and use work-stealing for load balancing.

Because of the heterogeneity resulting from virtualization, a task scheduler
would have to keep track of the performance characteristics of all cloud nodes and
communication links. For large systems and for tasks involving fine-grained par-
allelism, this would become prohibitively expensive and result in a central task
scheduler becoming a bottleneck. We, therefore, argue for the need to employ a
decentralized scheduling algorithm.

IBM’s Air Traffic Control (ATC) algorithm [2] attempts to solve this problem
by arranging cloud nodes in groups and by letting the leader of each group
(the air traffic controller) direct the compute tasks (aircraft) from a central job
queue to their destination worker nodes that will then execute the task. While
this approach distributes the load of maintaining performance information for
worker nodes, the central job queue is still a potential bottleneck and the air
traffic controllers may not have enough information about the computational
requirements and communication patterns of the individual tasks. The Organic
Grid [5,6] is a fully decentralized approach in which nodes forward tasks to
their neighbors in an overlay network. Based on performance measurements, the
overlay network is dynamically restructured to improve the overall performance.
Since it was designed as a desktop grid with more heterogeneity than in the cloud
and with potentially unreliable communication links, however, its algorithms are
unnecessarily complex for the cloud and would result in too much overhead.

In this paper, we propose a light-weight fully decentralized approach in which
the tasks decide on which nodes to run based on performance information adver-
tised by the nodes. Similar to the Organic Grid, nodes advertise their perfor-
mance to their neighbors on an overlay network and task migrate along the
edges of that same overlay network. By letting the application decide which
nodes to run on, this decision can be based on knowledge about the computa-
tional requirements and communication patterns that may not be available to a
centralized scheduler or a system-based scheduler like the ATC algorithm.

We use a vector-based model to describe node information. By plotting the
nodes in an n-dimensional space, the coefficient vector and the dot product
can be used to find the node with characteristics most similar to the vector.
Therefore, it is possible to think of the vector as the direction in which work
should flow. Trivially, any scheduler should move work from a high queue length
node to a low queue length node. However, it may also be desirable to take
into account a measurement of node performance, so that preference is given



A Vector-Scheduling Approach for Running Many-Task Applications 5

to run tasks on the fastest nodes. A central component of our experiments is
to determine an optimal vector to minimize the time for computing jobs on a
decentralized network of nodes.

The rest of this paper is organized as follows. Section 2 summarizes related
decentralized systems and motivates our approach. In Sect. 3, we present the
design of our vector-based task scheduling framework. Section 4 illustrates the
effectiveness of our scheduling framework using experiments. Finally, Sect. 5 dis-
cusses related work and Sect. 6 concludes the paper.

2 Motivation

Prior work has shown the possibility of using a mix of decentralized strategies
for work scheduling. The Organic Grid used a hierarchical strategy to move high
performing nodes closer to a source of work. The ATC uses controller nodes
to organize groups of workers, and controllers compete to get work for their
worker nodes. We have simulated these algorithms and identified the comparative
benefits and drawbacks of each approach [17,18].

The Organic Grid’s organization helps move work to high performing nodes
more quickly, however it builds an overlay network centered around a single
work source. In a large cloud system, we may not always have a single source for
work, so we have to consider how to build a network that takes performance into
account when scheduling, but does not rely on a single point source of all work.
We want to take the idea of measuring performance and using that information
to drive scheduling. We experimented with simulating the Organic Grid, and one
trend we noticed was that when work was added in to a new location, the overlay
network that was built was destroyed and recreated around the new insertion
point. Because in the original Organic Grid, the mobile agents that reorganized
the network were associated with individual jobs, the knowledge gained in the
previous session was lost and unavailable to the next job to use the system.

The ATC algorithm contains a degree of mid-level centralization, nodes are
categorized into worker and controllers. Controllers organize a group of work-
ers, and take on groups of tasks for workers. Our simulations show that this
can improve performance. Centralization allows the benefit of full utilization. A
controller knows how many workers it has, and is able to pull a job that will
most completely utilize the nodes. A fully decentralized solution will not know
exactly how to make an ideally sized job at each scheduling step. However the
downside to this solution in our simulations was the communications burden
that was placed on the controller nodes.

We choose the vector scheduling approach for our experiments, since it is fully
decentralized and lightweight, i.e., it does not have the potential communication
bottlenecks of a centralized scheduler or the ATC controller nodes and it does
not have the high overhead of the Organic Grid.

In a decentralized network, any choice to move work has to be done based
on a limited amount of information available at a certain point in the network.
We organize our experimental network as a graph of worker nodes. In our initial
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Fig. 1. Average benchmark performance vs. average measured job performance for
performance and queue test

experiments, this graph is generated randomly. Each node periodically advertises
its performance and status to its neighbors on the graph. Initially, we choose the
queue length and the performance on the previous task as the information to
advertise. When a set of jobs exist at a node that node will have to make a
decision based on its view of the network about whether to leave those jobs to
be completed locally or to move them to adjacent nodes in the graph.

Additionally, we need to measure the usefulness of the data we are gathering.
If we measure performance, i.e., the speed at which independent tasks are com-
pleted, is our measurement going to correlate to actually completing jobs more
quickly? While we had several benchmarks available to us in the form of the
NAS benchmark set, which has been used in prior work to test the effectiveness
of cloud computing platforms [10], how relevant are these benchmarks to actual
computing tasks? While we were not able to completely answer this question
before we started work, with hindsight we can measure this fairly accurately.
Figure 1 shows an imperfect correlation between the job completion times and
the measured performance times from the data of specifically the Queue and
Performance mixed test that we discuss more in our experimental section. This
test utilized the performance data to dictate where jobs were scheduled.

3 Vector-Based Job Scheduling Framework

Vector-based scheduling is the idea that there is a direction in which work should
move through a network of nodes. We theorize that if the nodes can be placed in
an n-dimensional space based on n measurable attributes, the best direction for
work to move can be defined as a vector in that space. Therefore, we measure
attributes about nodes at a given time, such as their current workload, or their
performance on a given benchmark. After we describe each node’s position, we
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Table 1. Node information

Node Measured Normalized

Queue length Benchmark (sec) Queue length Benchmark (sec)

A 7 0.8 1 1

B 1 0.1 −0.71 −1

C 0 0.2 −1 −0.71

D 1 0.6 −0.71 0.43

can compare those positions to an ideal vector using the dot product operation
in order to determine which nodes best fit the direction defined by that vec-
tor. By collecting the dot product values of a group of nodes, we can create
a weighted job distribution from any individual node to any set of neighbors.
Using this methodology, we can make distributed scheduling decisions based on
recent information at any point in the network of nodes.

As an example, suppose we measure only node performance and queue length.
Node A enters a redistribution cycle, as a result of having a job surplus. Its
neighbors are nodes B, C, and D. A has the information about itself and its
neighbors as seen in the left part of Table 1. E.g., A has the largest number of
jobs in the queue and it took 0.8 s for A to complete the benchmark run. As
long as the computation cost is greater than the cost of movement, moving jobs
towards idle nodes will be a good scheduling strategy We also hope to show that
moving jobs towards higher performing nodes will be beneficial, and to what
degree this is the case. B in this scenario is the highest performing node, and C
is the node with the fewest jobs in its queue.

We standardize the measurements to distinguish between comparatively good
characteristics and to evenly load the nodes. However, it can have the disadvan-
tage of magnifying small differences in performance. Note that this example
occurs for one scheduling choice at one point in time. Therefore, we will trans-
form the set {7, 1, 0, 1} into the range [-1, 1]. If another scheduling decision is
made at a later time, the existing data at that point will be transformed inde-
pendently from this decision. The transformed data is shown in the right two
columns of Table 1.

An additional factor for determining where to move jobs is the cost of move-
ment. The communication cost of moving a job from one location to another may
vary from job to job depending on the memory requirements of a job. Addition-
ally, in a decentralized network of independent decision makers, there is a danger
of a thrashing, where jobs are repeatedly shifted around between the same set
of nodes. We have implemented two policies to mitigate this problem, although
it may be counterproductive to completely eliminate it.

The first and simplest rule to make a decision is to provided a minimum queue
length below which a node will not attempt to move jobs. For our initial exper-
iments that queue length is 1. The second possibility, which is more in line with
our experimental methodology, is to provide a stasis vector as an experimental
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parameter. This vector offsets the metrics of the work source node to make it
a more likely candidate for work redistribution. This stasis vector is not large
enough to override a significant difference in measured node quality, but should
be large enough to keep insignificant changes in measured node quality from
prompting wasteful rescheduling. Proving whether a stasis vector is useful, and
what characteristics it should have will be a focus of the experimental stage.

4 Experimental Results

4.1 Experimental Setup

Organizing our experiments has allowed us to develop a cloud experiment man-
agement system. Cloud management systems, such as those used by CloudLab,
have sophisticated tools to manage allocated resources. However, after resource
allocation we often end up communicating with them via ssh. Even if we deploy
our system in a Docker container, it is necessary to do some higher-level work
to deploy the containers, perform the initial startup, and, crucially, to mutually
identify cloud resources to one another. A general problem, of which we only
attack a small part, is how to make cloud resources as automatically responsive
as possible. When programming for either HPC or cloud, there are questions of
scale, appropriate resource utilization, and ideal levels of parallelization, which
might completely or at least approximately be automatically solvable, but still
quite often they need to be configured in a tedious and manual manner. Also ide-
ally, we want cloud resources to be as transparent as possible, but this requires
intelligence to automatically allocate and schedule as much work as possible.

Building an experiment also requires describing the network that will exe-
cute the developing work. Although we consider a decentralized system that will
be applicable to very large scale networks, we are somewhat restricted to the
actual hardware available in our labs or on CloudLab. Therefore, most of the
experiments concern how we can schedule work on heterogeneous decentralized
networks, and what measurements and approaches produce measurably useful
results. We can characterize a set of interconnected computing resources as a
connected graph, but to determine what characteristics that graph should pos-
sess, we use the Erdős-Rényi algorithm for graph generation [9]. We define a
probability that any two nodes in the graph of computing platforms are con-
nected, and generate different graphs for different experiments. We examine any
generated graph and ensure that it is connected by adding extra links between
low ranked vertices of disconnected portions.

To perform our experiment, we first allocate machines and then start Docker
containers on each machine. One container functions as an experimental con-
troller, while the rest are experimental nodes. The controller is started first and
is provided with information that defines the experiment. It knows how many
nodes will participate in the experiment, how long the experiment should take,
and what configuration information to give to the experimental nodes. The con-
troller builds the graph that defines node-neighbor relationships, and contains
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Table 2. CloudLab Clemson hardware

Name CPU RAM

c8220 2x Intel E5-2660 v2 10 core processor 256GB

c6320 2x Intel E5-2583 v2 14 core processors 256GB

the vector(s) to use in driving vector-based scheduling. This node starts listen-
ing for connection requests from other nodes. When nodes start up, they are
provided with the controller’s location, and contact the controller to start the
experiment.

Once enough nodes have contacted the controller, it will provide each with
configuration information, potentially a set of starting jobs, and a time to start
executing, which will be the start time of the experiment. At that time, the
nodes will begin processing work as well as communicating with their neighbors.
Communication will contain information about the node’s benchmark results and
current work queue, as well as jobs to move from one node to another. Nodes
will log all communication as well as all work they start and complete. The logs
also contain time information from the perspective of the node on which the log
was written. After the experiment time has elapsed, the nodes are terminated
and their logs are collected. These logs form the basis of the experimental data
presented in later sections.

Our first proof of concept tests concern using benchmark results to schedule
independent jobs. For these tests, nodes will independently measure their own
performance using a benchmark test, and then report this information to their
neighbors. Additionally, we ensured that the nodes have variant performance
characteristics by providing different nodes with more or fewer CPUs. This cre-
ates what we consider to be a more realistic cloud system resource limitation
than our prior simulation work that produced variant performance character-
istics artificially [18]. However, a suboptimal usage of those limited resources
compounds a negative result across several processes that share both the same
CPU and the same poor strategy. For consistent measuring and grouping, we allo-
cated nodes such that those listening on specific ports have specific performance
characteristics. More detailed hardware information is available in Table 2.

We measured the performance of the allocated cloud nodes for our tasks. The
time per task averaged over 25 runs ranged from about 25s for the faster node
to over 100 for the slowest node. For the faster nodes, the standard deviation
was very small, for the slower nodes, the standard deviation increased with a
30s standard deviation for the slowest node.

4.2 Initial Cloud Vector Scheduling Results

The first test we performed indicated that there were essentially three phases of
the scheduling problem for a decentralized scheduler with one large application
to be completed by multiple nodes. By large we mean sized to completely utilize
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Fig. 2. Initial vector scheduling comparison showing the three scheduling phases (Color
figure online)

the available computing resources for the majority of the total computation
time. Phase One occurs when work moves from an extreme concentration at
a single entry point to be distributed evenly throughout the network. Phase
Two occurs while there is enough work to keep every computational node busy.
Phase Three happens when there is still work to do, but not enough to provide
work for each node. All three phases are visible in Fig. 2. The red scheduling
approach is superior, but of red, blue, and green none clearly diverge until after
75% or 300 tasks are completed. This figure, as well as several more, show a job
divided into 400 tasks that are gradually completed by a set of decentralized
computing resources. Each line represents a single scheduling strategy, each of
which was run through more than 20 experimental runs, allowing to create a
95% confidence interval, indicated by a cone around the line representing the
average value. Approaches with an overall lower completion time, indicated by
a lower position on the graph, are superior scheduling strategies. Note that the
first and third phase each take a small portion of time, indicated by the curves
at the beginning and end of each strategy.

Initial testing showed that for phases One and Two, most vector-based
approaches are indistinguishable in performance, except for some extremely
suboptimal methods that do not strongly weigh node queue lengths, such as
the black line in Fig. 2. Phase One produced poor results originally, however this
was not alleviated by using different vector scheduling strategies, but by increas-
ing the frequency of rescheduling actions. This allowed work to spread through
the network more quickly, allowing us to reach Phase Two work saturation more
quickly. Phase Three proved more difficult to optimize, and the location at which
the advantage of more vector-based strategies became clearer.

We also conducted experiments to determine the usefulness of our benchmark
system. Initially, this was a promising route, as seen in Fig. 3. All our experiments
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Fig. 3. Correlation between initial average benchmark and average job performance

have borne out the benchmark as a useful metric to drive scheduling at certain
points, although later tests on a larger number of more diverse hardware have
shown less of a relationship between a node’s average benchmark and average
performance, as seen in Fig. 1. The benchmark is a subset of the NAS benchmarks
the Workstation class.

4.3 Cloud Vector Scheduling Experimental Results

We have demonstrated the use of benchmark values and node queue lengths as
metrics to determine where work should move across computing nodes. We now
examine our use of vectors to weigh the value of these metrics across several
test cases on a larger platform with more performance and hardware diversity.
Our first experiments are done using two different vectors, flow vector and stasis
vector. The flow vector defines the characteristics of an ideal destination node, to
which all available nodes’ characteristics can be compared, to judge how many
jobs they should be allocated. Therefore, if the flow vector defines a queue length
of zero as a desirable characteristic, the nodes with the smallest queue length
are considered the ideal targets for work to migrate towards. The stasis vector is
meant to be a guard against unnecessary job movement and is used to prejudice
scheduler towards jobs remaining on the node that they already occupy. However,
the experimental results did not show that using a stasis vector was beneficial.

As mentioned previously, we utilized different strategies to optimize each of
three phases in the initial experiments. Speeding up the distribution of work
throughout a network is absolutely crucial to improving network performance
in the first phase. The adjustment we make to do this is to allow a node that
exhausted its queue to request additional rescheduling tasks from its neighbors.
To avoid thrashing when the network ran low on work, we only allow a node to
make one such request within a limited time frame of 10 s, and no work should
be requested after a certain point in the experiment.
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While this achieves the desired result of improved initial performance, the
overall performance of the network suffers. Even though we attempt to avoid
flooding the network with rescheduling requests at the end, the additional tax
on the resources of the poor performers causes their last one or two jobs to take
as much as three times as long as their already slower completion times. Recall
that poor performance in this context is caused by sharing a CPU, therefore, a
poor choice for a scheduling strategy on multiple nodes sharing the same CPU
have a strong negative influence on the performance of each individual node.
We argue that this is a valuable artifact of this experimental system, as shared
resources are a potential problem with low-cost cloud systems. We eliminate
this problem by creating a simpler strategy that only allows rapid rescheduling
operations in response to the introduction of new work into the system.

The final phase of the network, when there is no longer enough work to
satisfy every node in the system, requires a different approach. In our initial
experiments, we had two goals. First, work must be moved away from low per-
forming nodes and onto higher performing nodes. Second, any other burden on
the network while the last jobs are completed should be avoided. Accomplishing
the second goal involves turning off the functionality that allows nodes to request
work once the initial job set has spread throughout the network. In these exper-
iments we simply turned off the functionality after a certain amount of time in
early Phase Two to stop allowing nodes to request more work. For future work
however, we will look at a more sophisticated way to make this choice.

Flow-vector-based scheduling was most beneficial in optimizing the final
phase. For most of the duration of an experiment, any rescheduling based on
relative queue length is more or less indistinguishable. As long as it does not
impose a large computational burden it will spread work throughout the net-
work, saturating the available computational resources. However, just before
some nodes become idle, it is important to move work preferentially to high
performing nodes, so that the last few straggling jobs are given to nodes that
will complete the jobs faster. To do this we change from a flow vector of (−1.0,
−0.3), which prefers a shorter queue, and considers a better performance less
relevant, to a vector of (−0.7, −0.5), which puts more emphasis on performance.

This methodology is compared to a method that simply uses the vector (−1.0,
0.0) throughout the run in Fig. 4. Note that both of these scheduling approaches
contained the optimizations to Phase One, and that neither of them produced
any visible difference during the second phase. This demonstrates that the per-
formance metric in the initial vector makes little difference until the network is
no longer saturated with work. This is illustrated in Figs. 5 and 6. Note that in
the queue-length-only setup there are some jobs on low performing nodes that
push back the completion time of the entire system.

The fact that performance metrics are only useful near the end of the entire
application, in Phase Three, leads to another possible improvement. Our initial
data showed that the benchmark was a reasonable predictor of a node’s job com-
pletion speed, see Fig. 3. With more data as a result of completed experiments,
we can better analyze the value of the CG benchmark. The data in Fig. 1 shows
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Fig. 4. Job completion time comparison between balanced queue and performance-
based scheduling (blue) and queue-based scheduling (red) (Color figure online)

a much weaker relationship between average benchmark and average perfor-
mance. Regardless, experimental results have shown the most recent benchmark
to be useful when driving scheduling decisions as seen in Fig. 4. Additionally,
this data shows the relationship between the average benchmark performance
measurement, and the average job completion time. The relationship is not as
consistent on the more diverse hardware used for the larger scale tests as it was
on the original smaller scale setup. The measurement that is used for schedul-
ing is not the overall average benchmark measurement but the most recent one
that a node has taken. This distinction is valuable, because we suggest the most
recently taken benchmark most accurately measures the node’s expected per-
formance at that time, considering that other usage of the node’s hardware is a
likely cause of performance degradation.

Note that in Fig. 1 the group that is spread along the x-axis (benchmark val-
ues), but are all consistently low on the y-axis (actual job performance). These
measurements are all from nodes with a port in the 13000 s. The 13000 range is
one of the subsets meant to be high performers, which was born out by the actual
job completion rates, but not by the average benchmark measurements. Nodes
in a given port range are executed on a subset of the hardware with similar
characteristics, which are meant to provide either advantages or disadvantages
in performance. The error bars in this figure are simply one standard devia-
tion, indicating that the nodes with worse performance also had more highly
deviating performance. We use standard deviation here, as opposed to a 95%
confidence interval, as we are more interested in seeing the result of the perfor-
mance modifications on the experiments that were run, and less interested in
drawing conclusions about them as samples from a larger population.

Even if the average benchmark value is not useful, the most recent perfor-
mance measure may be, as it did produce the more advantageous experimental
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Fig. 5. Performance and queue-based scheduling for individual nodes in a single exper-
iment

Fig. 6. Queue-based scheduling for individual nodes in a single experiment
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results presented originally in Fig. 4. As a result of both the deficiencies in bench-
mark selection, and the result that a performance measurement is only useful
near the end of work scheduling, a more simple and obvious methodology can
be implemented for problems whose tasks are of consistent or predictable sizes.
We considered using historical data at the beginning of the project, but initially
rejected the approach because we would need some stop-gap measure to utilize
before historical data was generated. A benchmark-based methodology seemed
to be a better general solution, and may still be applicable given more relevant
benchmarks. However, given that more than half of the work can be completed
before implementing performance based scheduling, we can utilize the partial
historical data available when some work has been completed to drive perfor-
mance based scheduling, instead of using a benchmark. This result is shown in
Fig. 7. The final phase curve is even less evident in these results, indicating that
this strategy is superior.

Fig. 7. Historical performance-based scheduling comparison

5 Related Work

Research on traditional grid scheduling has focused on algorithms for determin-
ing an optimal computation schedule based on the assumption that sufficiently
detailed and up-to-date knowledge of the systems state is available to a single
entity (the metascheduler) [1,11,21]. While this approach results in a very effi-
cient utilization of the resources, it does not scale to large numbers of machines,
since maintaining a global view of the system becomes prohibitively expensive.
Variations in resource availability and potentially unreliable networks might even
make it impossible.
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A number of large-scale desktop grid systems have been based on variants of
the master/workers model [4,7,14,16]. The fact that SETI@home had scaled to
over 5 million nodes and that some of these systems have resulted in commer-
cial enterprises shows the level of technical maturity reached by the technology.
However, the obtainable computing power is constrained by the performance of
the master, especially for data-intensive applications. Since networks cannot be
assumed to be reliable, large desktop grids are designed for independent task
applications with relatively long-running individual tasks.

Cloud computing has been very successful for several types of applications,
especially for applications that do not require frequent communication between
different cloud nodes, such as MapReduce [8] or graph-parallel [24] algorithms.
However, for applications with fine-grained parallelism, such as the NAS MPI
benchmarks or atmospheric monitoring programs, it shows less than satisfac-
tory performance [10,23]. The main reasons are that the performance of cloud
nodes is often not predictable enough, especially with virtualization, and that
the communication latency is typically worse than that of a cluster [23]. While
it is possible to rent dedicated clusters from cloud providers, they are signifi-
cantly more expensive per compute hour than virtual machines (VMs). With
virtualization, however, the user may not know whether a pair of VMs run on
the same physical machine, are in the same rack, or are on different ends of the
warehouse.

A related problem is the management of resources in a data center. Tso
et al. [22] survey resource management strategies for data centers. Luo et al. [15]
and Gutierrez-Estevez and Luo [12] propose a fine-grained centralized resource
scheduler that takes application needs into consideration. By contrast, our app-
roach uses existing VMs, measures their performance and lets the application
decide which tasks to run on which nodes. However, it is not clear that a cen-
tralized scheduler would be fine-grained enough for large many-task and high-
performance computing applications without creating a bottleneck.

6 Conclusion

We have proposed a decentralized scheduling approach for many-task applica-
tions that assigns individual tasks to cloud nodes in order to achieve both fast job
execution time and high resource efficiency. We have presented a vector-based
scheduling algorithm that assigns tasks to nodes based on measuring the com-
pute performance and the queue length of those nodes. Our experiments with
a set of tasks in CloudLab show that by applying our vector-based scheduling
algorithm the application proceeds in three distinct phases: flooding the cloud
nodes with tasks, a steady state in which all nodes are busy, and the final phase
in which the remaining tasks are executed on the fastest nodes. We have also
presented heuristics for these three phases and have demonstrated with mea-
surements in CloudLab that they result in a reduction of the overall execution
time of the many-task application. Our measurements have shown that initially
it is more important to use queue-length as a metric to flood all the nodes, while
in the last phase performance becomes a more important metric.
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The disadvantage of a decentralized scheduling approach is that it does not
guarantee perfect resource utilization, as shown by the gaps in Fig. 5. The main
advantage, however, is that there is no central scheduler that could become a
communication bottleneck.

The goal of this work is to allow large-scale many-task applications to be exe-
cuted efficiently in the cloud. The measurements we have presented represent the
first step toward this goal. For future work, we plan to use quantum chemistry
simulations as a target application [3,13]. Using the approach from Rajbhan-
dari et al. [20], this will involve scheduling a task graph with individual tasks
of varying size, many of which requiring multiple nodes for a distributed tensor
contraction. For good performance, it is critical that all nodes participating in
a distributed contraction (or matrix multiplication) have similar performance
characteristics and communication latency between them. This will require peri-
odically running measurement probes that test the performance of each node, the
communication latency with neighbors, and possibly other values. For our vector
scheduling approach, we will then add communication latency as an additional
dimension and allow scheduling a single task on a group of nodes with similar
performance and low latency between them. A task graph with dependencies will
likely result in more than three distinct phases and, therefore, require different
heuristics.

Fine-tuning the performance of such applications in the cloud will require
finding the best structure of the overlay network (probably based on perfor-
mance measurements instead of being randomly generated), finding the most
effective measurement probes and measurement frequency, and running large-
scale experiments.
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Abstract. Offloading computation to resource-rich servers is effective
in improving application performance on resource constrained mobile
devices. Despite a rich body of research on mobile offloading frame-
works, most previous works are evaluated in a single-tenant setting,
i.e., a server is assigned to a single client. In this paper we consider
that multiple clients offload various continuous mobile sensing appli-
cations with end-to-end delay constraints, to a cluster of machines as
the server. Contention for shared computing resources on a server can
unfortunately result in delays and application malfunctions. We present
a two-phase Plan-Schedule approach to mitigate multi-tenant resource
contention, thus to reduce offloading delays. The planning phase pre-
dicts future workloads from all clients, estimates contention, and devises
offloading schedule to remove or reduce contention. The scheduling phase
dispatches arriving offloaded workloads to the server machine that min-
imizes contention, according to the running workloads on each machine.
We implement the methods into ATOMS (Accurate Timing prediction
and Offloading for Mobile Systems), a framework that adopts predic-
tion of workload computing times, estimation of network delays, and
mobile-server clock synchronization techniques. Using several mobile
vision applications, we evaluate ATOMS under diverse configurations
and prove its effectiveness.

1 Introduction

Problem Background: Recent advances in mobile computing have made many
interesting vision and cognition applications feasible. For example, cognitive
assistance [1] and augmented reality [2] applications process continuous streams
of image data to provide new capabilities on mobile platforms. However, advances
in computing power on embedded devices do not satisfy such growing needs. To
extend mobile devices with richer computing resources, offloading computation
to remote servers has been introduced [1,3–5]. The servers can be either deployed
in low-latency and high-bandwidth local clusters that provide timely offloading
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 20–36, 2018.
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Fig. 1. ATOMS predicts processor contention and adjusts the offloading time (t send)
to avoid contention (queueing). (Color figure online)

services, as envisioned by the cloudlet [4], or the cloud that provides best-effort
services.

A low end-to-end (E2E) delay on a sub-second scale is critical for many
vision and cognition applications. For example, it ensures seamless interactivity
for mobile applications [1], and a low sensing-to-actuation delay for robotic sys-
tems [6]. Among previous works on reducing offloading delays [1,10], a simple
single-tenant setting that one client is assigned to one server is usually used to
evaluate prototypes. However, in a practical scenario that servers handle tasks
from many clients running diverse applications, contention on the shared server
resources may raise up E2E delays and degrade application performance. Unfor-
tunately, this essential issue of multi-tenancy is still untapped in these works.

While cloud schedulers have been well engineered to handle a wide range
of jobs, new challenges arise in handling offloaded mobile workloads. First,
there are stringent limits on server utilizations for conventional low latency
web services [7]. However, computer vision and cognitive workloads are much
more compute-intensive, which results in a large infrastructure cost to keep uti-
lization levels low. Indeed, it is even not feasible for cloudlet servers that are
much less resourceful than cloud. Second, there are many works on schedul-
ing of batch data processing tasks with time-based Service-Level-Objectives
(SLOs) [8,11,12]. However, these methods are inadequate in handling mobile
workloads that desire sub-second E2E delays, compared to data processing tasks
with minutes makespans and deadlines to hours.

Our Approach: This paper presents ATOMS, a mobile offloading framework
that maintains low delays even under a high server utilization. Motivated by low-
latency mobile applications, ATOMS consider a cloudlet setting where mobile
clients connect to servers via high-bandwidth Wi-Fi networks, as in [1,4]. On
the basis of load-aware scheduling, ATOMS controls future task offloading times
in a client-server closed loop, to remove processor contention on servers. See
Fig. 1, a client offloads an object detection task to a multi-tenant server. Due
to processor contention, it may be queued before running. By predicting pro-
cessor contention, the server notifies the mobile client to postpone offloading.
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Fig. 2. 4 clients offload DNN object detection tasks to a 8-core server with periods 2 s
to 5 s. The time slots of offloaded tasks are plotted and the load line (red) gives the
total number of concurrent tasks. The dashed curve gives the CPU usage (cores) of the
server. (Color figure online)

The postponed offloaded task is processed without queueing, and thus provides
a more recent scene (blue box) that better localizes the moving car (green box).

Accordingly, we propose the Plan-Schedule strategy: (i) in the planning
phase, ATOMS predicts time slots of future tasks from all clients, detects con-
tention, coordinates tasks, and informs clients about new offloading times; (ii) in
the scheduling phase, for each arriving task, ATOMS selects the machine that
has minimal estimated processor contention to execute it. Figure 2 illustrates
the effectiveness of ATOMS for removing processor contention. Figure 2a shows
the time slots of periodically offloaded tasks. The load lines (red) give the total
number of concurrent tasks, and contention (queueing) takes place when the
load exceeds 1. Figure 2b shows that contention is almost eliminated because of
the dynamic load prediction and the task coordination by ATOMS.

The challenge of deciding the right offloading times is that the server and
the clients form an asynchronous distributed system. For scheduling activities,
the uncertainties of wireless network delays and clock offsets must be carefully
considered in the timeline of each task. ATOMS leverages accurate estimations
on bounds of delays and offsets to handle the uncertainties. Variabilities of task
computing times put additional uncertainties on the offloading timing, which are
estimated by time series prediction. The predictability relies upon the correlation
of continuous sensor data from cameras.

In addition, to ensure a high usability in diverse operating conditions,
ATOMS includes the following features: (i) the support for heterogeneous server
machines and applications with different levels of parallelism; (ii) the client-
provided SLOs that control the offloading interval deviations from the desired
period, which are caused by dynamic task coordination activities; (iii) the deploy-
ment of applications in containers, which are more efficient than virtual machines
(VMs), to hide the complexities of programming languages and dependencies.
ATOMS can be deployed in cloud environments and mobile networks as well,
where removing resource contention is more challenging due to higher network
uncertainties and network bandwidth issues. We analyze these cases by experi-
ments using simulated LTE network delays.
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This paper makes three contributions: (i) a novel Plan-Schedule scheme that
coordinates future offloaded tasks to remove resource contention, on top of load-
aware scheduling; (ii) a framework that accurately estimates and controls the
timing of offloading tasks through computing time prediction, network latency
estimation and clock synchronization; and (iii) methods to predict processor
usage and detect multi-tenant contention on distributed container-based servers.

The rest of this paper is organized as follows. We discuss the related work
in Sect. 2, and describe the applications and the performance metrics in Sect. 3.
In Sect. 4 we explain the offloading workflow and the plan-schedule algorithms.
Then we detail the system implementations in Sect. 5. Experimental results are
analyzed in Sect. 6. In Sect. 7 we summarize this paper.

2 Related Work

Mobile Offloading: Many previous works are on reducing E2E delays in mobile
offloading frameworks [1,9,10]. Gabriel [1] deploys cognitive engines in a nearby
cloudlet that is only one wireless hop away to minimize network delays. Time-
card [9] controls the user-perceived delays by adapting server-side processing
times, based on measured upstream delays and estimated downstream delays.
Glimpse [10] hides network delays of continuous object detection tasks by track-
ing objects on the mobile side, based on stale results from the server. This paper
studies the fundamental issue of resource contention on multi-tenant mobile
offloading servers, however, not yet considered by the previous works.

Cloud Schedulers: Workload scheduling in cloud computing has already been
intensely studied. These systems leverage rich information, for example, esti-
mates and measurements on resource demands and running times, to reserve
and allocate resources, and reorder tasks in queue [8,11,12]. Because data pro-
cessing tasks have much larger time scales of makespan and deadline, usually
ranging from minutes to hours, these methods are inadequate in handling real-
time mobile offloading tasks that desires sub-second delays.

Real-Time Schedulers: Real-time (RT) schedulers in [13–15] are designed for
low latency and periodical tasks on multi-processor systems. However, these
schedulers do not work in the scenario of mobile offloading. First, the RT sched-
ulers can not handle network delays and uncertainties. Second, the RT schedulers
are designed to minimize deadline miss rates, whereas our goal is to minimize
E2E delays. In addition, the RT schedulers use worst-case computing times in
scheduling. It results in an undesired low utilization for applications with highly
varying computing times. As a novel approach for the mobile scenarios, ATOMS
makes dynamic predictions and coordinations for incoming offloaded tasks, using
estimated task computing times and network delays.
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3 Mobile Workloads

3.1 Applications

Table 1 describes the vision and cognitive applications used for testing our work.
They all require low E2E delays: FaceDetect and ObjectDetect lose trackability
as delay increases; FeatureMatch can be used in robotics and autonomous sys-
tems to retrieve depth information for which timely response is indispensable.
In another aspect, the three applications present differences in parallelism and
variability of computing time. We use the differences to explore the design of a
general and highly usable offloading framework.

Table 1. Test applications

Application Functionalities Time Parallelism

Face detection Haar feature cascade
classifiers [16] in
OpenCV [17]

Variable Single-threaded

Feature matching Detects interest points in left
and right frames from a
binocular camera, extracts
and matches SURF [18]
features

Variable Feature extraction on
two threads, then
matching on one thread

Object detection Localizes objects and labels
each with a likeliness score
using a DNN (YOLO [19])

Constant Uses all cores of a CPU
in parallel

3.2 Performance Metrics

We denote a mobile client as Ci with an ID i. The offloading server is a dis-
tributed system composed of resource-rich machines. An offloading request sent
by Ci to the server is denoted as task T i

j , where the task index j is a monotoni-
cally increasing sequence number. We ignore the superscript for simplicity when
discussing only one client. Figure 1 shows the life cycle of an offloaded task. Tj

is sent by a client at t sendj . It arrives at a server at t serverj . After queueing,
the server starts to process it at t startj and finishes at t endj = t startj +
d computej , where d computej is the computing time.1 The client receives the
result back at t recvj . Tj uses T paralj cores in parallel.

We evaluate a task using two primary performance metrics of continu-
ous mobile sensing applications [20]. E2E delay is calculated as d delayj =
t recvj − t sendj . It comprises upstream network delay d upj , queueing delay
d queuej , computing time d computej and downstream delay d downj . ATOMS
reduces d delayj by minimizing d queuej . Offloading interval represents

1 A symbol starting with “t ” is a timestamp and “d ” is a duration of time.



Mitigating Multi-tenant Interference in Continuous Mobile Offloading 25

the time span between successive offloaded tasks of a client, calculated as
d intervalj = t sendj − t sendj−1. Clients offload tasks periodically and are
free to adjust offloading periods. Applications can thus tune offloading period
for energy consumption and performance trade-off. Ideally any interval is equal
to d periodi, the current period of client Ci. In ATOMS, however, the inter-
val becomes non-constant due to task coordination. We desire stable sens-
ing and offloading activities, so smaller interval jitters are preferred, given by
d jitterij = d intervalij − d periodi.

4 Framework Design

As shown in Fig. 3, ATOMS is composed of one master server and multiple
worker servers. The master communicates with clients and dispatches tasks to
workers for execution. It is responsible for planning and scheduling tasks.

Master

Scheduler

Workers

Compu ng
Engines

Client

App

Client Heap

Planner
Reserva on queues

Fig. 3. The architecture of the ATOMS framework.

4.1 Worker and Computing Engine

We first describe how to deploy applications on workers. A worker machine
hosts one or more computing engines. Each computing engine runs an offload-
ing application encapsulated in a container. Our implementation adopts Docker
containers.2 We use Docker’s resource APIs to set processor share, limit and
affinity, as well as memory limit for each container. We focus on CPUs as the
computing resource in this paper. The total number of CPU cores of worker Wk

is W cpuk. The support for GPUs lies in our future work.
A worker can have multiple engines for the same application in order to

fully exploit multi-core CPUs, or host different types of engines to share the
machine by multiple applications. In this case, the total workloads of all engines
on a worker may exceed the limit of processor resource (W cpu). Accordingly,
2 Docker: https://www.docker.com/.

https://www.docker.com/
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Fig. 4. A dual-core worker machine have two engines of FaceDetect (T paral = 1)
and one engine of FeatureMatch (T paral = 2). The plot on right gives an example of
processor contention.

we classify workers into two types: reserved worker and shared worker. On a
reserved worker, the sum of processor usages of engines never exceed W cpu.
Therefore whenever there is a free computing engine, it is guaranteed that dis-
patching a task to it does not induce any processor contention. Unlike a reserved
worker, the total workloads on a shared worker may exceed W cpu. See Fig. 4,
a dual-core machine hosts two FaceDetect engines (T paral = 1) and one Fea-
tureMatch engine (T paral = 2). Both applications are able to fully utilize the
dual-core processor. When there is a running FaceDetect task, an incoming Fea-
tureMatch task will cause processor contention. Load-aware scheduling described
in Sect. 4.4 is used for shared workers.

Workers measure the computing time d compute of each task and returns it
to the master along with the computation result. The measurements are used
to predict d compute for future tasks (Sect. 5.1). A straightforward method is
measuring the start and end timestamps of a task, and calculating the difference
(d computets). However, it is vulnerable to processor sharing that happens on
shared workers. We instead get d compute by measuring CPU time (d cputime)
consumed by the engine container during the computation.

4.2 Master and Offloading Workflow

In addition to the basic send-compute-receive offloading workflow, ATOMS has
three more steps: creating reservation, planning, and scheduling.

Reservation: When the master starts the planning phase of task Tj , it creates
a new reservation Rj = (t r startj , t r endj , T paralj), where t r startj and
t r endj are the start and end times respectively, and T paralj is the demanded
cores. As shown in Fig. 5, given the lower and upper bounds of upstream net-
work delay (d uplowj , d upupj ) estimated by the master, as well as the pre-
dicted computing time (d compute′

j), the span of reservation is calculated as
t r startj = t sendj + d uplowj and t r endj = t sendj + d upupj + d compute′

j .
The time slot of Rj contains the uncertainty of the time when Tj arrives at the
server (t serverj), and the time consumed by computation. Provided that the
predictions on network delays and computing times are correct, the future task
will be within the reserved time slot.
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Fig. 5. Processor reservation for a future offloaded task includes the uncertainty of
arriving time at the server and its computing time.

Planning: The planning phase runs before the real offloading. It coordinates
future tasks of all clients to ensure that the total amount of all reservations never
exceeds the limit of total processor resources of all workers. Client Ci registers
at the master to initialize the offloading process. The master assigns it a future
timestamp t send0 indicating when to send the first task. The master creates a
reservation for task Tj and plans it when tnow = t r startj − d future where
tnow is the master’s current clock time, and d future is a parameter for how far
after tnow that the planning phase covers. The planner predicts and coordinates
future tasks that start before tnow + d future.

T i
next is the next task of client Ci to plan. The master plans future tasks

in ascending order of start time t r startinext. For a new task to be planned
with the earliest t r startinext, the planner creates a new reservation Ri

next. The
planner takes Rnext as input. It detects resource contention, and reduces that
by adjusting the sending times of both the new task and a few planned tasks.
We defer the details of planning to Sect. 4.3. d informi is a parameter of Ci for
how early the master should inform the client about the adjusted task sending
time. A reservation Ri

j remains adjustable until tnow = t sendi
j - d informi.

The planner then removes Rj and notifies the client. Upon receiving t sendj ,
the client sets a timer to offload Tj .

Scheduling: The client offloads Tj to the master when the timer at t sendj
timeouts. After receiving the task, using the information of currently running
tasks on each worker, the scheduler selects the worker that induces the least
processor contention. The master dispatches it to the worker and gets back the
result. We give the details in Sect. 4.4.

4.3 Planning Algorithms

The planning algorithm decides the adjustments to sending times of future tasks
from each client. An optimal algorithm minimizes jitters of offloading intervals,
while ensuring that the total processor usage is within the limit, and SLOs on
offloading intervals are satisfied. Instead of solving this complex optimization
problem numerically, we adopt a heuristic and feedback-control approach that
adjusts future tasks in a fixed window from tnow +d inform to tnow +d future.
Our approach is able to improve the accuracy of computing time prediction by
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using a small predicting window (see Sect. 5.1), and naturally handle changes of
client number and periods.

The planner buffers reservations in reservation queues. A reservation queue
stands for a portion of processor resource in the cluster. A queue Qk has a
resource limit Q cpuk with cores as the unit, used for contention detection. The
sum of Q cpu of all queues is equal to the total cores in the cluster. Each com-
puting engine is assigned to a reservation queue. The parallelism of a reservation
T paral is determined by the processor limit of computing engines. For example,
T paral of a fine-parallelized task is different for an engine on a dual-core worker
(T paral = 2) and one on a quad-core worker (T paral = 4).

Contention Detection: When the planner receives a new reservation Rnew, it
first selects a queue to place it in. It iterates over all queues, for Qk, calculates
the needed amount of time (Δ) to adjust Rnew, and the total processor usage
(Θk) of Qk during the time slot of Rnew. The planner selects the queue with
the minimal Δ. In doing so, it checks whether the total load on Qk after adding
Rnew exceeds the limit Q cpu. If so, the algorithm calculates Δ: the contention
can be eliminated after postponing Rnew by Δ. Otherwise Δ = 0. We give an
example in Fig. 6 that a new reservation R2

0 is being inserted into a queue. The
black line in the lower plot is the total load. Contention arises after adding R2

0.
It can be removed by postponing R2

0 to the end time of R1
1. Δ is thus obtained.

Fig. 6. An example of detecting processor contention and calculating required reser-
vation adjustment. The top plot shows a reservation queue and the bottom plot shows
the calculated total load load(t).

If two or more planning queues have the same Δ, e.g., several queues are
contention-free (Δ = 0), the planner calculates the processor usage Θ during
the time slot of Rnew: Θ =

∫ t r endnew

t r startnew
load(t)dt. We consider two strategies.

The Best-Fit strategy selects Q that has the highest Θ, which packs reservations
as tightly as possible and leaves the least margin of processor resources on the
queue. The other strategy is Worst-Fit that, in contrast, selects the queue with
the lowest Θ. We study their difference through evaluations in Sect. 6.3.
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SLOs: In the next coordination step, rather than simply postponing Rnew by
Δ, the planner moves ahead a few planned reservations as well, to reduce the
duration to postpone Rnew. The coordination process takes Δ as input and
adjusts reservations according to cost (R cost), a metric on how far the measured
offloading interval d interval deviates from the client’s SLOs (a list of desired
percentiles of d interval). For example, a client with period 1 s may require a
lower bound d slo10% > 0.9 s and an upper bound d slo90% < 1.1 s.

The master calculates R cost when it plans a new task, using the mea-
sured percentiles of interval (d intervalp). For the new reservation (Rnew) to
be postponed, the cost R cost+ is obtained from the upper bounds: R cost+ =
max(maxp∈∪+(d intervalp − d slop), 0) where p is a percentile and ∪+ is the
set of percentiles that have upper bounds in the SLOs. R cost+ is the maximal
interval deviation from the SLOs. For tasks to be moved ahead, deviation from
lower bounds (∪−) are used instead to get the cost R cost−. The cost is a weight
between two clients to decide the adjustment on each. SLOs with tight bounds
on d interval make the client less affected during the coordination process.

4.4 Scheduling Algorithms

The ATOMS scheduler dispatches tasks arriving at the master to the most suit-
able worker machine that minimizes processor contention. The scheduler keeps
a global FIFO task queue for buffer tasks when all computing engines are busy.
For each shared worker, there is a local FIFO queue for each application that it
serves. When a task arrives, the scheduler first searches for available computing
engines on any reserved workers. It dispatches the task if one is found and the
scheduling process ends. If there is no reserved worker, or no engine is free, the
scheduler checks shared workers that are able to run the application. It selects
the best worker based on processor contention Φ and usage Θ. The task is then
dispatched to a free engine on the selected shared worker. If no engine is free on
the worker, the task is put into the worker’s local task queue.

Here we detail the policy to select a shared worker. The scheduler uses esti-
mated end time t end′ of all running tasks on each worker, obtained by predicted
computing time d compute′. To schedule Tnew, it calculates the load load(t) on
each worker using t end′, including Tnew. The resource contention Φk on worker
Wk is calculated by Φk =

∫ t end′
new

tnow
max(load(t) − W cpuk, 0)dt. The worker

with the smallest Φ is selected to run Tnew. For workers with identical Φ, similar
to the planning algorithm, we use processor usage Θ as the selection metric. We
compare the two selection methods, Best-Fit and Worst-Fit, through evaluations
in Sect. 6.

5 Implementation

In this section we present the implementation of computing time prediction,
network delay estimation and clock synchronization.
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5.1 Prediction on Computing Time

Accurate prediction of computing time is essential for resource reservation.
Underestimation leads to failure in detecting resource contention, and overes-
timation causes larger interval jitters. We use upper bound estimation for appli-
cations with a low variability of computing times, and time series prediction for
applications with a high variability. Given that Tn is the last completed task
of client Ci, instead of just predicting Tn+1 (the next task to run), ATOMS
needs to predict Tnext (the next task to plan, next > n). Npredict = next - n
gives how many values it needs to predict since the last sample. It is decided
by the parameter d future (Sect. 4.2) and the period of the client, calculated as
�d future/d periodi�.

Upper Bound Estimation. The first method estimates the upper bound
of samples using a TCP retransmission timeout estimation algorithm [21]. We
denote the value to predict as y. The estimator keeps a smoothed estimation
ys ← (1 − α) · ys + α · yi.) and a variation yvar ← (1 − β) · yvar + β · |ys − yi|.
The upper bound yup is given by yup = ys + κ · yvar, where α, β and κ are
parameters. This method outputs yup as the prediction of d compute for Tnext.
This lightweight method is adequate for applications with low computing time
variability, such as ObjectDetect. It tends to overestimate for applications with
highly varying computing times because it uses upper bound as the prediction.

Time Series Linear Regression. In the autoregressive model for time series
prediction problems, the value yn at index n is assumed to be a weighted
sum of previous samples in a moving window with size k. That is, yn =
b + w1yn−1 + · · · + wkyn−k + εn, where yn−i is the ith sample before the nth,
wi is the corresponding coefficient and εn is the noise term. We use this model
to predict yn. The inputs (yn−1 to yn−k) are the previous k samples measured
by workers. We use a recursive approach to predict the Npredictth sample after
yn−1: to predict yi+1, the predicted yi is used as the last sample. This approach
is flexible to predict arbitrary future samples, however, as Npredict increases, the
accuracy degrades because the prediction error is accumulated. The predictor
keeps a model for each client which is trained either online or offline.

5.2 Estimation on Upstream Latency

As discussed in Sect. 4.2, because network delays dup may have large fluctuations,
we use the lower and upper bounds (d uplow, d upup) instead of the exact value
in the reservation. The TCP retransmission timeout estimator [21] described in
Sect. 5.1 is used to estimate network delay bounds. We use subtraction instead
of addition to obtain the lower bound. The estimator has a non-zero error when
a new sample of dup falls out of the bounds, calculated as its deviation from the
nearest bound. The error is positive if dup exceeds d upup, and negative if it is
smaller than d uplow. The estimation uncertainty is given by d upup - d uplow.
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Because the uncertainty is included in task reservation, a larger uncertainty
overclaims the reservation time slot, which causes higher interval jitters and
lower processor utilizations.

We measure dup of offloading 640×480 frames with sizes from 21 KB to 64 KB,
using Wi-Fi networks. To explore networks with higher delays and uncertain-
ties, we obtain simulated delays of Verizon LTE networks using the Mahimahi
tool [22]. The CDFs of network latencies are plotted in Fig. 7a. We demonstrate
the estimator performance (error and uncertainty) in Fig. 7b. Results show that
the estimation uncertainty for Wi-Fi networks is small, and it is very large for
LTE (maximal value is 2.6 s). We demonstrate how errors and uncertainties
influence offloading performance through experiments in Sect. 6.
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Fig. 7. Upstream latency of Wi-Fi and LTE networks, with uncertainty and error of
estimation. The maximal latency is 1.1 s for Wi-Fi and 3.2 s for LTE. The parameters
of estimator are α = 0.125, β = 0.125, κ = 1.

5.3 Clock Synchronization

We seek a general solution for clock synchronization without patching the OS
of mobile clients. The ATOMS master is synchronized to the global time using
NTP. Because time service now is ubiquitous on mobile devices, we require clients
to be coarsely synchronized to the global time. We do fine clock synchronization
as follows. Client sends out a NTP synchronization request to the master each
time it receives an offloading result to avoid the wake-up delay [9]. To eliminate
the influence of packet delay spikes, the client buffers Nntp responses and runs
a modified NTP algorithm [23]. It applies clock filter, selection, clustering and
combining algorithms to Nntp responses and outputs a robust estimate on clock
offset. It also outputs the bounds of the offset. ATOMS uses the clock offset to
synchronize timestamps between clients and the master, and uses the bounds in
all timestamp calculations to consider the remaining clock uncertainties.

6 Evaluation

6.1 Experiment Setup

Baselines: We compare ATOMS with baseline schedulers to prove its effec-
tiveness for improving offloading performance. The baseline schedulers use
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load-aware scheduling (Sect. 4.4), but instead of using dynamic offloading time
coordination in ATOMS, they use conventional task queueing and reordering
approaches: (i) Scheduling Only : it minimizes the longest task queueing time;
(ii) Earliest-start-time-first : it prioritizes the task with the smallest start time
at client (t send), which experiences the longest lag until now; (iii) Longest-
E2E-delay-first : it prioritizes the task with the longest estimated E2E delay,
including measured upstream and queueing delays, and the estimated computing
time. Methods (ii) and (iii) are evaluated in the experiments using LTE networks
(Sect. 6.2) where they perform differently from (i) due to larger upstream delays.

Testbed: We simulate a camera feed to conduct reproducible experiments. Each
client selects which frame to offload from a video stream based on the current
time and the frame rate. We use three public video datasets as the camera
input: the Jiku datasets [24] for FaceDetect; the UrbanScan datasets [25] for
FeatureMatch application, and multi-camera pedestrians videos [26] for Object-
Detect. We resize the frames to 640 × 480 in all the tests. Each test runs for
5 minutes. The evaluations are conducted on AWS EC2. The master runs on
a c4.xlarge instance (4 vCPUs, 7.5 GB memory). Each worker machine is a
c4.2xlarge instance (8 vCPUs, 15 GB memory). We emulate clients on c4.2xlarge
instances. Pre-collected network upstream latencies (as described in Sect. 5.2)
are replayed at each client to emulate the wireless networks. The prediction for
FaceDetect and FeatureMatch uses offline linear regression, and the upper bound
estimator is used for ObjectDetect. The network delay estimator setting is the
same as in Fig. 7. We set d inform (Sect. 4.2) to 300 ms for all clients.
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Fig. 8. Offloading performance (CDF of each client) of Scheduling Only and ATOMS
running FaceDetect using Wi-Fi. The average CPU utilization is 37% in (a), 56% in
(b) and 82% in (c).

6.2 Maintaining Low Delays Under High Utilization

We set 12 to 24 clients running FaceDetect with periods from 0.5 s to 1.0 s, using
Wi-Fi networks. d future = 2 s is used in planning. We use one worker machine



Mitigating Multi-tenant Interference in Continuous Mobile Offloading 33

(8 vCPUs) hosting 8 FaceDetect engines. The planner has a reservation queue
for each engine with Q cpu = 1. See Fig. 8, with more clients, the interference
becomes more intensive and the Sched Only scheme suffers from increasingly
longer E2E delays. ATOMS is able to maintain low E2E delays even when the
total CPU utilization is over 80%. Using the case with 24 clients as example, the
90% percentile of E2E delays is reduced by 34% in average for all clients, and
the maximum reduction is 49%. The interval plots (top) show that offloading
interval jitters increase in ATOMS, caused by task coordination.

LTE Networks: To investigate how ATOMS performs under larger network
delays and variances, we run the test with 24 clients using LTE delay data.
As discussed in Sect. 5.2, the reservations are longer in this case due to higher
uncertainties of task arriving time. As a result, the total reservations may exceed
the processor capability. See Fig. 9a, the planner has to postpone all reserva-
tions to allocate them, all clients hence have severely dragged intervals (blue
lines). To serve more clients, we remove the uncertainty from task reservation
(as in Fig. 5), and then the offloading intervals can be maintained (green lines
in Fig. 9a). We show the CDFs of 90% percentiles E2E delays of 24 clients in
Fig. 9b. Delays increase without including network uncertainties in reservations,
but ATOMS still presents reasonable improvement: 90% percentile of delays is
decreased by 24% in average and by 30% as the maximum among all clients.
Figure 9b gives the performance of the reordering-based schedulers described in
Sect. 6.1: Earliest-start-time-first scheduler and Longest-E2E-delay-first sched-
uler. The result shows that these schedulers perform similarly to Sched Only,
and ATMOS achieves better performance.
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Fig. 9. (a) Offloading interval running FaceDetect using LTE with 24 clients. The
average CPU utilization is 83% for Sched Only, 59% for ATOMS, and 81% for ATOMS
without network uncertainty. (b) CDFs (over all 24 clients) of 90% percentiles of E2E
delay running FaceDetect using LTE networks. (Color figure online)

6.3 Shared Worker

Contention mitigation is more complex for shared workers. In the evaluations,
we set up 4 ObjectDetect clients with periods 2 s and 3 s, and 16 FeatureMatch
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clients with periods 2 s, 2.5 s, 3 s and 3.5 s. d future = 6 s is used in the planner.
We use 4 shared workers (c4.2xlarge), and each hosts 4 FeatureMatch engines
and 1 ObjectDetect engine.

Planning Schemes: We compare three schemes of planning: (i) a global reser-
vation queue (Q cpu = 32) is used for 4 workers; (ii) 4 reservation queues
(Q cpu = 8) are used and Best-Fit is used to select queue; (iii) 4 queues are
used with Worst-Fit selection. Load-aware scheduling with Worst-Fit worker
selection is used. The CDFs of interval (top) and E2E delay (bottom) of all
clients are given in Fig. 10. It shows that Worst-Fit adjusts tasks more aggres-
sively and causes the largest interval jitter. It allocates FeatureMatch tasks (low
parallelism) more evenly to all reservation queues. Resource contention is more
likely to take place when ObjectDetect (high parallelism) is planned, so more
adjustments are made. The advantage of Worst-Fit is the improved delay per-
formance. See the delay plots in Fig. 10, Worst-Fit evidently performs better for
the 4 ObjectDetect clients: the worst E2E delay of the 4 clients is 786 ms for
Worst-Fit, 1111 ms for Best-Fit and 1136 ms for Global. The delay performance
of FeatureMatch is similar for the three schemes.
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Fig. 10. Interval and E2E delay of 4 ObjectDetect and 16 FeatureMatch clients, using
different planning schemes. The average CPU utilization is 36%.

Scheduling Schemes: Figure 11 shows the E2E delays using different schedul-
ing schemes: (i) a simple scheduler that selects the first available engine; (ii)
a load-aware scheduler with Best-Fit worker usage selection; (iii) a load-aware
scheduler with Worst-Fit selection. The planner uses 4 reservation queues with
Worst-Fit selection. For the simple scheduling, ObjectDetect tasks that can be
parallelized on all 8 cores are more likely to be influenced by contention. Fea-
tureMatch requires 2 cores at most and can get enough processors more easily.
Best-Fit performs the best for ObjectDetect, whereas it degrades dramatically
for FeatureMatch clients. The reason is that the scheduler tries to pack incoming
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tasks as tightly as possible on workers. As a consequence, it leaves enough space
to schedule highly parallel ObjectDetect tasks. However, due to the errors of
computing time prediction and network estimation, there is a higher possibility
of contention for the tightly placed FeatureMatch tasks. The Worst-Fit method
has the best performance for FeatureMatch tasks and still maintains reasonably
low delays for ObjectDetect. Therefore it is the most suitable approach in this
case. Figure 12 compares the 90% E2E delay of all clients between Scheduling
Only and ATOMS (Worst-Fit scheduling). In average, ATOMS reduces the 90%
percentile E2E delay by 49% for the ObjectDetect clients, and by 20% for the
FeatureMatch clients.
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Fig. 11. E2E delay of ObjectDetect and FeatureMatch using different scheduling
schemes. The average CPU utilization is 36% in all cases.
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Fig. 12. 90% percentiles of E2E delay of ObjectDetect (bar 1 to 4) and FeatureMatch
(bar 5 to 20) clients. The CPU utilization is 40% for Sched Only and 36% for ATOMS.

7 Conclusions

We present ATOMS, an offloading framework that ensures low E2E delays by
reducing multi-tenant interference on servers. ATOMS predicts the time slots of
future offloaded tasks, and coordinates them to mitigate processor contention on
servers. It selects the best server machine to run each arriving task to minimize
contention, based on real-time workloads on each machine. The realization of
ATOMS is achieved by key system designs in computing time prediction, network
latency estimation, distributed processor resource management and client-server
clock synchronization. Our experiments and emulations prove the effectiveness
of ATOMS in improving E2E delay for applications with various degrees of
parallelism and computing time variability.



36 Z. Fang et al.

References

1. Ha, K., et al.: Towards wearable cognitive assistance. In: MobiSys (2014)
2. Jain, P., et al.: OverLay: practical mobile augmented reality. In: MobiSys (2015)
3. Cuervo, E., et al.: MAUI: making smartphones last longer with code offload. In:

MobiSys (2010)
4. Satyanarayanan, M., et al.: The case for VM-based cloudlets in mobile computing.

IEEE Pervasive Comput. 8(4), 14–23 (2009)
5. Han, S., et al.: MCDNN: an approximation-based execution framework for deep

stream processing under resource constraints. In: MobiSys (2016)
6. Salmerón-Garcia, J., et al.: A tradeoff analysis of a cloud-based robot navigation

assistant using stereo image processing. IEEE Trans. Autom. Sci. Eng. 12(2), 444–
454 (2015)

7. Meisner, D., et al.: PowerNap: eliminating server idle power. In: ASPLOS (2009)
8. Jyothi, S.A., et al.: Morpheus: towards automated SLOs for enterprise clusters. In:

OSDI (2016)
9. Ravindranath, L., et al.: Timecard: controlling user-perceived delays in server-

based mobile applications. In: SOSP (2013)
10. Chen, T.Y.H., et al.: Glimpse: continuous, real-time object recognition on mobile

devices. In: SenSys (2015)
11. Tumanov, A., et al.: TetriSched: global rescheduling with adaptive plan-ahead in

dynamic heterogeneous clusters. In: EuroSys (2016)
12. Rasley, J., et al.: Efficient queue management for cluster scheduling. In: EuroSys

(2016)
13. Rajkumar, R., et al.: Resource kernels: a resource-centric approach to real-time

systems. In: SPIE/ACM Conference on Multimedia Computing and Networking
(1998)

14. Brandenburg, B.B., Anderson, J.H.: On the implementation of global real-time
schedulers. In: RTSS (2009)

15. Saifullah, A., et al.: Multi-core real-time scheduling for generalized parallel task
models. In: RTSS (2011)

16. Viola, P., Jones, M.: Rapid object detection using a boosted cascade of simple
features. In: CVPR (2001)

17. Bradski, G.: The OpenCV library. Dr. Dobb’s J. Softw. Tools 120, 122–125 (2000)
18. Bay, H., et al.: Speeded-up robust features (SURF). Comput. Vis. Image Underst.

110(3), 346–359 (2008)
19. Redmon, J., et al.: You only look once: unified, real-time object detection. In:

CVPR (2016)
20. Ju, Y., et al.: SymPhoney: a coordinated sensing flow execution engine for concur-

rent mobile sensing applications. In: SenSys (2012)
21. Jacobson, V.: Congestion avoidance and control. In: SIGCOMM (1988)
22. Netravali, R., et al.: Mahimahi: a lightweight toolkit for reproducible web mea-

surement. In: SIGCOMM (2014)
23. Mills, D., et al.: Network time protocol version 4: protocol and algorithms specifi-

cation. RFC 5905 (Proposed Standard), June 2010
24. Saini, M., et al.: The Jiku mobile video dataset. In: MMSys (2013)
25. Raposo, C., Antunes, M., Barreto, J.P.: Piecewise-planar StereoScan: structure and

motion from plane primitives. In: Fleet, D., Pajdla, T., Schiele, B., Tuytelaars, T.
(eds.) ECCV 2014. LNCS, vol. 8690, pp. 48–63. Springer, Cham (2014). https://
doi.org/10.1007/978-3-319-10605-2 4

26. Fleuret, F., et al.: Multicamera people tracking with a probabilistic occupancy
map. IEEE Trans. Pattern Anal. Mach. Intell. 30(2), 267–282 (2008)

https://doi.org/10.1007/978-3-319-10605-2_4
https://doi.org/10.1007/978-3-319-10605-2_4


Dynamic Selecting Approach
for Multi-cloud Providers

Juliana Carvalho1,2,3(B), Dario Vieira2, and Fernando Trinta1

1 Federal University of Ceará (UFC), Fortaleza, Brazil
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Abstract. Since multi-cloud can be used both to mitigate vendor lock-
in and take advantages of cloud computing, an application can be
deployed to multiple cloud providers that best meet the user and appli-
cation needs. For this, it is necessary to select the cloud providers that
will host an application. The selection process is a complex task due to
the fact that each application part has its constraints, but mainly due
to the existence of many cloud providers’, each of them with its spe-
cific characteristics. In this article, we propose a cloud providers selec-
tion process to host applications based on microservices, in which each
microservice must be hosted by the provider that best meet the user and
microservice requirements. We use applications based on microservices
because they can be independently deployed and scalable. In addition,
we use Simple Additive Weighting method for ranking the candidate
cloud providers then we select candidate providers amongst them to host
each microservice by mapping the selection process to multi-choice knap-
sack problem. Besides that, the microservices are analyzed individually,
except for the cost constraint. The selection process examines the cost
constraint by observing all application microservices. Our approach still
differs from others described in the literature because it selects multiple
cloud providers to host the application microservices, which one for each
application microservice. In this article, we also evaluated the proposed
method through experiments and the result shows the viability of our
approach. Finally, we point out future directions for the cloud providers
selection process.

1 Introduction

Cloud computing has become a popular IT service delivery model in recent years.
It brings several benefits, but also some challenges, such as vendor lock-in. Ven-
dor lock-in arises as a consequence because the user application is dependent of
a single cloud provider technology, which makes it impossible to automatically
migrate the applications between cloud providers. Multiple clouds enable appli-
cations to take advantage of the best features of different components offered by
several cloud providers, and mitigate vendor lock-in [1–3]. Therefore, software
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architects can use multiple clouds to deploy the distributed application and take
every possible advantages of cloud computing.

In spite of the possibility to take full advantage of cloud computing, it is
necessary to select cloud providers that can best serve the application and the
user. Choosing clouds is a complex task because there are several providers,
each of them offering multiple services with the same functionalities, but differ-
ent capabilities. In order to allow the software architects to choose the applica-
tion requirements and architecture without needing to worry about the appli-
cation deployment in multiple cloud, in [4], we propose PacificClouds, which
is a new architecture for addressing multi-cloud interoperability. PacificClouds
architecture is designed to deploy and manage applications based on microser-
vices. We understand that microservices are a set of autonomous, independent,
self-contained services, in which each service has a single goal, is loosely coupled,
and interact to build a distributed application as in [4].

PacificClouds needs to select the cloud providers to host the application’s
microservices before the application deployment. In Sect. 2, we described the
cloud selection process, which is based on the user and microservice require-
ments, considering the capabilities of the available cloud providers. The selection
process verifies among available cloud providers which best meet the constraints
of the user and the microservice, observing that each microservice service has
different functionalities and constraints. PacificClouds must deploy an applica-
tion microservice in the cloud provider that best meets its needs. Therefore, we
realize that an application has several microservices and a microservice needs
to use several cloud services. Also, there are many providers available and each
of them offers several services with the same functionalities, but with different
capacities.

In Sect. 4, we describe and compare some previous research works, which lead
the selection process, and among them, some deal with cloud services selection
in the same provider, such as [5–7], while some, [8], address services selection
in cloud federation, and others such as [9] select services for microservices dis-
tributed in multiple providers. To the best of our knowledge only our work
discusses cloud providers selection for deploying application microservices.

In order to lead with multiple cloud selection process, we propose an app-
roach, which intends to be used by PacificClouds to deploy application microser-
vices. The significant contributions of this work are as follows:

1. The clouds selection process to deploy application microservices is innovative,
because our proposal selects multiple cloud providers to host the application
microservices, which one for each microservice of an application. It is based
on user and microservice’s requirements.

2. We propose a formal description for the clouds selection process in Sub-
sect. 2.1, which describes how to select each cloud service for each microser-
vice. In addition, we present an algorithm for our approach in Subsect. 2.2.

3. The clouds selection uses Simple Additive Weighting (SAW) for ranking the
cloud providers candidates [10], in which the user requirements are considered,
and each of them has its priority (Subsect. 2.2).
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4. We map our cloud providers selection process to multi-choice knapsack prob-
lem and develop using dynamic programming. We describe the mapping in
Subsect. 2.2.

5. We performed an evaluation of the selection process and the outcome shows
the feasibility of our approach. We describe the evaluation in Sect. 3.

2 The Proposed Approach

In this section, we propose a cloud providers selection model under multiple
requirements to host an application based on microservices. We select the cloud
providers checking a set candidate services in each cloud provider to optimize
the application requirements. We consider that every candidate service meets all
microservices requirements. Our model depicts the providers selection process in
three steps: first, the software architect should send the application microservices
and their requirements to PacificClouds; next, a discovery service should send
the capabilities of cloud providers to PacificClouds; and, finally, PacificClouds
should select one cloud provider for each application microservice throughout
two phases: phase one is for selecting all cloud providers that meet the user
requirements of all microservices of an application and phase two is for selecting
a cloud provider to host each microservice of an application from those selected
clouds in the first phase.

According to mentioned above, in the following subsection, we formalize the
service model, which we use in cloud providers selection. Next, we describe the
cloud providers selection in detail. In addition, we present an algorithm for pro-
posed multiple cloud selection process.

2.1 Service Model Formalization

We can notice the existence of several cloud services with the same functional-
ities but different capabilities. We can also observe several cloud providers that
offer multiple similarly featured services, but have different capabilities. Thus,
software architects can request various service’s capabilities. Even though we
chose to assess application response time (execution time + delay), cloud avail-
ability and application execution cost, other requirements may be included in
our model.

According to the providers selection process previously described, we propose:

– Definition 1: cloud service model - as S(S.rt,S.a,S.c), in which S.rt, S.a and
S.c stand for response time, availability and cost respectively as in [6].

– Definition 2: cloud services class - as SC = S1, S2, . . . , So, in which S1,
S2,. . . , So are services of the same provider with same functionalities but
different capabilities.

– Definition 3: services provider model - as SP = SC1, SC2, . . . , SCp, in
which SC1, SC2, . . . , SCp are services classes.

– Definition 4: cloud provider set - as CP = SP1, SP2, . . . , SPq, in which
SP1, SP2, . . . , SPq are services providers.
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– Definition 5: microservice model - as MS = S1, S2, . . . , Sr, in which S1,
S2,. . . , Sr are cloud services indispensable to execute a microservice.

– Definition 6: application model - as AP = MS1,MS2, . . . ,MSt, which
MS1,MS2, . . . ,MSt are microservices.

All definitions described for the cloud selection process must follow the model
of cloud service (Definition 1). Example: Definition X is modelled as X (X.rt, X.a,
X.c). The software architect who wants to deploy an application in multi-cloud
via PacificClouds must specify the user requirements thresholds for performance,
availability and cost. Also, he must set the priority for each of the requirements.
Multi-cloud selection process aims to select the providers that satisfy the user
requirements and optimize the user’s specified objectives, as follows:

1. Availability Requirement: the cloud availability for an application must
meet at least the user-defined threshold, so that each application microservice
meets the same threshold. We define MinAvbty as the user-defined minimum
availability threshold. In (1), we define AP.a as the availability of the appli-
cation, which is assigned the lowest availability value among their microser-
vices and it must be greater than or equal to MinAvbty. In addition, in (2),
MSi.a represents the availability of microservice i, which is assigned the low-
est availability value among their services and it must be greater than or equal
to MinAvbty. The cloud availability for a service is represented by Sij .a in
(2), which is the service j of the microservice i. An application has t as the
microservices maximum, and a microservice has r as the services maximum.

AP.a = min
1�i�t

(MSi.a) � MinAvbty,∀MSi | MSi ∈ AP (1)

MSi.a = min
1�j�r

Sij .a � MinAvbty,∀Sij | Sij ∈ MSi,MSi ∈ AP, 1 � i � t

(2)
2. Response Time Requirement: the response time for an application must

meet the user-defined threshold, so that each application microservice meets
the same threshold. We define MaxRT as the user-defined maximum response
time threshold, and MaxRT is the maximum execution time threshold (Max-
ExecTime) plus the maximum delay threshold (MaxDelay) defined by the
user as in (3). In (4), we define AP.rt as the response time of the application,
which is assigned the highest response time value among their microservices
and it must be less than or equal to MaxRT. In addition, in (5), MSi.rt
represents the response time of microservice i, which is assigned the highest
response time value among their services and it must be less than or equal to
MaxRT. The response time for a service is represented by Sij .rt in (5), which
is the service j of the microservice i. An application has t as the microservices
maximum, and a microservice has r as the services maximum.

MaxRT = MaxExecT ime + MaxDelay (3)
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AP.rt = max
1�i�t

(MSi.rt) � MaxRT,∀MSi | MSi ∈ AP (4)

MSi.rt = max
1�j�r

(Sij .rt) � MaxRT,∀Sij | Sij ∈ MSi,MSi ∈ AP, 1 � i � t

(5)
3. Cost Requirement: the application execution the cost should not be higher

than Budget, which is cost threshold defined by the user. In (6), we define
AP.c as the application execution cost, which is assigned the sum cost of all
their microservices and it must be less than or equal to Budget. An application
has t as the microservices maximum.

AP.c =
t∑

i=1

MSi.c � Budget,∀MSi | MSi ∈ AP (6)

2.2 Cloud Providers Selection

In this subsection, we detail the proposed cloud providers selection process based
on service model described above. The proposed process has two levels: the first
level determines the candidate providers of all application microservices, and the
second level selects the providers to deploy all application microservices.

First Level - Candidate Providers Determination. The candidate
providers determination to deploy each microservice of an application is made by
observing user requirements of each service. For this, we first rank the services
in each provider that meets the user requirements based on Simple Additive
Weighting (SAW). Next, we discover all candidate service combinations from all
providers that meet the user requirements each microservice of an application.
In addition, we calculate the score of each combination from all providers that
meet user requirements of all microservices. This process consists of the three
stages which will be described next.

First Stage. We select the services of each provider that meet all user require-
ments, which results in a candidate services set in each provider for each
microservice of an application. We use the Simple Additive Weighting (SAW)
technique to rank the providers that meet each microservice requirements, as in
[7]. It has two phases:

– Scaling Phase - in this phase, the user requirements are numbered from
1 to 3, with 1 = availability, 2 = response time, 3 = cost. A matrix R =
(Rij ; 1 � i � n; 1 � j � 3) is built by merging the requirement vectors
of all candidate services. These candidate services refer to the same service
of the microservice. We must make the whole process for all services of the
microservice. Each row Ri corresponds to a cloud service Sij and each column
Rj corresponds to a requirement. For this, there are two types of criteria:
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• Negative: the higher the value, the lower the quality.

Vij =

{
RMax

j −Rij

RMax
j −RMin

j
if RMax

j − RMin
j �= 0

1 if RMax
j − RMin

j = 0
(7)

• Positive: the higher the value, the higher the quality.

Vij =

{
Rij−RMin

j

RMax
j −RMin

j
if RMax

j − RMin
j �= 0

1 if RMax
j − RMin

j = 0
(8)

where
RMax

j = Max(Rij), RMin
j = Min(Rij), 1 � i � n

– Weighting Phase - The overall requirements score is computed for each
candidate cloud service, using the Eq. 9:

Score(Si) =
3∑

j=1

(Vij ∗ Wj) | Wj ∈ [0, 1],
3∑

j=1

Wj = 1 (9)

Second Stage. We must discover all services combinations from a provider to
compose a microservice. For this, we must make the combination among the
candidate services of services requested by a microservice that are offered by the
same provider. Equation (10) defines SSPik as the set of candidate combinations
of the provider k for each microservice i. Also, in (10), combikj indicates the com-
bination j of provider k for microservice i. A combination combikj is (Si1 , ..., Sir ),
in which Sin indicates the candidate service in for service n in microservice i.
A microservice has r as the service maximum, a candidate provider has m as
the combination maximum, and a microservice has q the candidate providers
maximum.

SSPik = {combik1, ..., combikm} (10)

Third Stage. We must calculate the score and cost for each combination in SSPik

as shown by (11) and (12). In (11), we define combikj .score as the average scores
of each combination services. In (12), we define combikj .c as the sum cost of all
combination services.

combikj .score =
Score(Si1) + Score(Si2) + ... + Score(Sir )

r
(11)

combikj .c = Si1 .c + Si2 .c + ... + Sir .c (12)

At the end of the First Level, we have a set of all candidate combinations in
all available providers for all microservices of an application (SAMS) and each of
them has its score. Equation (13) defines SMSi as the set of candidate providers
for microservice i, in which SSPik indicates the set of candidate combinations
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of provider k for microservice i. In (14), we define SAMS as the set of candidate
providers for each microservice of an application, and an application has t as
the microservices maximum.

SMSi = {SSPik | k ∈ [1, q]} (13)

SAMS = {SMS1, ..., SMSt} (14)

Second Level - Cloud Providers Selection to Deploy Microservices. We
must select the cloud providers from SAMS (First Level) to host each microser-
vice of an application. For this, we must make the combination among the candi-
date combinations SAMS, in which each combination has one candidate of each
microservice and the set of these combinations is called SAPP (15). Also, in
(15), combikijki

indicates combination j of candidate provider k for microservice
i. Afterwards, (16), we define SAPPl.c as the execution cost of each combination
in SAPP and verify if it is less than or equal to the application execution cost,
and exclude it otherwise. Next, we calculate the score of every item in SAPP.
A candidate combination score (SAPPl.score) is a value among ]0, 1], and it is
the score sum of each item combination, which is shown in (17).

SAPP = {(comb1k1jk1
, ..., combtktjkt

) | combikijki
∈ SSPik, SSPik ∈ SMSi,

SMSi ∈ SAMS, 1 � i � t, 1 � ki � qi, 1 � jki
� wki

}
(15)

SAPPl.c =
t∑

i=1

combikijki
.c (16)

SAPPl.score =
t∑

i=1

combikijki
.score (17)

The selection process described above is a combinatorial optimization prob-
lem and one of the most studied problems in combinatorial optimization is the
knapsack problem. Hence, we map the selection process up to multi-choice knap-
sack problem. The application budget represents the maximum knapsack weight
and each item in SAPP has its cost, i.e., its weight. Each SAPP item represents
the set of services that are necessary for each application microservice. Thus, the
microservices represent the classes, because each item of SAPP must contain set
of services for each microservice. Our selection problem must maximize the user
requirements through the score of each item in SAPP. The item score represents
the profit, (18) illustrates the objective function to maximize the score, which
is subject to (19), (20) and (21) for obeying total combination cost. In these
equations, combikj is candidate combination j of provider k for microservice i,
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SMSi is a set of candidate providers for microservice i, as defined in formula
13, and SSPik is a set of combinations of provider k for each microservice i, as
defined in formula 10.

max(
t∑

i=1

∑

k∈SMSi

∑

j∈SSPik

combikj .score ∗ Combikj) (18)

t∑

i=1

∑

k∈SMSi

∑

j∈SSPik

combikj .c ∗ combikj � AP.c (19)

∑

k∈SMSi

SSPik = 1,∀1 � i � t (20)

∑

j∈SSPik

combikj = 1,∀1 � i � t, k ∈ [1, q] (21)

2.3 Algorithm for Cloud Providers Selection

Next, we present Algorithm 1 for the selection process of our approach. Whereby
is possible to observe all selection process level described in this section. Algo-
rithm1 has as input the set of application requirements and the set of the capa-
bilities of the providers and as output set of the providers to host each application
microservice. We describe an overall Algorithm 1, as follow.

1. First, we discover the provider services that meet all the requirements of a
microservice (line 4). Then, we rank them by calculating SAW Scaling Phase
(line 6) and SAW Score Phase for each service (line 7). Next, we combine the
services (line 8) so that each combination has all the services required by the
microservice. The process is repeated on all available providers;

2. Next, we calculate the score (line 13) and the cost (line 14) of each com-
bination. The entire process between lines 2 and 13 is repeated for all the
application microservices, resulting in a set of candidate combinations for
each microservice (SAMS), each of them has its score and cost;

3. Finally, from line 21 to 29, we selected a combination to host a microservice
among the candidate combinations of the microservice in SAMS. For this,
we create a matrix (Sol) using lines for every possible combination cost value
(from 1 to AP.c) and columns for the cost of each existing combinations.
Matrix Sol is filled with the score values according to the microservice to
which the combination belongs, in order to obtain the combinations with
the highest score that, when combined, do not exceed the budget value of
the application (AP.c), according to the mapping made for the multi-choice
backpack problem as described in (15), (16), (17), (18), (19), (20), and (21).
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Algorithm 1. The Proposed Approach
input : Set of the application requirements ap

Set of the capabilities of the providers cp
output : Set of Providers prvdsMs to host each microservices of an

application

1 foreach ms of the ap do
2 ssp ← initialize with empty set ;
3 foreach sp of the cp do
4 candServ ← discoveryCandServ (ms,sp);
5 if (notempty(candServ)) then
6 matReq ← sawScalingPh (candServ) ; // formulas 7 and 8

7 candServSC ← sawScorePh (candServ,matReq,ap.weight) ; // formula 9

8 ssp ← ssp + (sp.number,combMsSp (candServSC)) ; // formula 10

9 end

10 end
11 sms ← initialize with empty set ;
12 foreach comb of the ssp do
13 combSC ← calculateCombSC (comb) ; // formula 11

14 combCost ← calculateCombCost (comb) ; // formula 12

15 sms ← sms + (comb,combSC,combCost);

16 end
17 sams ← sams + (ms.number,sms);

18 end
// The algorithm between lines 19 and 29 indicates the cloud providers selection using dynamic

programming for mapping of the multi-choice knapsack problem.;
19 sol ← initialize the matrix with values 0 ;
20 last ← 1;
21 foreach sms of the sams do
22 for j ← last to sizeof(sms) − 1 do
23 for cost ← 1 to ap.c do
24 if (combCost[j] > cost) then sol(cost, j) ← sol(cost, j − 1);
25 else if (ms[j].number == 1) then sol(cost, j) ← combSC[j];
26 else if (ms[j].number �= ms[j − 1].number) then

sol(cost, j) ← max(maxLine(sol(cost − combCost[j]),ms[j −
1].number) + combSC[j], maxLine(sol(cost),ms[j − 1].number));

27 else sol(cost, j,ms[j].number) ←
max(maxLine(sol(cost − combCost[j]),ms[j].number − 1) +
combSC[j], maxLine(sol(cost),ms[j].number − 1));

28 end
29 last ← sizeof(sms);

30 end

31 end
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3 Evaluation

We have developed a tool and set up scenarios to evaluate our approach. In this
section, we describe how the tool was implemented, the scenarios configuration,
the experiments, and the outcomes.

3.1 Tool Description

The tool was implemented using python 3.7 and we used the JSON format
as input and output. The tool has two JSON files as input: one contains the
service providers capabilities and the other has the application requirements.
Each provider capabilities are organized by service classes, in which each class has
its services. We consider three classes of services: compute, storage and database.
Each service must contain its functional and non-functional capabilities. The
nonfunctional capabilities we consider in our approach are availability, execution
time, delay and cost, as described in Sect. 2.

Application information involves name, minimum availability, maximum
response time, maximum budget, weight and priority of each user requirement
and the microservices information.

The tool returns a JSON file, which contains the providers that will deploy
the microservices, as well as the services that will be used and the providers cost.

As previously mentioned, we map our multi-cloud selection process to the
multi-choice knapsack problem, which is a highly researched combinatorial opti-
mization problem. The multi-choice knapsack problem can be developed through
some techniques, such as dynamic programming and greedy. We use dynamic
programming in our tool.

3.2 Setting Scenarios

For tool evaluation purposes, we randomly configure six sets of providers as in [5,
6,11], which differ from one another by the number of providers and each service
capabilities. For this, we first randomly configured the set with 5 providers. Next,
we configure the other set of providers from (22). In (22), SPrvdsx is a set of
providers, in which x is the number of providers in SPrvds, and SPrvdsx−5

is the set of providers configured with the highest number of providers up to
that moment according to the proposed scenario, and x must be higher than or
equal to 5. If x is equal 5 indicates that is the first set of the scenario then x
== 0 is the empty set. For example, if x == 15 then the set of 15 providers is
based on the set of 10 providers previously configured. Each provider has three
services classes: compute, storage and database, and each class has six services.
The amount of providers in each set is a multiple value of 5, in which the first
set has 5 providers and the last 30.

SPrvdsx = SPrvds(x−5) + SPrvds5 (22)
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We have also configured requirements for microservice-based applications. We
configured 4 applications: the first one (APP1) has 3 microservices, the second
(APP2) 4, the third (APP3) 5, and the last one (APP4) has 6 microservices. Each
microservice contains 3 services of each class: compute, storage and database.
Availability, response time, and cost requirements vary depending on the type
of assessment to be performed.

3.3 Experiments and Outcomes Description

We evaluate our approach’s feasibility by validating our tool’s behavior. For
this, we performed five experiments, in which we used the sets of providers and
the applications requirements described in Subsect. 3.2. Each experiment was
performed 30 times to reach the normal distribution [12].

Figure 1 illustrates the outcomes of the five experiments. In each graph, we
present the provider’s selection average execution time in milliseconds (ms) on
the y-axis, the rows represent each application described in the subsection, and
the x-axis shows each of the experiments. The first four experiments were per-
formed using a set of 5 providers. The experiments and their respective outcomes
are described afterwards.

1. Availability requirement: we configured each application with 5 different
values for availability. Starting at 90%, indicating that all provider services
must have this minimum value to meet application requirements, and ending
at 98%, indicating that only cloud services with values between 98 and 100
meet this application requirement, which is in agreement with (1) and (2).
The response time and cost requirements were set with values that can be met
by most providers. Figure 1(a) shows a graph with the experiment outcomes.
The graph illustrates the availability requirement values on the x-axis, the
average execution time for providers selection on the y axis, and the rows
represent each application. We can observe that the average time decreases
with the increase of the availability constraint value in every application.
This outcome is the expected one, because the increase of the availability
requirement decreases both the number of services that meet the microservice
requirements and the number of services that must be selected in our tool.

2. Response Time requirement: we configured each application with 5 dif-
ferent response time values. This value indicates that only providers services
with values less than or equal to the requested one meet the application
response time requirement, which is in accordance to (3), (4) and (5). Thus,
the lower the value the less the services will meet the response time require-
ment. The availability and budget requirements were set with values that can
be met by most providers. Figure 1(b) outcomes represent the expected one,
because the graph shows the average time increases with the increase of the
response time requirement level in every application.

3. Cost requirement: in this experiment, we set the availability and response
time requirements with values that can be met by most providers, and the
cost requirements were set from the minimum to the maximum cloud services
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Fig. 1. Cloud providers selection execution time (a) application availability; (b) appli-
cation response time; (c) application budget; (d) application user requirement class;
and (e) set of providers.

values. Thus, the values in the x-axis represent budget classes, and each class
has different budget values for each application, but all applications have the
same value per service in each class. The budget value per class is different in
each application, but the applications have the same value per service in each
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class. Also, class 1 has the lowest value per service, class 2 has a value higher
than class 1 but lower than the class 3, and last class has the highest value
per service. The lowest and highest values per service are based on the lowest
and highest value of the set of providers described in this scenario. Class 1 has
the minimum value and a class 7 has the maximum value. Therefore, no set of
providers meet the budget with a value lower than class 1, and all providers
met budget with values higher than class 7. The budget values indicate that
only cloud services with values less than or equal to the attributed ones meet
the cost requirement as described in (6). Figure 1(c) outcomes show that
the average execution time increases alongside with the cost level, but after a
certain amount the average execution time is stabilized. This happens because
the higher the budget, the greater the search for a better solution.

4. User requirements: in these experiments we vary all three constraints:
availability, response time and cost, in a manner that when the availabil-
ity requirement increases, the cost and response time requirements decrease.
Therefore, when the requirements class is increased on the x-axis of Fig. 1(d),
we say that the constraints increases. Thus, we can observe that the average
execution time in the graph decreases with the increase of the requirements.
This outcome shows that the increase of the requirements reduces the number
of providers that meet all requirements and that the average execution time
converges to the same value.

5. Set of Providers: for this experiment we set up 5 set of providers, each with
a multiple of 5 as the number of providers, in such manner that the first set has
10 providers and the last one has 30 providers, which have been configured
according to (22). The requirements of availability, response time and cost
were not modified during the experiment, maintaining the same value in all
sets. Those requirements were configured using the intermediate values, i.e.,
they have neither the lowest nor the highest constraint. We can see in Fig. 1(e)
that the increase in the number of providers influences the average selection
time, since it increases the number of services that meet the applications
requirements. Also, we can observe that the amount of microservices also
influences the cloud providers selection average time.

As mentioned in Sect. 1, in the literature there are dealing with the cloud
provider selection, but the focus of these works is different from ours. Some of
them select one provider per application or service flow, and others are based
on the cloud federation environment, which there is a collaboration agreement
between providers. Besides, there is still one that deals with cloud selection to
host microservice, but each service to microservice is hosted on a different cloud
provider. The comparison of our proposal with these works is complex because
each proposal has different purposes.

4 Related Work

Despite the growth of cloud computing, multiple clouds are still at their begin-
ning [13], and very few research works related to cloud providers selections exist.
In this Section, we compare our work with some of these previous works.
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Wang et al. [5] proposed a service selection based on correlated QoS require-
ments, in which each service belongs to the same provider. Similarly to our work,
[5] organizes the services within the provider by classes and considers that each
required service belongs to a class and that several services candidates exist and
each of them possesses the same functionality but different capabilities. Liu et al.
[6] organizes services within the providers as our work does, but it proposed a
service flow scheduling model with multiple service requirements in a cloud.

Zeng et al. [7] proposed a middleware which addresses the issue of selecting
web services for their composition in a manner that maximizes user requirements.
[7] leads the problems related to service selection the same way our work does.

Pietrabissa et al. [8] proposed a cloud resource allocation algorithm that
manages the resource requests with the aim of maximizing the Cloud Man-
ager Broker (CMB) revenue over time, focusing on the provider perspective and
resource allocation in cloud federation, while our work focus on user perspective
and multi-cloud environment.

Garg et al. [11] proposed a framework and mechanism that allow the evalu-
ation of cloud offerings and rank them based on their ability to meet the user’s
requirements. Hence, the framework may permit a competition among cloud
providers to satisfy their SLA and improve their QoS. This work differs from
ours because we select the providers that best meet the user’s requirements for
each microservice of an application.

Sousa et al. [9] proposed an automated approach for the selection and con-
figuration of cloud providers in multi-cloud microservices-based applications. [9]
is similar to our work, but while [9] selects the services of a microservice in
several providers, our work selects a provider to a microservice. Our work is
based on Multi-Criteria Decision Making Methods (MCDM), while [9] is based
on ontology reasoning and software product line techniques.

5 Conclusion

In this paper, we propose and formally describe a multiple cloud provider selec-
tion approach for PacificClouds, which must select the providers that best meet
user requirements for each microservice of an application. We also use SAW
to rank the candidate services for each microservice in each of the available
providers according to its requirements. In addition, we mapped the provider
selection process to the multi-choice knapsack problem. As a result, we have
developed a tool that represents the proposed approach and we use dynamic
programming to implement the multi-choice knapsack problem, then we evalu-
ate the proposed approach using the developed tool. The outcomes show that the
approach finds the best solution and that the approach proved to be viable even
in the face of extreme restrictions. For future works, we intend to develop the
provider selection process by using the knapsack problem via greedy algorithm,
then we intend to compare it with this approach.
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Abstract. Cache Augmented Data Stores enhance the performance of
workloads that exhibit a high read to write ratio by extending a persistent
data store (PStore) with a cache. When the PStore is unavailable, today’s
systems result in failed writes. With the cache available, we propose
TARDIS, a family of techniques that teleport failed writes by buffering
them in the cache and persisting them once the PStore becomes available.
TARDIS preserves consistency of the application reads and writes by
processing them in the context of buffered writes. TARDIS family of
techniques is differentiated in how they apply buffered writes to PStore
once it recovers. Each technique requires a different amount of mapping
information for the writes performed while PStore was unavailable. The
primary contribution of this study is an overview of TARDIS and its
family of techniques.

1 Introduction

Person-to-person cloud service providers such as Facebook challenge today’s soft-
ware and hardware infrastructure [9,24]. Traditional web architectures struggle
to process their large volume of requests issued by hundreds of millions of users.
In addition to facilitating a near real-time communication, a social network
infrastructure must provide an always-on experience in the presence of differ-
ent forms of failure [9]. These requirements have motivated an architecture that
augments a data store with a distributed in-memory cache manager such as
memcached and Redis. We term this class of systems Cache Augmented Data
Stores, CADSs.

Figure 1 shows a CADS consisting of Application Node (AppNode) servers
that store and retrieve data from a persistent store (PStore) and use a cache for
temporary staging of data [18,24,25]. The cache expedites processing of requests
by either using faster storage medium, bringing data closer to the AppNode, or a
combination of the two. An example PStore is a document store [10] that is either
a solution such as MongoDB or a service such as Amazon DynamoDB [5,11] or
MongoDB’s Atlas [22]. An example cache is an in-memory key-value store such
as memcached or Redis with Amazon ElastiCache [6] as an example service.
Both the caching layer and PStore may employ data redundancy techniques to
tolerate node failures.
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 55–68, 2018.
https://doi.org/10.1007/978-3-319-94295-7_4
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Fig. 1. CADS architecture.

The CADS architecture assumes a software developer provides application
specific logic to identify cached keys and how their value is computed using
PStore. Read actions look up key-value pairs. In case of a miss, they query
PStore, compute the missing key-value pair, and insert it in the cache for future
look up. Write actions maintain the key-value pairs consistent with data changes
in PStore.

A read or a write request to PStore fails when it is not processed in a timely
manner. This may result in denial of service for the end user. All requests issued
to PStore fail when it is unavailable due to either hardware or software failures,
natural disasters, power outages, human errors, and others. It is possible for a
subset of PStore requests to fail when the PStore is either sharded or offered
as a service. With a sharded PStore, the failed requests may reference shards
that are either unavailable or slow due to load imbalance and background tasks
such as backup. With PStore as a service, requests fail when the application
exhausts its pre-allocated capacity. For example, with the Amazon DynamoDB
and Google Cloud Datastore, the application must specify its read and write
request rate (i.e., capacity) in advance with writes costing more [5,15]. If the
application exhausts its pre-specified write capacity then its writes fail while its
reads succeed.

An application may process its failed writes in a variety of ways. Simplest is
to report the failures to the end users and system administrators. The obvious
drawback of this approach is that the write fails and the end user is made aware
of this to try again (or for the system administrator to perform some corrective
action). Another variant is for the application to ignore the failed write. To
illustrate, consider a failed write pertaining to Member A accepting Member
B’s friend invitation. The system may simply ignore this write operation and
continue to show B’s invitation to A to be accepted again. Assuming the failure
of the PStore is short-lived then the user’s re-try may succeed. This alternative
loses those writes that are not recoverable. For example, when Member C invites
Member B to be friends, dropping this write silently may not be displayed in
an intuitive way for the end user to try again. A more complex approach is
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for the application to buffer the failed writes. A system administrator would
subsequently process and recover these writes.

This paper describes an automated solution that replaces the administrator
with a smart algorithm that buffers failed writes and applies them to PStore at a
later time once it is available. This approach constitutes the focus of TARDIS1,
a family of techniques for processing failed writes that are transparent to the
user issuing actions.

Table 1. Number of failed writes with different BG workloads and PStore failure
durations.

Failure duration Read to write ratio

100:1 1000:1

1min 5,957 561

5min 34,019 3,070

10min 71,359 6,383

TARDIS teleports failed writes by buffering them in the cache and performing
them once the PStore is available. Buffered writes stored as key-value pairs in
the cache are pinned to prevent the cache from evicting them. To tolerate cache
server failures, TARDIS replicates buffered writes across multiple cache servers.

Table 1 shows the number of failed writes with different failure durations
using a benchmark for interactive social networking actions named BG [8]. We
consider two workloads with different read to write ratios. TARDIS teleports all
failed writes and persists them once PStore becomes available.

TARDIS addresses the following challenges:

1. How to process PStore reads with pending buffered writes in the cache?
2. How to apply buffered writes to PStore while servicing end user requests in

a timely manner?
3. How to process non-idempotent buffered writes with repeated failures during

recovery phase?
4. What techniques to employ to enable TARDIS to scale? TARDIS must dis-

tribute load of failed writes evenly across the cache instances. Moreover, its
imposed overhead must be minimal and independent of the number of cache
servers.

TARDIS preserves consistency guarantees of its target application while tele-
porting failed writes. This is a significant improvement when compared with
today’s state of the art that loses failed writes always.

Advantages of TARDIS are two folds. First, it buffers failed writes in the
cache when PStore is unavailable and applies them to PStore once it becomes
1 Time and Relative Dimension in Space, TARDIS, is a fictional time machine and

spacecraft that appears in the British science fiction television show Doctor Who.
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available. Second, it enhances productivity of application developers and system
administrators by providing a universal framework to process failed writes. This
saves both time and money by minimizing complexity of the application software.

Assumptions of TARDIS include:

– AppNodes and the cache servers are in the same data center, communicating
using a low latency network. This is a reasonable assumption because caches
are deployed to enhance AppNode performance.

– The cache is available to an AppNode when PStore writes fail.
– A developer authors software to reconstruct a PStore document using one or

more cached key-value pairs. This is the recovery software shown in Fig. 1
used by both the application software and Active Recovery (AR) workers.

– The PStore write operations are at the granularity of a single document and
transition its state from one consistent state to another. In essence, the cor-
rectness of PStore writes are the responsibility of the application developer.

– There is no dependence between two or more buffered writes applied to differ-
ent2 documents. This is consistent with the design of a document store such
as MongoDB to scale horizontally. Extensions to a relational data model that
considers foreign key constraints is a future research direction.

Fig. 2. AppNode state transition diagram.

The rest of this paper is organized as follows. Section 2 presents the design of
TARDIS. Section 3 describes how undesirable race conditions may happen and
our solution using contextual leases. We survey related work in Sect. 4. Brief
future research directions are presented in Sect. 5.

2 TARDIS preserves the order of two or more writes for the same document.
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2 Overview

Each AppNode in TARDIS operates in 3 distinct modes: normal, failed, and
recovery. Figure 2 shows the state transition diagram for these three modes.
TARDIS operates in normal mode as long as PStore processes writes in a timely
manner. A failed PStore write transitions AppNode to failed mode. In this mode,
AppNode threads buffer their PStore writes in the cache. They maintain cached
key-value pair impacted by the write as in normal mode of operation. Moreover,
the AppNode starts one or more Active Recovery (AR) workers to detect when
the PStore is available to process writes again. Once PStore processes a write
by an AR worker, the AR worker transitions AppNode state to recovery mode.

In recovery mode, TARDIS applies buffered writes to PStore. TARDIS family
of techniques is differentiated in how they perform this task. In its simplest form,
termed TAR, only AR workers apply buffered writes. The next variant, termed
DIS, extends TAR by requiring the write actions of the application to identify
pending writes in the cache and apply them to PStore prior to performing their
write. With DIS, a write action may merge the pending writes with its own into
one PStore operation. With TARD, the developer provides a mapping between
the read and buffered writes produced by write actions. This mapping enables
the application to process reads that observe a cache miss by first applying the
pending buffered writes to the PStore. Finally, TARDIS is a hybrid that includes
features of both TARD and DIS.

The trade-off with the alternative techniques is as follows. With TAR, the
application continues to produce buffered writes even though PStore is available.
With both TAR and DIS, a cache miss continues to report a failure (even though
PStore is available) until all pending writes are applied to PStore. DIS is differ-
ent because it stops the application from producing buffered writes, enabling the
recovery mode to end sooner. With TARD, a cache miss applies buffered writes
to PStore while writes continue to be buffered. TARDIS is most efficient in pro-
cessing application requests, ending the recovery process fastest. Due to novelty
of TARDIS, applicability of TAR, TARD, DIS, and TARDIS in the context of
different applications is a future research direction. It may be the case that DIS
is applicable to most if not all applications.

When either AppNode or an AR worker incurs a failed write, it switches
AppNode mode from recovery to failed. A PStore that processes writes inter-
mittently may cause AppNode to toggle between failed and recovery modes
repeatedly, see Fig. 2.

2.1 Failed Mode

In failed mode, a write for Di generates a change δi for this PStore document and
appends δi to the buffered write Δi of the document in the cache. In addition,
this write appends Pi to the value of a key named Teleported Writes, TeleW.
This key-value pair is also stored in the cache. It is used by AR workers to
discover documents with pending buffered writes (Table 2).
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Table 2. List of terms and their definition.

Term Definition

PStore A sharded data store that provides persistence

AR Active Recovery worker migrates buffered writes to PStore eagerly

Di A PStore document identified by a primary key Pi

Pi Primary key of document Di. Also referred to as document id

{Kj} A set of key-value pairs associated with a document Di

Δi A key whose value is a set of changes to document Di

TeleW A key whose value contains Pi of documents with teleported writes

ω Number of TeleW keys

Δi may be redundant if the application is able to construct document Di

using its representation as a collection of cached key-value pairs. The value of
keys {Ki} in the cache may be sufficient for the AppNode to reconstruct the
document Di in recovery mode. However, generating a list of changes Δi for the
document may expedite recovery time if it is faster to read and process than
reading the cached value of {Ki} to update PStore. An example is a member
Pi with 1000 friends. If in failed mode, Pi makes an additional friend Pk, it
makes sense for AppNode to both update the cached value and generate the
change δi = push(Pk,Friends). At recovery time, instead of reading an array of
1001 profile ids to apply the write to PStore document Di, the system reads the
change and applies it. Since the change is smaller and its read time is faster, this
expedites recovery time.

In failed mode, AR workers try to apply buffered writes to PStore. An AR
worker identifies these documents using the value of TeleW key. Each time AR’s
write to PStore fails, the AR may exponentially back-off before retrying the
write with a different document. Once a fixed number of AR writes succeeds, an
AR worker transitions the state of AppNode to recovery.

TARDIS prevents contention for TeleW by maintaining ω TeleW key-value
pairs. It hash partitions documents across these using their primary key Pi.
Moreover, it generates the key of each ω TeleW with the objective to distribute
these keys across all cache servers. In failed mode, when the AppNode generates
buffered writes for a document Dj , it appends the document to the value of the
TeleW key computed using its Pj , see Fig. 3.

Algorithm 1 shows the pseudo-code for the AppNode in failed mode. This
pseudo-code is invoked after AppNode executes application specific code to
update the cache and generate changes δi (if any) for the target document Di.
It requires the AppNode to obtain a lease on its target document Di. Next, it
attempts to mark the document as having buffered writes by generating a key
Pi+dirty with value dirty3. The memcached Add command inserts this key if

3 Choice of Pi+dirty is arbitrary. The requirement is for the key to be unique. Pi+dirty
is a marker and its value may be one byte.
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Fig. 3. Documents are partitioned across ω TeleW keys. TeleW keys are sharded across
q memcached servers.

it does not exist. Otherwise, it returns NOT STORED. Hence, the first time
a document is inserted, it is appended to one of the ω TeleW keys. Repeated
writes of Di in failed mode do not insert a document Di in TeleW again.

Algorithm 1. AppNode in Failed Mode (Pi)
1. acquire lease Pi

2. InsertAttempt = Add(Pi+dirty)
3. release lease Pi

4. if InsertAttempt is successful {
TeleWi = hash(Pi, ω)
acquire lease TeleWi

append(Pi, TeleWi)
release lease TeleWi

}

2.2 Recovery Mode

To perform an action that references a document Di, AppNode checks to see if
this document has buffered writes. It does so by obtaining a lease on Pi. Once
the lease is granted, it looks up Δi. If it does not exist then it means an AR
worker (or another AppNode thread) competed with it and propagated Di’s
changes to PStore. In this case, it releases its lease and proceeds to service user’s
action. Otherwise, it applies the buffered writes to update Di in PStore. If this is
successful, AppNode deletes Δi to prevent an AR worker from applying buffered
writes to Di a second time.

TARDIS employs AR workers to eagerly apply buffered writes to PStore doc-
uments identified by TeleW. We minimize the recovery duration by maximizing
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the probability of each AR worker to work on a disjoint set of documents. To
achieve this, each AR worker randomly pick TeleW key as the starting point
and visit other TeleW keys in a round-robin fashion. Also, it only recover α ran-
domly selected documents in a TeleW. With AppNode, each time a user action
references a document Di with buffered writes, the AppNode applies its writes
to the PStore prior to servicing the user action. In essence, during recovery,
the AppNode stops producing buffered writes and propagates buffered writes to
PStore.

Challenges of implementing TARDIS’s recovery mode is two folds: (a) cor-
rectness: TARDIS must propagate buffered writes to PStore documents in a
consistent manner, and (b) performance: TARDIS must process user’s actions
as fast as normal mode while completing recovery quickly.

We categorize buffered writes into idempotent and non-idempotent. Idempo-
tent writes can be repeated multiple times and produce the same value. Non-
idempotent writes lack this behavior. During recovery, multiple AR workers may
perform idempotent writes multiple times without compromising correctness.
However, this redundant work slows down the PStore for processing regular
requests and makes the duration of recovery longer than necessary. Our imple-
mentation of recovery uses leases to apply buffered writes of a document to
PStore exactly once even in the presence of AR worker or AppNode failures.
The details are provided in the full technical report [26].

Algorithm 2 shows each iteration of AR worker in recovery mode. An AR
worker picks a TeleW key randomly and looks up its value. This value is a list of
documents written in failed mode. From this list, it selects α random documents
{D}. For each document Di, it looks up Pi+dirty to determine if its buffered
writes still exist in the cache. If this key exists then it acquires a lease on Di,
and looks up Pi+dirty a second time. If this key still exists then it proceeds to
apply the buffered writes to Di in PStore. Should this PStore write succeed, the
AR worker deletes Pi+dirty and buffered writes from the cache.

The AR worker maintains the primary key of those documents it successfully
writes to PStore in the set R. It is possible for the AR worker’s PStore write to
Di to fail. In this case, the document is not added R, leaving its changes in the
cache to be applied once PStore is able to do so.

An iteration of the AR worker ends by removing the documents in R (if any)
from its target TeleW key, Step 6 of Algorithm 2. Duplicate Pis may exist in
TeleWT . A race condition involving AppNode and AR worker generates these
duplicates: A buffered write is generated between Steps 5 and 6 of Algorithm2.
Step 6 does a multi-get for TeleWT and the processed Pi+dirty values. For those
Pis with a buffered write, it does not remove them from TeleWT value because
they were inserted due to the race condition.

2.3 Cache Server Failures

A cache server failure makes buffered writes unavailable, potentially losing con-
tent of volatile memory all together. To maintain availability of buffered writes,
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Algorithm 2. Each Iteration of AR Worker in Recovery Mode
1. Initialize R = {}
2. T = A random value between 0 and ω
3. V = get(TeleWT )
4. {D} = Select α random documents from V

5. for each Di in {D} do {
V = get(Pi+dirty)
if V exists {

acquire lease Pi

V = get(Pi+dirty)
if V exists {

success = Update Pi in PStore with buffered writes
if success {

Delete(Pi+dirty)
Delete Δi (if any)
R = R ∪ Pi

}
} else R = R ∪ Pi

release lease Pi

} else R = R ∪ Pi

}

6. if R is not empty {
acquire lease TeleWT

Do a multiget on TeleWT and all Pi+dirty in R

V = value fetched for TeleWT

For those Pi+dirty with a value, remove them from R

Remove documents in R from V
put(TeleWT ,V)
release lease TeleWT

}

TARDIS replicates buffered writes across two or more cache servers. Both
Redis [1] and memcached [2] support this feature.

A cache server such as Redis may also persist buffered writes to its local
storage, disk or flash [1]. This enables buffered writes to survive failures that
destroy content of volatile memory. However, if a cache server fails when PStore
recovers, its contained buffered writes become unavailable and TARDIS must
suspend all reads and writes to preserve consistency. Thus, replication is still
required to process reads and writes of an AppNode in recovery mode.

3 TARDIS Consistency

TARDIS consists of a large number of AppNodes. Each AppNode may operate
in different modes as described in Sect. 2. While AppNode 1 operates in failed
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or recovery mode, AppNode 2 may operate in normal mode. This may happen
if AppNode 2 processes reads with 100% cache hit while AppNode 1 observes a
failed write. This results in a variety of undesirable read-write and write-write
race conditions when user requests for a document are directed to AppNode 1
and AppNode 2.

An example of a write-write race condition is that a user Bob who creates
an Album and adds a photo to the Album. Assume Bob’s “create Album” is
directed to AppNode 1. If AppNode 1 is operating in failed mode then it buffers
Bob’s Album creation in the cache. Once PStore recovers and prior to propa-
gating Bob’s album creation to PStore, Bob’s request to add a photo is issued
to AppNode 2. If AppNode 2 is in normal mode then it issues this write to an
album that does not exist in PStore.

An example of a read-write race condition is that Bob changes the permission
on his profile page so that his manager Alice cannot see his status. Subsequently,
he updates his profile to show he is looking for a job. Assume Bob’s first action
is processed by AppNode 1 in failed mode and Bob’s profile is missing from the
cache. This buffers the write as a change (Δ) in the cache. His second action,
update to his profile, is directed to AppNode 2 (in normal mode) and is applied
to PStore because it just recovered and became available. Now, before AppNode
1 propagates Bob’s permission change to PStore, there is a window of time for
Alice to see Bob’s updated profile.

We present a solution, contextual leases, that employs stateful leases with-
out requiring consensus among AppNodes. It implements the concept of ses-
sions that supports atomicity across multiple keys along with commit and roll-
backs. TARDIS with contextual leases maintains the three mode of operation
described in Sect. 2. It incorporates Inhibit (I) and Quarantine (Q) leases of [13]
and extends them with a marker.

Table 3. IQ lease compatibility.

Granted

I lease Q lease

Requesting I lease Back-off and retry Back-off and retry

Q lease Grant Q and void I lease Reject and abort requester

The framework of [13] requires: (1) a cache miss to obtain an I lease on its
referenced key prior to querying the PStore to populate the cache, and (2) a
cache update to obtain a Q lease on its referenced key prior to performing a
Read-Modify-Write (R-M-W) or an incremental update such as append. Leases
are released once a session either commits or aborts. TARDIS uses the write-
through policy of IQ-framework. I leases and Q leases are incompatible with each
other, see Table 3. A request for an I lease must back-off and retry if the key is
already associated with another I or Q lease. A request for a Q lease may void
an existing I lease or is rejected and aborted if the key is already associated with
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another Q lease. IQ avoids thundering herds by requiring only one out of many
requests that observes a cache miss to query PStore and populate the cache. It
also eliminates all read-write and write-write race conditions.

In failed mode, a write action continues to obtain a Q lease on a key prior
to performing its write. However, at commit time, a Q lease is converted to a P
marker on the key. This marker identifies the key-value pair as having buffered
writes. The P marker serves as the context for the I and Q leases granted on a
key. It has no impact on their compatibility matrix. When the AppNode requests
either an I or a Q lease on a key, if there is a P marker then the AppNode is
informed of this marker should the lease be granted. In this case, the AppNode
must recover the PStore document prior to processing the action.

In our example undesirable write-write race condition, Bob’s Album creation
using AppNode 1 generates a P marker for Bob’s Album. Bob’s addition of a
photo to the album (using AppNode 2) must obtain a Q lease on the album
that detects the marker and requires the application of buffered writes prior to
processing this action. Similarly, with the undesirable read-write race condition,
Bob’s read (performed by AppNode 2) is a cache miss that must acquire an I
lease. This lease request detects the P marker that causes the action to process
the buffered writes. In both scenarios, when the write is applied to PStore and
once the action commits, the P marker is removed as a part of releasing the Q
leases.

4 Related Work

The CAP theorem states that a system designer must choose between strong
consistency and availability in the presence of network partitions [21]. TARDIS
improves availability while preserving consistency.

A weak form of data consistency known as eventual has multiple meanings
in distributed systems [28]. In the context of a system with multiple replicas of
a data item, this form of consistency implies writes to one replica will eventually
apply to other replicas, and if all replicas receive the same set of writes, they
will have the same values for all data. Historically, it renders data available for
reads and writes in the presence of network partitions that separate different
copies of a data item from one another and cause them to diverge [11]. TARDIS
teleports failed writes due to either network partitions, PStore failures, or both
while preserving consistency.

A write-back policy buffers writes in the cache and applies them to PStore
asynchronously. It may not be possible to implement a write-back policy for all
write actions of an application. This is because a write-back policy requires a
mapping between reads and writes to be able to process a cache miss by applying
the corresponding buffered writes to the PStore prior to querying PStore for the
missing cache entry. In these scenarios, with TARDIS, one may use DIS (without
TARD) that continues to report a failure for cache misses during recovery mode
while applying buffered writes to PStore. A write-back policy does not provide
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such flexibility. It also does not consider PStore availability. It improves perfor-
mance of write-heavy workloads. TARDIS objective is to improve the availability
of writes during PStore failure.

Everest [23] is a system designed to improve the performance of overloaded
volumes during peak load. Each Everest client has a base volume and a store set.
When the base volume is overloaded, the client off-loads writes to its idle stores.
When the base volume load is below a threshold, the client uses background
threads to reclaim writes. Everest clients do not share store set. With TARDIS,
AppNodes share the cache and may have different view of PStore, requiring con-
textual leases. Moreover, its AppNode may fail during PSTore recovery, requiring
conversion of non-idempotent writes into idempotent ones.

The race conditions encountered (see Sect. 3) are similar to those in geo-
replicated data distributed across multiple data centers. Techniques such as
causal consistency [20] and lazy replication [19] mark writes with their causal
dependencies. They wait for those dependencies to be satisfied prior to applying
them at a replica, preserving order across two causal writes. TARDIS is differ-
ent because it uses Δi to maintain the order of writes for a document Di that
observes a cache miss and is referenced by one or more failed writes. With cache
hits, the latest value of the keys reflects the order in which writes were performed.
In recovery mode, TARDIS requires the AppNode to perform a read or a write
action by either using the latest value of keys (cache hit) or Δi (cache miss)
to restore the document in PStore prior to processing the action. Moreover, it
employs AR workers to propagate writes to persistent store during recovery. It
uses leases to coordinate AppNode and AR workers because its assumed data
center setting provides a low latency network.

Numerous studies perform writes with a mobile device that caches data from
a database (file) server. (See [27] as two examples.) Similar to TARDIS, these
studies enable a write while the mobile device is disconnected from its shared
persistent store. However, their architecture is different, making their design
decisions inappropriate for our use and vice versa. These assume a mobile device
implements an application with a local cache, i.e., AppNode and the cache are
in one mobile device. In our environment, the cache is shared among multiple
AppNodes and a write performed by one AppNode is visible to a different AppN-
ode - this is not true with multiple mobile devices. Hence, we must use leases
to detect and prevent undesirable race conditions between multiple AppNode
threads issuing read and write actions to the cache, providing correctness.

Host-side Caches [4,16,17] (HsC) such as Flashcache [3] are application trans-
parent caches that stage the frequently referenced disk pages onto NAND flash.
These caches may be configured with either write-around, write-through, or
write-back policy. They are an intermediary between a data store issuing read
and write of blocks to devices managed by the operating system (OS). Applica-
tion caches such as memcached are different than HsC because they require appli-
cation specific software to maintain cached key-value pairs. TARDIS is somewhat
similar to the write-back policy of HsC because it buffers writes in cache and
propagates them to the PStore (HsC’s disk) in the background. TARDIS is
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different because it applies when PStore writes fail. Elements of TARDIS can
be used to implement write-back policy with caches such as memcached, Redis,
Google Guava [14], Apache Ignite [7], KOSAR [12], and others.

5 Conclusions and Future Research

TARDIS is a family of techniques designed for applications that must provide an
always-on experience with low latency, e.g., social networking. In the presence
of short-lived persistent store (PStore) failures, TARDIS teleports failed writes
by buffering them in the cache and applying them once PStore is available.

An immediate research direction is to conduct a comprehensive evaluation of
TARDIS and its variants (TAR, DIS, TARD) to quantify their tradeoff. This
includes an evaluation of replication techniques that enhance availability of
buffered writes per discussion of Sect. 2.3.

More longer term, we intend to investigate extensions of TARDIS to those
logical data models that result in dependence between buffered writes. To elabo-
rate, rows of tables of a relational data model have dependencies such as foreign
key dependency. With these SQL systems, TARDIS must manage the depen-
dence between the buffered writes to ensure they are teleported in the right
order.
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Abstract. A hybrid-switched data center network interconnects its
racks of servers with a combination of a fast circuit switch that a sched-
ule can reconfigure at significant cost and a much slower packet switch
that a schedule can reconfigure at negligible cost. Given a traffic demand
matrix between the racks, how can we best compute a good circuit switch
configuration schedule that meets most of the traffic demand, leaving as
little as possible for the packet switch to handle?

In this paper we propose 2-hop Eclipse, a new hybrid switch scheduling
algorithm that strikes a much better tradeoff between the performance
of the hybrid switch and the computational complexity of the algorithm,
both in theory and in simulations, than the current state of the art solu-
tion Eclipse/Eclipse++.

1 Introduction

Fueled by the phenomenal growth of cloud computing services, data center net-
works (DCN) continue to grow relentlessly both in size, as measured by the
number of racks of servers it has to interconnect, and in speed, as measured by
the amount of traffic it has to transport per unit of time from/to each rack [1].
A traditional data center network architecture typically consists of a three-level
multi-rooted tree of switches that start, at the lowest level, with the Top-of-Rack
(ToR) switches, that each connects a rack of servers to the network [2]. However,
such an architecture has become increasingly unable to scale with the explosive
growth in both the size and the speed of the DCN, as we can no longer increase
the transporting and switching capabilities of the underlying commodity packet
switches without increasing their costs significantly.

A cost-effective solution approach to this scalability problem, called hybrid
circuit and packet switching, has received considerable research attention in
recent years [3–5]. In a hybrid-switched DCN, shown in Fig. 1, n racks of com-
puters on the left hand side (LHS) are connected by both a circuit switch and
a packet switch to n racks on the right hand side (RHS). Note that racks on
the LHS are an identical copy of those on the RHS; however we restrict the role
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of the former to only transmitting data and refer to them as input ports, and
restrict the role of the latter to only receiving data and refer to them as output
ports. The purpose of this duplication (of racks) and role restrictions is that the
resulting hybrid data center topology can be modeled as a bipartite graph.

Fig. 1. Hybrid circuit and packet
switch

Each switch transmits data from input
ports (racks on the LHS) to output ports
(racks on the RHS) according to the config-
uration (modeled as a bipartite matching) of
the switch at the moment. Usually, the circuit
switch is an optical switch [3,6,7], and the
packet switch is an electronic switch. Hence
the circuit switch is typically an order of mag-
nitude or more faster than the packet switch.
For example, the circuit and packet switches
might operate at the respective rates of 100
Gbps and 10 Gbps per port. The flip side of
the coin however is that the circuit switch incurs a nontrivial reconfiguration
delay δ when its configuration has to change. Depending on the underlying tech-
nology of the circuit switch, δ can range from tens of microseconds to tens of
milliseconds [3,6–9].

In this paper, we study an important optimization problem stemming from
hybrid circuit and packet switching: Given a traffic demand matrix D from input
ports to output ports, how to schedule the circuit switch to best (e.g., in the
shortest amount of total transmission time) meet the demand? A schedule for
the circuit switch consists of a sequence of configurations (matchings) and their
time durations (M1, α1), (M2, α2), · · · , (MK , αK). A workable schedule should
let the circuit switch remove (i.e., transmit) most of the traffic demand from
D, so that every row or column sum of the remaining traffic matrix is small
enough for the packet switch to handle. Since the problem of computing the
optimal schedule for hybrid switching, in various forms, is NP-hard [10], almost
all existing solutions are greedy heuristics.

1.1 State of the Art: Eclipse and Eclipse++

Since our solution builds upon the state of the art solution called Eclipse [11],
we provide here a brief description of it, and its companion algorithm
Eclipse++ [11]. Eclipse iteratively chooses a sequence of circuit switch config-
urations, one per iteration, according to the following greedy criteria: In each
iteration, Eclipse tries to extract and subtract a matching (with its duration)
from the n × n traffic demand matrix D that has the largest cost-adjusted util-
ity, which we will specify precisely in Sect. 3. Eclipse, like most other hybrid
switching algorithms, considers and allows only direct routing in the following
sense: All circuit-switched data packets reach their respective final destinations
in one-hop (i.e., enters and exits the circuit switch only once).

However, restricting the solution strategy space to only direct routing algo-
rithms may leave the circuit switch underutilized. For example, a connection
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(edge) from input i0 to output j0 belongs to a matching M that lasts 50µs, but
at the start time of this matching, there is only 40µs worth of traffic left for
transmission from i0 to j0, leaving 10µs of “slack” (i.e., residue capacity) along
this connection. The existence of connections (edges) with such “slacks” makes
it possible to perform indirect (i.e., multi-hop) routing of remaining traffic via
one or more relay nodes through a path consisting of such edges.

Besides Albedo [12], Eclipse++ [11] is the only other work that has explored
indirect routing in hybrid switching. It was shown in [11] that optimal indirect
routing using such “slacks”, left over by a direct routing solution such as Eclipse,
can be formulated as the maximum multi-commodity flow over a “slack graph”,
which is NP-complete [13–16]. Eclipse++ is a greedy heuristic that converts, with
“precision loss” (otherwise P = NP), this multi-commodity flow computation to
a large set of shortest-path computations. Hence the computational complexity
of Eclipse++ is still extremely high: Both us and the authors of [11] found that
Eclipse++ is roughly three orders of magnitude more computationally expensive
than Eclipse [17] for a data center with n = 100 racks.

1.2 Our Solution

We develop a new problem formulation that allows the joint optimization of both
direct and 2-hop indirect routing, at the same time, against the aforementioned
cost-adjusted utility function. We obtain our solution, called 2-hop Eclipse, by
applying the Eclipse algorithm as basis for a greedy heuristic to this new opti-
mization problem. This 2-hop Eclipse algorithm, a slight yet subtle modification
of Eclipse, has the same asymptotic computational complexity and comparable
execution time as Eclipse, but has higher performance gains over Eclipse than
Eclipse++, despite the fact that Eclipse++ is three orders of magnitude more
computationally expensive.

We emphasize that 2-hop Eclipse uses a very different strategy than
Eclipse++ and in particular has no resemblance to “Eclipse++ restricted to
2-hops”, which according to our simulations performs slightly worse than, and
has almost the same computational complexity as unrestricted Eclipse++.

The rest of the paper is organized as follows. In Sect. 2, we describe the
system model and the design objective of this hybrid switch scheduling problem
in details. In Sect. 3, we provides a more detailed description of Eclipse [11].
In Sect. 4, we present our solution, 2-hop Eclipse. In Sect. 5, we evaluate the
performance of our solution against Eclipse and Eclipse++. Finally, we describe
related work in Sect. 6 and conclude the paper in Sect. 7.

2 System Model and Problem Statement

In this section, we formulate the problem of hybrid circuit and packet switching
precisely. We first specify the aforementioned traffic demand traffic D precisely.
Borrowing the term virtual output queue (VOQ) from the crossbar switching
literature [18], we refer to, the set of packets that arrive at input port i and
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are destined for output j, as VOQ(i, j). The demand matrix entry D(i, j) is
the amount of VOQ(i, j) traffic, within a scheduling window, that needs to be
scheduled for transmission by the hybrid switch. It was effectively assumed, in all
prior works on hybrid switching except Albedo [12] (to be discussed in Sect. 6.1),
that the demand matrix D is precisely known before the computation of the
circuit switch schedule begins (say at time t). Consequently, all prior hybrid
switching algorithms except Albedo [12] perform only batch scheduling of this
D. In other words, given a demand matrix D, the schedules of the circuit and
the packet switches are computed before the transmissions of the batch (i.e.,
traffic in D) actually happen. Our 2-hop Eclipse algorithm also assumes that D
is precisely known in advance and is designed for batch scheduling only. Since
batch scheduling is offline in nature (i.e., requires no irrevocable online decision-
making), 2-hop Eclipse algorithm is allowed to “travel back in time” and modify
the schedules of the packet and the circuit switches as needed.

In this work, we study this problem of hybrid switch scheduling under the
following standard formulation that was introduced in [19]: to minimize the
amount of time for the circuit and the packet switches working together to
transmit a given traffic demand matrix D. We refer to this amount of time
as transmission time throughout this paper. A schedule of the circuit switch
consists of a sequence of circuit switch configurations and their durations:
(M1, α1), (M2, α2), · · · , (MK , αK). Each Mk is an n × n permutation (match-
ing) matrix; Mk(i, j) = 1 if input i is connected to output j and Mk(i, j) = 0
otherwise. The total transmission time of the above schedule is Kδ +

∑K
k=1 αk,

where δ is the reconfiguration delay, K is the total number of configurations in
the schedule.

Since computing the optimal circuit switch schedule alone (i.e., when there
is no packet switch), in its full generality, is NP-hard [10], almost all existing
solutions are greedy heuristics. Indeed, the typical workloads we see in data
centers exhibit two characteristics that are favorable to such greedy heuristics:
sparsity (the vast majority of the demand matrix elements have value 0 or close
to 0) and skewness (few large elements in a row or column account for the
majority of the row or column sum) [19].

3 Background on Eclipse

Since our 2-hop Eclipse algorithm builds upon Eclipse [11], we provide here
a more detailed description of Eclipse. Eclipse iteratively chooses a sequence
of configurations, one per iteration, according to the following greedy criteria:
In each iteration, Eclipse tries to extract and subtract a matching from the
demand matrix D that has the largest cost-adjusted utility, defined as follows.
For a configuration (M,α) (using a permutation matrix M for a duration of α),
its utility U(M,α), before adjusting for cost, is U(M,α) � ‖min(αM,Drem)‖1,
where Drem denotes what remains of the traffic demand (matrix) D after we
subtract from it the amounts of traffic to be served by the circuit switch according
to the previous matchings, i.e., those computed in the previous iterations. Note
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that U(M,α) is precisely the total amount of traffic the configuration (M,α)
would remove from D. The cost of the configuration (M,α) is modeled as δ +
α, which accounts for the reconfiguration delay δ. The cost-adjusted utility is
simply their quotient U(M,α)

δ+α . Although the problem of maximizing this cost-
adjusted utility is very computationally expensive, it was shown in [11] that
an computationally efficient heuristic algorithm solution exists that empirically
produces the optimal value most of time. This solution, invoking the scaling
algorithm for computing maximum weighted matching (MWM) [20] O(log n)
times, has a (relatively) low computational complexity of O(n5/2 log n log B),
where B is the value of the largest element in D. Hence the computational
complexity of Eclipse is O(Kn5/2 log n log B), shown in Table 1, where K is the
total number of matchings (iterations) used.

Table 1. Comparison of time complexities

Algorithm Time complexity

Eclipse O(Kn5/2 log n log B)

2-hop Eclipse O(Kn5/2 log n log B + min(K, n)Kn2)

Eclipse++ O(WKn3(log K + log n)2)

4 Design of 2-Hop Eclipse

Unlike Eclipse, which considers only direct routing, 2-hop Eclipse considers both
direct routing and 2-hop indirect routing in its optimization. More specifically,
2-hop Eclipse iteratively chooses a sequence of configurations that maximizes the
cost-adjusted utility, just like Eclipse, but the cost-unadjusted utility U(M,α)
here accounts for not only the traffic that can be transmitted under direct rout-
ing, but also that can be indirectly routed over all possible 2-hop paths.

We make a qualified analogy between this scheduling of the circuit switch
and the scheduling of “flights”. We view the connections (between the input
ports and the output ports) in a matching Mk as “disjoint flights” (those that
share neither a source nor a destination “airport”) and the residue capacity
on such a connection as “available seats”. We view Eclipse, Eclipse++, and 2-
hop Eclipse as different “flight booking” algorithms. Eclipse books “passengers”
(traffic in the demand matrix) for “non-stop flights” only. Then Eclipse++ books
the “remaining passengers” for “flights with stops” using only the “available
seats” left over after Eclipse does its “bookings”. Different than Eclipse++, 2-
hop Eclipse “books passengers” for both “non-stop” and “one-stop flights” early
on, although it does try to put “passengers” on “non-stop flights” as much as
possible, since each “passenger” on a “one-stop flight” costs twice as many “total
seats” as that on a “non-stop flight”.

It will become clear shortly that the sole purpose of this qualified analogy is
for us to distinguish two types of “passengers” in presenting the 2-hop Eclipse
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Algorithm 1: 2-hop Eclipse
Input: Traffic demand D;
Output: Sequence of schedules (Mk, αk)k=1,...,K ;

1 sch ← {}; � schedule
2 D rem ← D; � remaining demand
3 R ← 0; � residue capacity
4 tc ← 0; � transmission time of circuit switch
5 while ∃ any row or column sum of D rem > rptc do
6 Construct I rem from (D rem, R); � 2-hop demand matrix

7 (M, α) ← arg max
M∈M,α∈R+

‖ min(αM,Drem+Irem)‖1
δ+α

;

8 sch ← sch ∪ {(M, α)};
9 tc ← tc + δ + α;

10 Update Drem;
11 Update R;

12 end

algorithm: those “looking for a non-stop flight” whose counts are encoded as the
remaining demand matrix Drem, and those “looking for a connection flight” to
complete their potential “one-stop itineraries”, whose counts are encoded as a
new n × n matrix Irem that we will describe shortly. We emphasize that this
analogy shall not be stretched any further, since it would otherwise lead to
absurd inferences, such as that such a set of disjoint “flights” must span the
same time duration and have the same number of “seats” on them.

4.1 The Pseudocode

The pseudocode of 2-hop Eclipse is shown in Algorithm1. It is almost identi-
cal to that of Eclipse [11]. The only major difference is that in each iteration
(of the “while” loop), 2-hop Eclipse searches for a matching (M,α) that max-
imizes ‖min(αM, Drem+Irem)‖1

δ+α , whereas Eclipse searches for one that maximizes
‖min(αM, Drem)‖1

δ+α . In other words, in each iteration, 2-hop Eclipse first performs
some preprocessing to obtain Irem and then substitute the parameter Drem by
Drem + Irem in making the “argmax” call (Line 7). The “while” loop of Algo-
rithm1 terminates when every row or column sum of Drem is no more than rptc,
where rp denotes the (per-port) transmission rate of the packet switch and tc
denotes the total transmission time used so far by the circuit switch, since the
remaining traffic demand can be transmitted by the packet switch (in tc time).
Note there is no occurrence of rc, the (per-port) transmission rate of the circuit
switch, in Algorithm 1, because we normalize rc to 1 throughout this paper.

4.2 The Matrix Irem

Just like Drem, the value of Irem changes after each iteration. We now explain
the value of Irem, at the beginning of the kth iteration (k > 1). To do so, we
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need to first introduce another matrix R. As explained earlier, among the edges
that belong to the matchings (M1, α1), (M2, α2), · · · , (Mk−1, αk−1) computed in
the previous k − 1 iterations, some may have residue capacities. These residue
capacities are captured in an n × n matrix R as follows: R(l, i) is the total
residue capacity of all edges from input l to output i that belong to one of these
(previous) k−1 matchings. Under the qualified analogy above, R(l, i) is the total
number of “available seats on all previous flights from airport l to airport i”. We
refer to R as the (cumulative) residue capacity matrix in the sequel.

Now we are ready to define Irem. Consider that, at the beginning of the kth

iteration, Drem(l, j) “local passengers” (i.e., those who are originated at l) who
need to fly to j remain to have their “flights” booked. Under Eclipse, they have
to be booked on either a “non-stop flight” or a “bus” (i.e., through the packet
switch) to j. Under 2-hop Eclipse, however, there is a third option: a “one-stop
flight” through an intermediate “airport”. 2-hop Eclipse explores this option as
follows. For each possible intermediate “airport” i such that R(l, i) > 0 (i.e.,
there are “available seats” on one or more earlier “flights” from l to i), I

(l)
rem(i, j)

“passengers” will be on the “speculative standby list” at “airport” i, where

I(l)rem(i, j) � min
(
Drem(l, j), R(l, i)

)
. (1)

In other words, up to I
(l)
rem(i, j) “passengers” could be booked on “earlier flights”

from l to i that have R(l, i) “available seats”, and “speculatively stand by” for
a “flight” from i to j that might materialize as a part of matching Mk.

The matrix element Irem(i, j) is the total number of “nonlocal passengers”
who are originated at all “airports” other than i and j and are on the “speculative
standby list” for a possible “flight” from i to j. In other words, we have

Irem(i, j) �
∑

l∈[n]\{i,j}
I(l)rem(i, j). (2)

Recall that Drem(i, j) is the number of “local passengers” (at i) that need to
travel to j. Hence at the “airport” i, a total of Drem(i, j)+Irem(i, j) “passengers”,
“local or nonlocal”, could use a “flight” from i to j (if it materializes in Mk).
We are now ready to precisely state the difference between Eclipse and 2-hop
Eclipse: Whereas ‖min(αM,Drem)‖1, the cost-unadjusted utility function used
by Eclipse, accounts only for “local passengers”, ‖min(αM,Drem +Irem)‖1, that
used by 2-hop Eclipse, accounts for both “local” and “nonlocal passengers”.

Note that the term Drem(l, j) appears in the definition of I
(l)
rem(i, j) (For-

mula (1)), for all i ∈ [n]\{l, j}. In other words, “passengers” originated at l who
need to travel to j could be on the “speculative standby list” at multiple interme-
diate “airports”. This is however not a problem (i.e., will not result in “duplicate
bookings”) because at most one of these “flights” (to j) can materialize as a part
of matching Mk.

4.3 Update Drem and R

After the schedule (Mk, αk) is determined by the “argmax call” (Line 7 in Algo-
rithm1) in the kth iteration, the action should be taken on “booking” the right
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set of “passengers” on the “flights” in Mk, and updating Drem (Line 10) and R
(Line 11) accordingly. Recall that we normalize rc, the service rate of the circuit
switch, to 1, so all these flights have αk × 1 = αk “available seats”. We only
describe how to do so for a single “flight” (say from i to j) in Mk; that for other
“flights” in Mk is similar. Recall that Drem(i, j) “local passengers” and Irem(i, j)
“nonlocal passengers” are eligible for a “seat” on this “flight”. When there are
not enough seats for all of them, 2-hop Eclipse prioritizes “local passengers” over
“nonlocal passengers”, because the former is more resource-efficient to serve than
the latter, as explained earlier. There are three possible cases:

(I) α ≤ Drem(i, j). In this case, only a subset of “local passengers” (directly
routed traffic), in the “amount” of αk, are booked on this “flight”, and
Drem(i, j) is hence decreased by α. There is no “available seat” on this
“flight” so the value of R(i, j) is unchanged.

(II) α ≥ Drem(i, j)+Irem(i, j). In this case, all “local” and “nonlocal passengers”
are booked on this “flight”. After all these “bookings”, Drem(i, j) is set to
0 (all “local passengers” traveling to j gone), and for each l ∈ [n] \ {i, j},
Drem(l, j) and R(l, i) each is decreased by I

(l)
rem(i, j) to account for the

resources consumed by the indirect routing of traffic demand (i.e., “nonlocal
passengers”), in the amount of I

(l)
rem(i, j), from l to j via i. Finally, R(i, j)

is increased by α−(
Drem(i, j)+Irem(i, j)

)
, the number of “available seats”

that remain on this flight after all these “bookings”.
(III) Drem(i, j) < α < Drem(i, j) + Irem(i, j). In this case, all “local passengers”

are booked on this “flight”, so Drem(i, j) is set to 0. However, different from
the previous case, there are not enough “available seats” left on this “flight”
to accommodate all Irem(i, j) “nonlocal passengers”, so only a proper “sub-
set” of them can be booked on this “flight”. We allocate this proper “sub-
set” proportionally to all origins l ∈ [n] \ {i, j}. More specifically, for each
l ∈ [n] \ {i, j}, we book θ · I

(l)
rem(i, j) “nonlocal passengers” originated at l

on one or more “earlier flights” from l to i, and also on this “flight”, where
θ � α−Drem(i,j)

Irem(i,j) . Similar to that in the previous case, after these “bookings”,

Drem(l, j) and R(l, i) each is decreased by θ · I
(l)
rem(i, j). Finally, R(i, j) is

unchanged as this “flight” is full.

We restrict indirect routing to most 2 hops in 2-hop Eclipse because the afore-
mentioned “duplicate bookings” could happen if indirect routing of 3 or more
hops are allowed, making its computation not “embeddable” into the Eclipse
algorithm and hence much more computationally expensive. This restriction is
however by no means punitive: 2-hop indirect routing appears to have reaped
most of the performance benefits from indirect routing, as shown in Sect. 5.5.

4.4 Complexities of 2-Hop Eclipse

Each iteration in 2-hop Eclipse has only a slightly higher computational com-
plexity than that in Eclipse. This additional complexity comes from Lines 6, 10,



2-Hop Eclipse: A Fast Algorithm 77

and 11 in Algorithm 1. We need only to analyze the complexity of Line 6 (for
updating I

(l)
rem), since it dominates those of others. For each k, the complexity

of Line 6 in the kth iteration is O(kn2) because there were at most (k − 1)n
“flights” in the past k−1 iterations, and for each such flight (say from l to i), we
need to update at most n − 2 variables, namely I

(l)
rem(i, j) for all j ∈ [n] \ {l, i}.

Hence the total additional complexity across all iterations is O(min(K,n)Kn2),
where K is the number of iterations actually executed by 2-hop Eclipse. Adding
this to O(n5/2 log n log B), the complexity of Eclipse, we arrive at the complexity
of 2-hop Eclipse: O(Kn5/2 log n log B + min(K,n)Kn2) (see Table 1). We found
that the execution times of 2-hop Eclipse are only roughly 20% to 40% longer
than that of Eclipse, for the instances (scheduling scenarios) used in our eval-
uations. Also shown in Table 1, the computational complexity of Eclipse++ is
much higher than those of both Eclipse and 2-hop Eclipse. Here W denotes the
maximum row/column sum of the demand matrix. Finally, it is not hard to check
that the space (memory) complexity of 2-hop Eclipse is O(max(K,n)n), which
is empirically only slightly larger than O(n2), that of Eclipse. This O(Kn) addi-
tional space is needed to store the residue capacities (of no more than n links in
each schedule) induced by each schedule (Mk, αk).

5 Evaluation

In this section, we evaluate the performance of 2-hop Eclipse and compare it
with those of Eclipse and Eclipse++, under various system parameter settings
and traffic demands. We do not however have Eclipse++ in all performance
figures because its computational complexity is so high that it usually takes a
few hours to compute a schedule. However, those Eclipse++ simulation results
we managed to obtain and present in Sect. 5.5 show conclusively that the small
reductions in transmission time using Eclipse++ are not worth its extremely high
computational complexity. We do not compare our solutions with Solstice [19] (to
be described in Sect. 6.1) in these evaluations, since Solstice was shown in [11] to
perform worse than Eclipse in all simulation scenarios. For all these comparisons,
we use the same performance metric as that used in [19]: the total time needed
for the hybrid switch to transmit the traffic demand D.

5.1 Traffic Demand Matrix D

For our simulations, we use the same traffic demand matrix D as used in other
hybrid scheduling works [11,19]. In this matrix, each row (or column) contains nL

large equal-valued elements (large input-output flows) that as a whole account
for cL (percentage) of the total workload to the row (or column), nS medium
equal-valued elements (medium input-output flows) that as a whole account for
the rest cS = 1 − cL (percentage), and noises. Roughly speaking, we have

D = (
nL∑

i=1

cL

nL
Pi +

nS∑

i=1

cS

nS
P ′

i + N1) × 90% + N2 (3)
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where Pi and P ′
i are random n × n matching (permutation) matrices.

The parameters cL and cS control the aforementioned skewness (few large
elements in a row or column account for the majority of the row or column sum)
of the traffic demand. Like in [11,19], the default values of cL and cS are 0.7
(i.e., 70%) and 0.3 (i.e., 30%) respectively, and the default values of nL and nS

are 4 and 12 respectively. In other words, in each row (or column) of the demand
matrix, by default the 4 large flows account for 70% of the total traffic in the
row (or column), and the 12 medium flows account for the rest 30%. We will also
study how these hybrid switching algorithms perform when the traffic demand
has other degrees of skewness by varying cL and cS .

As shown in Eq. (3), we also add two noise matrix terms N1 and N2 to D.
Each nonzero element in N1 is a Gaussian random variable that is to be added
to a traffic demand matrix element that was nonzero before the noises are added.
This noise matrix N1 was also used in [11,19]. However, each nonzero (noise)
element here in N1 has a larger standard deviation, which is equal to 1/5 of the
value of the demand matrix element it is to be added to, than that in [11,19],
which is equal to 0.3% of 1 (the normalized workload an input port receives
during a scheduling window, i.e., the sum of the corresponding row in D). We
increase this additive noise here to highlight the performance robustness of our
algorithm to such perturbations.

Different than in [11,19], we also add (truncated) positive Gaussian noises
N2 to a portion of the zero entries in the demand matrix in accordance with
the following observation. Previous measurement studies have shown that “mice
flows” in the demand matrix are heavy-tailed [21] in the sense the total traffic
volume of these “mice flows” is not insignificant. To incorporate this heavy-tail
behavior in the traffic demand matrix, we add such a positive Gaussian noise –
with standard deviation equal to 0.3% of 1 – to 50% of the zero entries of the
demand matrix. This way the “mice flows” collectively carry approximately 10%
of the total traffic volume. To bring the normalized workload back to 1, we scale
the demand matrix by 90% before adding N2, as shown in Eq. (3).

5.2 System Parameters

In this section, we introduce the system parameters (of the hybrid switch) used
in our simulations.

Fig. 2. Performance comparison under different system settings
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Network Size: We consider the hybrid switch with n = 100 input/output
ports. Other reasonably large (say ≥32) switch sizes produce similar results.

Circuit Switch Per-Port Rate rc and Packet Switch Per-Port Rate
rp: As far as designing hybrid switching algorithms is concerned, only their
ratio rc/rp matters. This ratio roughly corresponds to the percentage of traffic
that needs to be transmitted by the circuit switch. The higher this ratio is, the
higher percentage of traffic should be transmitted by the circuit switch. This
ratio varies from 8 to 40 in our simulations. As explained earlier, we normalize
rc to 1 throughout this paper. Since both the traffic demand to each input port
and the per-port rate of the circuit switch are all normalized to 1, the (idealistic)
transmission time would be 1 when there was no packet switch, the scheduling
was perfect (i.e., no “slack” anywhere), and there was no reconfiguration penalty
(i.e., δ = 0). Hence we should expect that all these algorithms result in transmis-
sion times larger than 1 under realistic “operating conditions” and parameter
settings.

Reconfiguration Delay (of the Circuit Switch) δ: In general, the smaller
this reconfiguration delay is, the less time the circuit switch has to spend on
reconfigurations. Hence, given a traffic demand matrix, the transmission time
should increase as δ increases.

5.3 Performances Under Different System Parameters

In this section, we evaluate the performances of Eclipse and 2-hop Eclipse for
different value combinations of δ and rc/rp under the traffic demand matrix
with the default parameter settings (4 large flows and 12 small flows accounting
for roughly 70% and 30% of the total traffic demand into each input port).
For each scenario, we perform 100 simulation runs, and report the average
transmission time and the 95% confidence interval (the vertical error bar) in
Fig. 2. As shown in Fig. 2, 2-hop Eclipse performs better than Eclipse, especially
when reconfiguration delay δ and rate ratio rc/rp are large. For example, when
δ = 0.01, rc/rp = 10 (default setting), the average transmission time under 2-
hop Eclipse is approximately 13% shorter than that under Eclipse, and when

Fig. 3. Performance comparison while varying sparsity of demand matrix
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Fig. 4. Performance comparison while varying skewness of demand matrix

δ = 0.04, rc/rp = 20, that under 2-hop Eclipse is 23% shorter. The performance
of 2-hop Eclipse is also less variable than Eclipse: In all these scenarios, the
confidence intervals (of the transmission time) under 2-hop Eclipse are slightly
smaller than that under Eclipse.

5.4 Performances Under Different Traffic Demands

In this section, we evaluate the performance robustness of our algorithm 2-hop
Eclipse under a large set of traffic demand matrices that vary by sparsity and
skewness. We control the sparsity of the traffic demand matrix D by varying the
total number of flows (nL +nS) in each row from 4 to 32, while fixing the ratio of
the number of large flow to that of small flows (nL/nS) at 1 : 3. We control the
skewness of D by varying cS , the total percentage of traffic carried by small flows,
from 5% (most skewed as large flows carry the rest 95%) to 75% (least skewed).
In all these evaluations, we consider four different value combinations of system
parameters δ and rc/rp: (1) δ = 0.01, rc/rp = 10; (2) δ = 0.01, rc/rp = 20; (3)
δ = 0.04, rc/rp = 10; and (4) δ = 0.04, rc/rp = 20.

Figure 3 compares the transmission time of 2-hop Eclipse and Eclipse when
the sparsity parameter nL +nS varies from 4 to 32 and the value of the skewness
parameter cS is fixed at 0.3. Figure 4 compares the transmission time of 2-hop
Eclipse and Eclipse when the the skewness parameter cS varies from 5% to 75%
and the sparsity parameter nL + nS is fixed at 16 (= 4 + 12). In each figure, the
four subfigures correspond to the four value combinations of δ and rc/rp above.

Both Figs. 3 and 4 show that 2-hop Eclipse performs better than Eclipse
under various traffic demand matrices, especially when the traffic demand matrix
becomes dense (as the number of flows nL + nS increases in Fig. 4). This shows
that 2-hop indirect routing can reduce transmission time significantly under a
dense traffic demand matrix. This is not surprising: Dense matrix means smaller
matrix elements, and it is more likely for a small matrix element to be transmit-
ted entirely by indirect routing (in which case there is no need to pay a large
reconfiguration delay for the direct routing of it) than for a large one.
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5.5 Compare 2-Hop Eclipse with Eclipse++

Fig. 5. Performance comparison
of Eclipse, 2-hop Eclipse and
Eclipse++

In this section, we compare the performances
of 2-hop Eclipse and Eclipse++, both indi-
rect routing algorithms, under the default
parameter settings. Since Eclipse++ has a
very high computational complexity, we per-
form only 50 simulation runs for each sce-
nario. The results are shown in Fig. 5. They
show that Eclipse++ slightly outperforms 2-
hop Eclipse only when the reconfiguration
delay is ridiculously large (δ = 0.64 unit of
time); note that, as explained earlier, the ide-
alized transmission time is 1 (unit of time)! In all other cases, 2-hop Eclipse
performs much better than Eclipse++, and Eclipse++ performs only slightly
better than Eclipse.

6 Related Work

6.1 Other Hybrid Switch Scheduling Algorithms

Liu et al. [19] first characterized the mathematical problem of the hybrid switch
scheduling using direct routing only and proposed a greedy heuristic solution,
called Solstice. In each iteration, Solstice effectively tries to find the Max-Min
Weighted Matching (MMWM) in D, which is the full matching with the largest
minimum element. The duration of this matching (configuration) is then set to
this largest minimum element. Although its asymptotic computational complex-
ity is a bit lower than Eclipse’s, our experiments show that its actual execution
time is similar to Eclipse’s since Solstice has to compute a larger number of
configurations K than Eclipse, which generally produces a tighter schedule.

This hybrid switching problem has also been considered in two other
works [22,23]. Their problem formulations are a bit different than that in [11,19],
and so are their solution approaches. In [22], matching senders with receivers is
modeled as a stable marriage problem, in which a sender’s preference score for
a receiver equals to the age of the data the former has to transmit to the lat-
ter in a scheduling epoch, and is solved using a variant of the Gale-Shapely
algorithm [24]. This solution is aimed at minimizing transmission latencies while
avoiding starvations, and not at maximizing network throughput, or equivalently
minimizing transmission time. The innovations of [23] are mostly in the aspect
of systems building and are not on matching algorithm designs.

To the best of our knowledge, Albedo [12] is the only other indirect routing
solution for hybrid switching, besides Eclipse++ [11]. Albedo however solves a
very different hybrid switching problem: when the traffic demand matrix D is
not precisely known in advance and a sizable portion of it has to be estimated.
It works as follows. Based on an estimation of D, Albedo first computes a direct
routing schedule using Eclipse or Solstice. Then any unexpected “extra work-
load” resulting from the inaccurate estimation is routed indirectly. However, the
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computational complexity of Albedo, not mentioned in [12], appears at least as
high as that of Eclipse++, because whereas Eclipse++ has to perform a shortest
path computation for each VOQ (mentioned in Sect. 1.1), Albedo has to do so
for each TCP/UDP flow belonging to the unexpected “extra workload”.

6.2 Optical Switch Scheduling Algorithms

Scheduling of circuit switch alone (i.e., no packet switch) has been studied for
decades. Early works often assumed the reconfiguration delay to be either zero
[9,25] or infinity [26–28]. Further studies, like DOUBLE [26], ADJUST [10] and
other algorithms such as [27,29], take the actual reconfiguration delay into con-
sideration. Recently, a solution called Adaptive MaxWeight (AMW) [30,31] was
proposed for optical switches (with nonzero reconfiguration delays). The basic
idea of AMW is that when the maximum weighted configuration (matching) has
a much higher weight than the current configuration, the optical switch is recon-
figured to the maximum weighted configuration; otherwise, the configuration of
the optimal switch stays the same. However, this algorithm may lead to long
queueing delays (for packets) since it usually reconfigures infrequently.

7 Conclusion

In this paper, we propose 2-hop Eclipse, a hybrid switching algorithm that can
jointly optimize both direct and 2-hop indirect routing. It is a slight but non-
trivial modification of, has nearly the same asymptotical complexity as, and
significantly outperforms the state of the art algorithm Eclipse, which optimizes
only direct routing.

Acknowledgments. This work is supported in part by US NSF through award CNS
1423182.
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Abstract. Cloud computing providers have started offering their idle
resources in the form of virtual machines (VMs) without availability
guarantees. Know as transient servers, these VMs can be revoked at
any time without user intervention. Spot instances are transient servers
offered by Amazon at lower prices than regular dedicated servers. A mar-
ket model was used to create a bidding scenario for cloud users of servers
without service reliability guarantees, where prices changed dynamically
over time based on supply and demand. To prevent data loss, the use of
fault tolerance techniques allows the exploration of transient resources.
This paper proposes a strategy that addresses the problem of execut-
ing a distributed application, like bag-of-tasks, using spot instances. We
implemented a heuristic model that uses checkpoint and restore tech-
niques, supported by a statistical model that predicts time to revocation
by analyzing price changes and defining the best checkpoint interval. Our
experiments demonstrate that by using a bid strategy and the observed
price variation history, our model is able to predict revocation time with
high levels of accuracy. We evaluate our strategy through extensive simu-
lations, which use the price change history, simulating bid strategies and
comparing our model with real time to revocation events. Using instances
with considerable price changes, our results achieve an 94% success with
standard deviation of 1.36. Thus, the proposed model presents promising
results under realistic working conditions.

Keywords: Cloud computing · Virtual Machine · Spot instance
Fault tolerance · Checkpoint · Machine learning · Statistical model

1 Introduction

Cloud Computing provides an environment with high scalability and flexibil-
ity and affordable pricing for users. It has emerged as an important community
resource and is considered a new paradigm for the execution of applications with
high levels of security and reliability [2,8]. According to [2], Cloud Computing
is an environment where services and resources are available in a distributed
way and on demand over the Internet. Furthermore, services and resources are
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available in a virtual, abstract and managed platform with resources dynami-
cally scalable in a transparent way to the user. A particular class of service is
Infrastructure as a Service (IaaS), which offers a set of Virtual Machines (VMs)
with different types and capacity, allowing users to choose instances according
their needs.

Recently, cloud providers have been adopting a business model that offers
the idle capacity of VMs resources in the form of transient servers [18]. These
VMs are offered without a guarantee of their availability at considerably lower
prices compared to normal servers. Amazon offers transient servers, namely Spot
Instances (SIs), using a dynamic pricing model which uses a market model based
on users’ bids [14]. A user acquires a VM when the maximum value they are
willing to pay, their bid, exceeds the current price of the instance. A bid fault
(BF) occurs when the current price of the VM is above the user’s bid price.
Using these transient instances may weaken running applications because the
environment is volatile, even if the user does not want to lose the instance.
In [15], the authors state that, to effectively use transient cloud servers, it is
necessary to choose appropriate fault-tolerance mechanisms and parameters.

In this paper, we present an heuristic model for efficient usage of transient
instances, providing a novel strategy that uses machine learning to predict Time
To Revocation (TTR) using historical data patterns and bid strategies. This
approach allows the definition of fault tolerant mechanisms with appropriate
parameters, reducing costs even more. These parameters are computed based on
the features explained later in the paper (Sect. 4), addressing the impact of the
checkpointing interval on the SIs to reduce monetary costs and the application’s
total execution time. The remainder of this paper is structured as follows. First,
in Sect. 2, we briefly discuss related work in this domain. In Sect. 3 we describe
the proposed heuristic for the definition of the parameters in a checkpoint and
restore FT technique, based on a machine learning model that analyzes historical
price changes of SIs. In Sect. 4 we present the results of exhaustive experiments
that comply with our proposal. Finally, in Sect. 5 we summarize this study with
conclusions and discuss elements for future research.

2 Related Work

Researchers have been doing significant work in the cloud computing area. The
use of computing services as a utility is defined as “on demand delivery of infras-
tructure, applications, and business processes in a security-rich, shared, scalable,
and computer based environment over the Internet for a fee” [13]. This model
brings benefits to providers and consumers, especially because users can choose
services and resources according to their application needs. It reduces both the
monetary costs and idle resources, making it possible to provide them to other
consumers. In recent years, a lot of research has been done regarding the use
of FT techniques in cloud environments. Migration is considered as a FT mech-
anism in [6,16,17,19], and in [5] a framework is proposed to migrate servers
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between VMs in an efficient way. Using a set of proposed virtualization tech-
niques, [17] offers a platform that uses migration mechanisms to offer the cheap-
est environment, using unsecured spot instances instead of on-demand servers.

In a transient server perspective, much of the research focuses on explor-
ing efficient ways to use SIs, either using techniques to define best user bids to
avoid revocation [6,9,15,19] or providing FT mechanisms to guarantee appli-
cation execution without data loss [17,21,22]. In the area of FT in SIs, recent
works have focused on providing users a transparent environment with a high
level of reliability, ensuring the execution of applications without data loss. Use
of FT mechanisms are even more significant in transient instances than conven-
tional servers where high availability is present. Even with additional overhead
on running processes due to the necessity of save states, as shown in Fig. 1, check-
point and restore is one of the most used FT mechanisms [3] and is explored in
[4,10,22].

Fig. 1. Checkpoint intervals and restoration on failure of a single process execution.

From a checkpoint FT technique perspective, an important element is the
checkpointing interval, because it affects total execution time. A process that
executes in 30 h with 10 min of overhead checkpointing and an interval of 1 h will
add 290 min of total execution time. A well defined interval time leads to lower
costs and better use of execution time. Larger intervals imply faster execution.

In [19,20], the authors use a static interval of 60 min, arguing that the billing
window used by the service is one hour, ignoring the fact that memory and
data intensive applications need time for the save process. Alternatively, other
authors present a strategy in which interval time is defined through monitoring
price changes [21]. When a new price is registered, a new checkpoint is created.
Using a set of defined times, [22] uses continuous checkpoints in static intervals
of 10, 30 and 60 min. What is common among these related works is that the
defined intervals are not dynamic. An important point is understanding the
impact of the checkpointing interval on the SIs in order to reduce the monetary
costs and the application’s total execution time. This is the focus of this work.

3 Proposal

In this section, we present a high-level overview of our heuristic with a machine
learning model that analyzes historical and current prices of SIs and their changes
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to define appropriate checkpoint intervals. Compared to existing similar studies,
our scheme uses observed price change patterns of SIs in terms of hour-in-day
(HID) and day-of-week (DOW), as proposed in [7,8]. The performance and avail-
ability of VMs in a cloud environment varies according to instance types, region,
zone and different times of day. A pattern can be observed in Fig. 2, that shows,
in a range from April to December of 2017, how many price changes occurred
on each day of the week (a) and during each hour of the day (b) in an m1.large
SI, grouped by zones in the US-WEST region. The number of changes peaks
during weekdays, as opposed to weekends, and after 5pm (17 h).

Fig. 2. Observed patterns in price changes in DOW and HID.

Compared to existing similar studies, our scheme uses a Case Based Rea-
soning (CBR) [1], that classifies price changes in order to comply with HID and
DOW patterns. An intelligent system must be able to adapt to new situations,
allowing for reasoning and understanding relationships between facts to recog-
nize real situations and learn based on its experience. Applications that use
CBR can learn through previous cases, adapting the knowledge database when
evaluating new experiences.

Using a set of spot price history traces Pt, it is possible to perform simulations
and create a set of real cases Δ. Algorithms that recover spot prices and simulate
an auction are needed to estimate the time which a SI stays with a user until its
revocation. Using a Estbid(Pt , n) function, that calculates the median price over
the previous n days, simulations can produce scenarios where the user’s bid Ubid

assumes the returned value from Estbid. With these assumptions, a set of cases
can be defined as Δ = {δ1, δ2 . . . , δn}, in which δ is a structure with the following
attributes: δ.instance-type, representing a type of VM instance; δ.day-of -week,
an integer number that determine a day of week, being 1 for Sunday and 7 for
Saturday; δ.hour-in-day with a range of 0–23 representing a full hour; δ.price
with instance price value; and δ.time-to-revocation, that retains how much time
(in minutes) a VM was alive until TTR.

In addition, our model uses a Survival Analysis (SA) statistical model [12].
SA is a class of statistical methods which are used when the data under analysis
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represents the time to a specific event. In this paper, we use a nonparametric
technique which incorporates censored data to avoid estimation bias. The event
under study is a BF and the time to this event, TTR, is treated as a random
variable.

We would like to estimate the largest survival time (TS) for which we have
a high confidence (98%) that our SI will not be revoked. This time is defined
by TS = arg maxt{t ∈ R | P (TTR > t) ≥ 0.98} and can be calculated as the
98th percentile of TTR (TTR98) from estimated Survival Curves (SC). The SCs,
Ŝ, are estimated using the Kaplan-Meier estimator [11], in which ti represents
the upper limit of a small time interval, Di the number of deaths within that
interval, and Si the number of survivors at the beginning of the interval. If no
deaths occur in a given interval, the SC does not decrease.

Ŝ(t) =
∏

i:ti≤t

(1 − Di

Si
) (1)

Figure 3 shows SCs for some SIs on Saturday at midnight. TTR98 for the
c3.large instance is a little less than 100 h, while TTR98 for the m3.large is
much smaller.

Fig. 3. Generated SC of selected SIs.

The main goal of our scheme is to find an optimal checkpointing interval that
minimizes the total runtime and reduces costs. Using both CBR and SA, a SC
is produced, allowing quantiles of the TTR to be used to find a probable TS and
use it as part of strategy, avoiding occurrences of BF.
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4 Experimental Evaluation

We evaluate our proposed checkpointing scheme for 37 SIs in all zones of the
US-WEST region. Using 6 months of real price changes, collected from April
to December of 2017, our experiment simulates 389.576 scenarios with Ubid =
Estbid(Pt, n) | n ∈ N = {1 . . . 7}, using all combinations of days and hours for
the 13 weeks in October, November and December.

From the collected data, approximately 1 million cases were generated.
Figure 4 shows a SC generated by the experiments. The value of TTR98 is indi-
cated. We then repeated the same experiment, varying n in the Estbid function
between 1 and 7 days. Our results show that n = 7 is the best strategy, with all
others performing worse.

Fig. 4. SC of c1.medium on Sunday at 5am.

Each DOW and HID relationship has its own SC and a set of SC quantiles
can be represented as a Survival Time Matrix (STM), as illustrated in Table 1,
which shows TTR98 times, in minutes, obtained by 98th confidence level.

Table 1. Generated STM of c1.medium SI.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

1 95 129 76 220 142 100 86 130 75 706 636 569 201 168 119 330 270 208 150 90 65 151 117 94

2 83 134 78 221 159 102 84 107 68 134 123 173 129 93 68 118 95 167 109 75 69 210 121 101

3 103 129 73 226 143 100 63 154 80 445 360 309 132 189 223 156 250 192 133 74 66 345 142 101

4 108 136 80 138 111 90 199 172 79 124 360 300 215 149 102 61 261 199 141 81 68 361 194 154

5 173 138 87 119 73 102 69 128 80 717 634 574 461 438 372 318 249 191 138 85 63 227 160 128

6 85 70 69 198 134 81 67 128 78 591 253 471 169 109 123 231 189 130 89 93 64 84 80 70

7 73 120 60 207 114 99 77 134 74 680 575 346 120 111 220 238 210 164 116 89 67 130 77 120
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To evaluate STM times, a set of experiments that compare STM values with
real scenarios was created. Using the same experimental scenario, 80.808 simu-
lations were executed. An example of the c1.medium instance is illustrated in
Fig. 5. Very good results can be seen, with mean success rates around 80% with
standard deviation of 1.36% points.

Fig. 5. Heat map of survival success compared of TTR times in c1.medium instance.

An unsecured gap can be observed on Monday and Tuesday between 1am and
10am, with 8 failures in 13 attempts, showing that another bid strategy is needed
to increase the observed TTR and achieve better success rates. Considering all
37 instances’ simulations, the success rate goes up to around 94%. This occurs
because instances with expensive price values have stable variations, allowing
long TTR times.

To achieve better results, a new strategy can be incorporated into the Ŝ
function, where more recent results receive a greater weight. In this strategy, the
time interval used in our experiment was reduced to 5 months, from April to
August of 2017. With this change, a new STM was generated, creating a new
matrix that represents the survival times over this period (MTS′).

Then, a new matrix that represents only September of 2017 was generated
(MTS′′) and a new STM was calculated as the median of MTS′ and MTS′′ . The
results of this calculation are presented in Table 2.

Table 2. A new STM created after recency strategy in Ŝ function.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

1 263 203143 83 1251 1191 1176 1090 1042 970 891 831 460 723 670 610 576 694 636 576 514 456 395 315

2 280 569349 256 404 363 313 255 195 135 92 276 215 155 96 71 585 524 465 402 344 284 233 173

3 114 338348 309 253 193 157 159 119 80 888 820 664 700 649 794 756 674 614 588 516 480 420 353

4 343 304224 184 215 175 117 167 158 100 192 390 333 295 238 245 187 130 74 62 394 334 297 223

5 163 184247 195 500 472 425 434 374 314 182 117 188 133 126 742 687 627 572 512 447 387 599 539

6 461 293223 323 238 206 172 252 410 350 317 415 355 276 235 192 135 284 424 364 300 252 188 128

7 109 619558 498 446 391 333 289 229 159 113 800 494 685 852 795 735 680 612 555 500 438 378 318

Better results were achieved with this change and can be observed in Fig. 6.
Giving greater weight to more recent results allowed a gain of 8%, reaching an
88% success rate under the same conditions of our experiment. The new results
for the DOW and HID relationship can be observed in Fig. 6.
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Fig. 6. Heat map of survival success after recency factor in Ŝ.

Expanding our experiment to involve all 37 instances available in the US-
WEST region, the success rate increases considerably, reaching 94% in our sim-
ulations, considering STM times with greater weight for more recent results. This
occurs because when treating all instances, we include instances with advanced
resources and with higher and more stable prices. The demand for these instances
by cloud users is low and intermittent, allowing long TTR times.

Given the accuracy achieved in our experiments, we have shown that a sur-
vival curve can offer data to be used in Fault Tolerance (FT) parameters, e.g.
the checkpointing interval. Given an application’s required execution time (TA)
and TS , estimated by STM, an interval can be given by Eq. 2.

interval =

{
min(60, TS) TA ≥ TS

60 ∗ TS

TA
TA < TS

(2)

Considering a data intensive application task that needs time TA = 500 min,
having checkpointing time Ct = 10 min, using intervals used in [19,22] (30 and
60), total execution varies between 580 and 620 min. A bigger interval means
faster execution. With TS = 1000 min, Eq. 2 results an interval of 120 min, lead-
ing to total execution time of 540 min. All collected data (30.3 GB) and source
code are available at a public repository and can be used to reproduce our exper-
iment and test other scenarios not contemplated in this paper.

5 Conclusions

In this paper, we present a heuristic model that uses price change traces of SIs
as input in a machine learning and statistical model to predict TTR. To the
best of our knowledge, there is not any available study that combines machine
learning (CBR model) and SA to predict TTR in SIs. We demonstrate how our
strategy can be used to define FT parameters, like the checkpointing interval or
number of replications. Aspects related to the restoration of failed executions
are beyond the scope of this paper. We consider that existing fault tolerance
techniques can be used and their respective parameters can be defined using
our approach. Furthermore, in order to achieve longer survival times, new bid
strategies can be introduced, e.g. using bid values defined by a percent increase
over actual instance prices.
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The performed simulations have confirmed the efficiency and the accuracy
of the proposed model when used in a real environment with real data. Better
results are achieved when strategies which place more weight on recent data are
explored. Future work can explore other strategies to exploit more recent data,
such as comparing recent instance price changes with previously established
change patterns to update FT parameters, like checkpoint intervals. Use of the
proposed strategy to definite the checkpoint interval decreases the total time of
execution, allowing more effective use of SIs and reducing monetary costs for
cloud users.
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Abstract. By exploiting the portability of application containers,
platform- and software-as-a-service providers receive the flexibility to
deploy and move their cloud services across infrastructure services deliv-
ered by different providers. The aim of this research is to apply the con-
cepts of cloud service brokerage to container-based cloud services and
to define a method for service arbitrage in an environment with multi-
ple infrastructure-as-a-service (IaaS) providers. A new placement method
based on constraint programming is introduced for the optimised deploy-
ment of containers across multiple IaaS providers. The benefits and lim-
itations of the proposed method are discussed and the efficiency of the
method is evaluated based on multiple deployment scenarios.

1 Introduction

Container-based applications are on the rise. Docker [1] as an open platform for
application containers has become very popular since its first release in June
2014 and a complete ecosystem of supporting tools has grown up. With Docker,
developers receive the option to package applications and their dependencies into
self-contained images that can run as containers on any server. Multiple large
Cloud Service Providers (CSP) have embraced Docker as container technology
and announced alliances with the Docker company. Container-based applications
are highly portable and independent of the hosting provider and hardware.

Cloud services such as Platform-as-a-services (PaaS) and Software-as-a-
services (SaaS) have usually a topology that aligns with the components of a
multi-tier architecture, including tiers for presentation, business logic and data
access. The topology of the cloud service describes the structure of the IT ser-
vice delivered by the CSP, the components of the service and the relationships
between them. Cloud services designed for the use in enterprises have multiple
Quality of Service (QoS) requirements such as High Availability (HA) and Disas-
ter Recovery (DR) targets, performance and scalability requirements, and require
compliance to security standards and data location regulations. The require-
ments for HA, DR and horizontal scaling are the drivers to design and deploy
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the cloud services in multi-node topologies which may span multiple availability
zones and geographical sites.

PaaS and SaaS providers in public or private cloud environments receive with
Docker the option to deliver their cloud services using container-based applica-
tions or micro-services. The portability of the application containers enables
them to easily move cloud services between IaaS providers and to locations
where, for instance, the customer’s data resides, the best SLA is achieved or
where the hosting is most cost-effective. PaaS and SaaS providers will benefit
from employing brokerage services that allow them to choose from a variety
of IaaS providers and to optimise the deployment of their cloud services with
respect to the QoS requirements, distribution and cost. By using a Cloud Ser-
vice Broker (CSB), PaaS and SaaS providers will be enabled to structure their
offering portfolio with additional flexibility and to quickly respond to new or
changing customer requirements. New options arise from the easy deployment
of the containers across the multiple IaaS providers. A PaaS or SaaS provider
may deploy a container to a new geographic location by selecting a different IaaS
provider when the primary one is not available there. A globally delivered cloud
service may be provided by using resources from multiple IaaS providers. DR
use cases may be realized by selecting a different provider for the backup site.
Load-balancing and scalability built into the cloud service will allow to gradu-
ally migrating the service from one provider to another one with no downtime
by simply moving the containers to the new provider.

Cloud service brokerage for application containers requires to define a new
method for the optimised placement of the containers on IaaS resources of mul-
tiple providers. The method has to take the attributes of the containers and
the IaaS resources into account, and honour the QoS requirements of enterprise-
ready cloud services. The initial placement of the containers has to follow the
specification of the topology of the cloud service. Aside of the attributes used for
rating IaaS providers, the CSB has to consider container related attributes such
as the built-in container support of the IaaS providers, the packaging of con-
tainers in virtual machines and the clustering of containers. The optimisation
of the infrastructure resources of the container-based cloud services has to be
without impact and visibility to the cloud service consumers. Access to user data
and network connectivity to the cloud services have to be handled and delivered
uninterrupted, and without the need to reconfigure clients.

A CSB for application containers may use a constraint programming-based
engine to make the placement decision about the optimal IaaS provider. The
engine will use as input the requirements of the container and information about
each of the available IaaS providers. The objective of this research is to define
a method for service arbitrage that allows for the optimised placement of con-
tainers in a cloud environment with multiple IaaS providers and to demonstrate
the feasibility of the proposed method.
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2 Background Research

2.1 Cloud Service Broker

The definition of a cloud broker as introduced by NIST is widely referenced by
other authors, e.g., in [2–5]. In the NIST CCRA [6], a cloud broker is described
as an “entity that manages the use, performance and delivery of cloud services
and negotiates relationships between cloud providers and cloud consumers.” The
cloud broker is an organisation that serves as a third-party entity as a centralised
coordinator of cloud services for other organisations and enables users to inter-
act through a single interface with multiple service providers [2,7]. Gartner [8]
describes cloud service brokerage as “an IT role and business model in which
a company or other entity adds value to one or more (public or private) cloud
services on behalf of one or more consumers of that service via three primary
roles including aggregation, integration and customisation brokerage.”

NIST [6] and Gartner [9] define three categories of services that can be pro-
vided by a CSB. Service intermediation enables a CSB to enhance a service by
improving some specific capability and providing value-added services to cloud
consumers. Service intermediation is responsible for service access and iden-
tity management, performance reporting, enhanced security, service pricing and
billing. A CSB uses service aggregation to combine and integrate multiple ser-
vices into one or more new services while ensuring interoperability. The CSB is
responsible for the integration and consolidation of data across multiple service
providers, and ensures the secure movement of the data between the cloud con-
sumer and the cloud providers. The key aspect of the service aggregation is to
ease service selection and present services from separate providers as a unique
set of services to the cloud service consumer. Service arbitrage is the process of
determining the best CSP. The CSB has the flexibility to choose a service from
multiple providers and can, for example, use a credit-scoring service to measure
and select a provider with the best score. Service arbitrage adds flexibility and
choice to service aggregation as the aggregated services are not fixed.

Six key attributes of CSB are derived in [7] mainly based on the categories
defined by NIST [6] and Gartner [8,9], and used for evaluation of existing CSBs:
intermediation, aggregation, arbitrage, customisation, integration and standard-
isation. According to [10], integration is focused on creating an unified, com-
mon system of services by integrating private and public clouds or bridging
between CSPs. Customisation refers to the aggregation and integration with
other value-added services, including the creation of new original services [10].
Both integration and customisation are closely interlinked with service aggrega-
tion and intermediation, and in-fact it is difficult to find distinct definitions of
these attributes in the literature. Standardisation among the CSB mechanisms
and across the cloud services of different providers enables interoperability, and
supports the process of service selection by a CSB.

A comprehensive model of a CSB architecture is described in [2]. The CSB
environment is built of the same components as the management platform for
a single cloud but additional complexity is introduced into the system by the
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requirement to support multiple CSPs. Bond [2] distinguishes between the func-
tions of the Cloud Broker Portal, the Cloud Broker Operations and Management
and the multiple CSPs, and aligns them in a layered model of a vendor-agnostic
CSB architecture. Governance is introduced in addition as a set of functions
which are orthogonal to the layers of the model and have to be realised for all
functional components of the architecture.

A taxonomy of brokering mechanisms is given in [12]. Externally managed
brokers are provided off-premise by a centralized entity, for instance, by a third-
party cloud provider or SaaS offering. Externally managed brokers are transpar-
ent for applications using the services provided by the broker. Directly managed
brokers are incorporated into an application, have to keep track of the appli-
cation’s performance and be built to meet the availability and dependability
requirements of the applications. Externally managed brokers can be classified
into SLA-based and trigger-action brokers. In case of SLA-based broker, a cloud
user specifies the brokering requirements of a SLA in form of constraints and
objectives, and the CSB finds the most suitable cloud service by taking into
account the user requirements specified by the SLA. For trigger-action broker,
a cloud user specifies a set of triggers and associates actions with them. A trig-
ger becomes active when a predefined condition is meet, e.g., the threshold of a
specific metric is exceeded, and the associated action is executed. Actions can
be, for instance, scale-out and provisioning activities, and may include bursting
into a public cloud when there is a spike in the demand for computing capacity.

In the context of the interoperability of clouds, the following challenges are
described in [13] and applied here to CSBs. In an environment with multiple
cloud service providers, each provider is expected to have its own SLA man-
agement mechanism. A CSB has to establish federation of the SLAs from each
CSP in order to set up and enforce a global SLA. Methods and protocols for
the negotiation of dynamic and flexible SLAs between the CSB and the multiple
CSPs are required. Another important issue is the enforcement of the SLAs in
environments with conflicting policies and goals, e.g., a CSB may offer a ser-
vice with a SLA for HA, while none of the providers are willing to offer such
a service. In addition to the SLA, there can be a Federation-Level Agreement
that defines rules and conditions between the CSB and the CSPs, e.g., about
pools of resources and the QoS such as the minimum expected availability. The
CSB has to establish functions for matching the guaranteed QoS of cloud ser-
vices offered by the CSPs with the QoS requirements of the end-user, and for
monitoring that the promised QoS and SLA is provided to the cloud service
consumer. The dependencies of a CSP to other providers have to be considered
by the CSB as well. The QoS of a higher-layered service can be affected in cases
when the CSP of the service itself uses external services. If one of the providers
of the lower-layered services is not functioning properly, the performance of the
higher-layered service may be affected and impact finally the SLA agreed by the
CSB. The CSB has to guarantee the security, confidentiality and privacy of the
data processed by the services provided. Within the country where the services
are delivered, the CSB must comply with the legislation and laws concerning
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the privacy and security of the data. Therefore, the CSB has to implement geo-
location and legislation awareness policies and enforce compliance with those
policies. As part of the SLA management, services of specific providers can be
avoided or agreement can be made that placing data outside of a given country
is prohibited.

The results of a survey of CSB projects are described in [14]. The authors
consider four categories of CSB technologies: CSBs for performance to address
issues of cloud performance comparison and prediction, CSBs for application
migration which provide decision support when moving applications to the cloud,
theoretical models for CSBs which describe purely theoretical and mathematical
techniques and data for CSBs that summarises providers of data and metrics
available for use by CSBs. A comprehensive list of commercial CSB projects
is given in [10]. Recent research about CSBs has a significant focus on service
arbitration across numerous CSPs, in particular on optimising the allocation of
resources from different IaaS providers. The use of arbitration engines enables
CSBs to automatically determine the best CSP and service for any given cus-
tomer order. The attributes considered in the optimisation process vary depend-
ing on the proposed method. Typically attributes for rating IaaS providers are:
the supported operating systems and configurations, geographical location, costs
and rates, bandwidth and performance, SLA terms, legalisation and security,
compliance and audit [15,16].

The placement of VMs in cloud and virtual environments is a critical opera-
tion as it has an direct impact on the performance, resource utilisation, power-
consumption and cost. The subject of VM placement is widely discussed in the
research literature. Detailed reviews of the current VM placement algorithms can
be found in [17,18]. According to [18], the mono-objective, multi-objective solved
as mono-objective and pure multi-objective approaches can be distinguished with
respective optimisation objectives. Mono-objective methods are designed for the
optimisation of a single objective or the individual optimisation of more objec-
tive functions, but one at a time. For multi-objective solved as mono-objective
approaches, multiple objective functions are combined into a single objective
function. The weighted sum method is used most often by this approach. This
method defines one objective function as the linear combination of multiple
objectives. A disadvantage of this approach is that it requires knowledge about
the correct combination of the objective functions – which is not always avail-
able. Pure multi-objective approaches have a vector of multiple objective func-
tions that are optimised. Only a small number of methods are described in the
literature which use a pure multi-objective approach for VM placement.

A broad range of different VM placement schemes (18 different in total)
are analysed in [17]. Constraint programming based VM placement is described
as one of the considered placement schemes. The following classification of the
placement schemes is proposed: Resource-aware VM placement schemes con-
sider the infrastructure resource requirements of the VMs are considered in the
placement decisions by these schemes. Efficient resource-aware placement tries
to optimally place VMs on the hosts, so that the overall resource utilisation
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is maximised. Most of the schemes consider CPU and memory resources, some
network resources, and a minor number includes the device or disk I/O, or try to
minimise the number of active hosts. Designed for the use by the CSPs, power-
aware VM placement schemes try to make cloud data centres more efficient and
to reduce the power consumption in order to enable green cloud computing. The
objective of these schemes is to reduce the number of active host, networking
and other data center components. The methods include VM consolidation and
packaging of VMs on the same host or in the same rack, and powering off not
needed VMs, hosts and network components. The attributes considered by the
power-aware schemes include the CPU utilisation (e.g., based on the states: idle,
average, active and over utilised), the server power usage and the host status
(running, ready, sleep, off), costs for network routing and data center power
usage, and the distance between VMs. Network-aware VM placement schemes
try to reduce the network traffic or try to distribute network traffic evenly in
order avoid congestion. The placement schemes allocate the VMs with more
or extensive communication on the same host, to the same switch and rack, or
within the same data center in order to reduce the network traffic within the data
center and across data centres. Most common is the consideration of the traffic
between VMs by the network-aware VM placement schemes, some evaluate the
traffic between the hosts and selected schemes try to minimise the transfer time
between the VMs and data, and the distance between the VMs. Cost-aware VM
placement schemes try to reduce the costs for the CSPs while considering the
QoS of the cloud services and honouring the SLAs. The schemes use different
types of costs as attributes, such as the VM, physical machine, cooling and data
center costs, and the distance between the VMs and the clients.

Conceptually a similar approach is taken in [18] with the classification of
the objective functions. Based on the study of 56 different objective functions,
the classification into five groups of objective functions is described: Energy
Consumption Minimisation, Network Traffic Minimisation, Economical Costs
Optimisation, Performance Maximisation and Resource Utilisation Maximisa-
tion. Most of the publications are focused on single-cloud environments, i.e. for
use by CSPs. Seven of the methods are suitable for multi-cloud environments,
i.e. use multiple cloud computing data centres from one or more CSP. Only two
articles take a broker-oriented approach.

Different methods are employed by CSBs for rating IaaS providers, e.g.,
genetics algorithms [19,20] and rough sets [16,21]. Multiple projects propose
CSBs which take advantage of the different price options such as for on-
demand, reservation and spot instances [22], examples can be found in [23–26].
There are a couple of academic and open-source implementations of CSBs, e.g.,
STRATOS [27], QBROKAGE [19] and CompatibleOne [28].

2.2 Constraint Programming

Constraint programming is a form of declarative programming which uses vari-
ables and their domains, constraints and objective functions in order to solve
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a given problem. The purpose of constraint programming is to solve constraint
satisfaction problems as defined in [30,31]:

Definition 1 (Constraint Satisfaction Problem). A Constraint Satisfac-
tion Problem P is a triple P = (X,D,C) where X is an n-tuple of variables X =
(x1, x2, . . . , xn), D is a corresponding n-tuple of domains D = (D1,D2, . . . , Dn)
such that xi ∈ Di, C is a t-tuple of constraints C = (C1, C2, . . . , Ct).

The domain Di of a variable xi is a finite set of numbers, and can be continuous
or of a discrete set of values. In order to describe a constraint satisfaction problem
P, a finite sequence of variables with their respective domains is used together
with a finite set of constraints. A constraint over a sequence of variables is a
subset of the Cartesian product of the variables’ domains in the scope of the
constraint.

Definition 2 (Constraints). C = (C1, C2, . . . , Ct) is the set of constraints.
A constraint Cj is a pair

(
RSj

, Sj

)
where RSj

is a relation on the variables
in Sj = scope(Cj), i.e. the relation RSj

is a subset of the Cartesian product
D1 × . . . × Dm of the domains D1,D2, . . . , Dm for the variables in Sj.

A solution of the Constraint Satisfaction Problem P is defined as follows:

Definition 3 (Solution of P). A solution to the Constraint Satisfaction Prob-
lem P is a n-tuple A = (a1, a2, . . . , an) where ai ∈ Di and each Cj is satisfied
in that RSj

holds the projection of A onto the scope of Sj.

The definition of multiple global constraints such as the alldifferent constraint
is described in the literature. The constraint alldifferent requires that the
variables x1,2 , . . . , xn take all different values. An overview of the most popular
global constraints is given in [32].

Several publications focus on the use of CP-based cloud selection and VM
placement methods. A method for cloud service match making based on QoS
demand is introduced in [33]. CP is a convenient method for optimising the
placement of VMs, as placement constraints can be directly expressed by vari-
ables representing the assignment of the VMs to the hosts and the allocation
of resources for the VMs placed on each host. Resource-aware VM placement
schemes are presented in [34–36]. A combined CP and heuristic algorithm is
utilised in [35]. Special focus is put on fault tolerance and HA in [36]. In [37],
the CP-based, open source VM scheduler BtrPlace [38] is used to exhibit SLA
violations for discrete placement constraints, as these do not consider interims
states of a reconfiguration process. As consequence, BtrPlace is extended with a
preliminary version of continuous constraints and it is proved that these remove
the temporary violation and improve the reliability. Power-aware methods are
discussed in [39,40].

3 Method for Service Arbitrage

Aims of this research is to define a method for optimising the deployment of
container-based applications across different CSPs. The objective is to find for
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a given Docker container c the optimal host h. A host h is a virtual or physical
machine that meets the requirements of the container c and is delivered by
an IaaS provider. The optimisation problem to be solved can be described as
transformation of a container domain C into a host domain H:

f : C → H, c �→ h, where c ∈ C and h ∈ H. (1)

The requirements of a container c are expressed as vector rc = (rc,1, rc,i . . . , rc,n).
Each attribute rc,i is an element or subset of a domain Ri with a finite number
of elements. Likewise, the attributes of a host h are described by the a vector
ah = (ah,1, ah,j , . . . , ah,m) for which each attribute ah,j belongs to a domain
Aj and A = (A1, Aj , . . . , Am). In order to solve the optimisation problem, the
requirements rc,i of the containers and the attributes ah,j of the hosts have to
be considered. As method for finding the optimal host h for a given container
c, a CP model is used. As per Definition 1, a constraint satisfaction problem
P is defined as the triple P = (X,D,C). The objective of the CP model is to
provide solutions for the container placement problem Pplacement. The variables
X and the corresponding domains D of the problem Pplacement are defined by
the attribute domains A of the hosts H, i.e. D = A and X = (a1, aj , . . . , am)
where aj ∈ Aj . Provided that the function index returns the index set I of any
given set S, so that

index : S → I, si �→ i = index(s), (2)

then can be defined for the variables and domains of the host attributes the
following:

provider : a1 ∈ A1 and A1 = index(P) where (3)
P = {AWS,DigitalOcean,Azure,SoftLayer,Packet}

host type : a2 ∈ A2 and A2 = index(T) where (4)
T = {physical, virtual}

region : a3 ∈ A3 and A3 = index(R) where (5)
R = {Australia,Brazil,Canada,France,Germany}
R = R ∪ {Great Britain,Hongkong, India, Ireland}
R = R ∪ {Italy, Japan,Mexico,Netherlands, }
R = R ∪ {Singapore,California, Iowa,New Jersey}
R = R ∪ {New York,Oregon,Texas,Washington}
R = R ∪ {Virginia} (6)
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data centres : a4 ∈ A4 and A4 = {1, .., 52} (7)
availability zone : a5 ∈ A5 and A5 = {0, .., 5} (8)

cpu : a6 ∈ A6 and A6 = {1, .., 40} (9)
memory (GB) : a7 ∈ A7 and A7 = {1, .., 488} (10)
disk size (GB) : a8 ∈ A8 and A8 = {1, .., 48000} (11)

disk type : a9 ∈ A9 and A9 = index(D) where (12)
D = {HDD,SSD}

private : a10 ∈ A10 and A10 = {0, 1} (13)
optimised : a11 ∈ A11 and A11 = index(O) where (14)

O = {compute,memory, gpu, storage}
O = O ∪ {network,none}

cost : a12 ∈ A12 and A12 = {1, .., 99999} (15)

In order to describe the constraints C, the requirements rc = (rc,1, rc,i . . . , rc,n)
of a container c have to be detailed first. The properties ha scale and dr scale
are introduced to address the requirements for HA and DR. The requirement
ha scale describes how many containers have to be deployed across the data
centres or available zones within one region and dr scale is the number of con-
tainers that have to be deployed across multiple regions of the same or multiple
providers in order to achieve protection against a disaster. The op factor rc,9
allows to request a larger host which can run rc,9 instances of the container c.
The price limit ($ 0.0001 per hour) specifies the maximum cost of host per
hour which must not be exceeded. The attribute private rc,11 allows to request
to place the container c on a dedicated host.

host type : rc,1 ∈ R1 and R1 = A2 (16)
region : rc,2 ∈ R2 and R2 = A3 (17)

cpu : rc,3 ∈ R3 and R3 = A6 (18)
memory (GB) : rc,4 ∈ R4 and R4 = A7 (19)
disk size (GB) : rc,5 ∈ R5 and R5 = A8 (20)

disk type : rc,6 ∈ R6 and R6 = A9 (21)
ha scale : rc,7 ∈ R7 and R7 = {1, .., 5} (22)
dr scale : rc,8 ∈ R8 and R8 = {1, .., 5} (23)

op factor : rc,9 ∈ R9 and R9 = {1, .., 10} (24)
price limit : rc,10 ∈ R10 and R10 = A12 (25)

private : rc,11 ∈ R11 and R11 = A10 (26)
optimized : rc,12 ∈ R12 and R12 = A11 (27)

image : rc,13 ∈ R13 and R13 = I where (28)
I is the set of Docker images
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In order to allow the placement of a container c either on an existing host or
a new host, the domain H to be searched is defined as the union of the host
templates T , i.e. the set of hosts which can be provisioned, and the already
provisioned hosts H:

H = T ∪ H (29)

wherein T is the superset of the templates tp from all providers P:

T =
⋃

p∈P

T p and tp ∈ T p (30)

The template tp is described by the attribute vector apt and domains Ap:

apt = (apt,1, a
p
t,j , . . . , a

p
t,m) and apt,j ∈ Ap

j (31)
Ap = Ap

1, A
p
j , . . . , A

p
m and p ∈ P (32)

The set of already provisioned hosts H is the union of the deployed hosts hp at
all providers P:

H =
⋃

p∈P

Hp and hp ∈ Hp (33)

Provided that the host hp is provisioned using the template hp and that Ch

denotes the set of containers deployed on the host h, the available resources on
the host hp can the be determined as follows:

cpu : ah,6 = apt,6 −
∑

c∈Ch

rc,3 (34)

memory(GB) : ah,7 = apt,7 −
∑

c∈Ch

rc,4 (35)

disksize(GB) : ah,8 = apt,8 −
∑

c∈Ch

rc,5 (36)

cost : ah,12 =
apt,12
|Ch| (37)

The variables X represent the attributes of a single host. In order to respond
to the requirements for HA and DR, multiple containers have to be placed on k
anti-collocated hosts. Xe,f denotes the variables and ae,fj the attributes required
to describe the k hosts he,f :

k =dr scale · ha scale (38)

Xe,f =(ae,f1 , ae,fj , . . . , ae,fm ) where ae,fj ∈ Aj (39)

1 ≤ e ≤ dr scale (40)
1 ≤ f ≤ ha scale (41)
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The constraints C can then be defined as follows:

hosts : C1 : ∨
(

∧ (
ae,fj = ah,j

))
, ∀h ∈ H and 1 ≤ j ≤ 12 (42)

host type : C2 :

{
ae,f2 = rc,1, if rc,1 ≥ 0
true, otherwise

(43)

region : C3 :

{
ae,f3 = rc,2, if rc,2 ≥ 0
true, otherwise

(44)

cpu : C4 : ae,f6 ≥ (
rc,3 · rc,9

)
(45)

memory : C5 : ae,f7 ≥ (
rc,4 · rc,9

)
(46)

disk size : C6 : ae,f8 ≥ (
rc,5 · rc,9

)
(47)

disk type : C7 :

{
ae,f9 = rc,6, if rc,6 ≥ 0
true, otherwise

(48)

price limit : C8 :

{
ae,f12 ≤ rc,10, if rc,10 ≥ 0
true, otherwise

(49)

private : C9 :

{
ae,f10 = rc,11, if rc,11 ≥ 0
true, otherwise

(50)

optimised : C10 :

{
ae,f11 = rc,12, if rc,12 ≥ 0
true, otherwise

(51)

HA : C11 :
((

ae,f5 �= ae,g5

) ∧ (
ae,f4 = ae,g4

) ∧ (
azenabled = 1

))∨ (52)
((

ae,f4 �= ae,g4

) ∧ (
ae,f3 = ae,g3

))

where 1 ≤ g ≤ ha scale and f �= g

DR : C12 :
(
ad,f3 �= ae,g3

)
(53)

where 1 ≤ d ≤ dr scale and d �= e

The property azenabled indicates that the used technology generally supports
the deployment of hosts into availability zones. The objective function fcost for
minimising the cost across the k hosts is defined as follows:

fcost =minimise
∑

ad,f12 . (54)

4 Results

In order to verify the effectiveness of the proposed method for service arbitrage, a
series of deployment scenarios was executed with the objective to verify that the
most cost-effective host for a given configuration is chosen for deployment. The
verification was performed in an environment with five different IaaS providers.
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In total, 3587 host templates with different server configurations in 22 regions
and 52 data centres were given to the CP model as input. Actual prices from the
CSPs were used for each of the configurations. The CP model was implemented
using NumberJack [41] and the CP solver “Mistral” [42]. The execution of the
test scenarios showed that the used CP solver is able to find optimal solutions
for the CP model. The CP solver returns solutions in a reasonable time when
only a single container has to be placed. The runtime of the CP solver increases
significantly when multiple containers have to placed across different locations
for HA and DR. In this case, the number of variables and constraints supplied
to the CP model increase and the objective function becomes more complex. In
order to validate if better performance results can be achieved with another CP
solver supported by NumberJack, the “MiniSat” solver [43] was used. The test
execution with “MiniSat” showed an increased CPU utilization on the hosting
server and significant longer runtime. All further tests were executed using the
“Mistral” solver afterwards. By applying a lower price limit to a deployment
scenario with multiple containers, it was possible to obtain an optimal solution
quicker. With the price limit applied, the initial number of host templates can
be already reduced before the actual constraints are added to the CP model.
The deployment scenarios with multiple containers shows as well that regions
on different continents may be selected by the CP solver as optimal solution, e.g.
Europe and North America. This solution may not be suitable for business use
in all cases, e.g., when legal restrictions apply. Additional locality constraints or
an objective function for minimising the distance between regions may be added
to the CP model in future.

5 Summary and Conclusions

An important aspects of the proposed CP model is that the emphasis is not on
rating the CSPs but the particular hosts for their capability to run a specific
container, so that the CSP becomes only an attribute of the host. The proposed
CP model was validated based on test data with host templates from five IaaS
providers, 22 regions and 52 data centres. In this experimental research it is
shown that the proposed CP model is capable to find the optimal placement
for containers also in complex environments, and that HA and DR topologies
of applications can be realised. It is further shown that the CP solver “Mistral”
[42] used by NumberJack runs stable for large CP models. The duration of the
process for finding the optimal solution increases significantly when multiple
containers have to placed across different locations for HA and DR. Hence, the
practical use of the proposed CP model in a production environment is not
possible. Further research is required to reduce the complexity inherited from
the input attributes before the actual CP model is constructed. Other CP solvers
may be evaluated and the integration of rule-based algorithms such as Rete [44]
into the CSB framework can be investigated. The objective of the integration
with a rule-based approach will be to limit the number of CP variables and
constraints to only the ones which are valid for a given request, so that the CP
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solver can find a solution to the objective function within a few seconds. The
advantage of the combination of the two approaches will be that the rule-based
algorithm can provide a reduction of the solution space, while the CP solver is
still used to find the best solution for the given objective function.

Aside of the runtime aspect, the CP model can be extended in future in
various ways. The CP model uses a mono-objective function to minimise the
cost. A multi-objective approach may take additional performance attributes
into consideration and allow to maximise the service performance while provid-
ing the most cost-effective price. Such performance attributes could be gath-
ered from monitoring data of the containers during runtime or be collected from
IaaS benchmarking services like CloudHarmony [29]. The data model related the
CP model is centred around host templates which represent virtual or physical
servers. CSPs offer compute, storage and network resources today as indepen-
dent services with various, flexible options for selection. The CP model may be
extended to allow for better consumption and distinction of those services in
the placement decisions. In addition, the CP model may be further extended to
honour region specific prices, and optionally to take price differences for reser-
vation, on-demand and spot instances into account. Further extension of the CP
model can be done to support node clusters with multiple nodes and services
with multiple containers.

With the proposed CP model, a first brokerage solution using service arbi-
trage for containers is provided. The underlying concepts were successful verified
and allow for future research and development in this area.
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Abstract. Container technique is increasingly used to build modern
cloud computing systems to achieve higher efficiency and lower resource
costs, as compared with traditional virtual machine technique. Artifi-
cial intelligence (AI) is a mainstream method to deal with big data,
and is used in many areas to achieve better effectiveness. It is known
that attacks happen every day in production cloud systems, however,
the fault behaviors and interferences of up-to-date AI applications in
container-based cloud systems is still not clear. This paper aims to
study the reliability issue of container-based clouds. We first propose
a fault injection framework for container-based cloud systems. We build
a docker container environment installed with TensorFlow deep learning
framework, and develop four typical attack programs, i.e., CPU attack,
Memory attack, Disk attack and DDOS attack. Then, we inject the
attack programs to the containers running AI applications (CNN, RNN,
BRNN and DRNN), to observe fault behaviors and interferences phe-
nomenon. After that, we design fault detection models based on quantile
regression method to detect potential faults in containers. Experimental
results show the proposed fault detection models can effectively detect
the injected faults with more than 60% Precision, more than 90% Recall
and nearly 100% Accuracy.

1 Introduction

Container technology is experiencing a rapid development with the support
from industry like Google and Alibaba, and is being widely used in large scale
production environments [1,2]. Container technology is also called operating-
system-level virtualization, which allows multiple isolated user-space instances
sharing the same operating system kernel and applies CGroups to take control
of resources in the host. This provides functionality similar to a virtual machine
c© Springer International Publishing AG, part of Springer Nature 2018
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(VM) but with a lighter footprint. While traditional virtualization solutions (e.g.,
Hypervisor) need to interpose on various privileged operations (e.g., page-table
lookups) and use roundabout techniques to infer resource usage (e.g., balloon-
ing). The result is that hypervisors are heavyweight, with slow boot times as
well as high run-time overheads.

Speedy launching time and tiny memory footprint are two outstanding fea-
tures to make containers launch an application in less than a second and consume
a very small amount of resources. Compared with virtual machines, adopting
containers not only improves the performance of applications, but also allows
hosts to sustain more applications simultaneously [3]. So far, there have been
a number of container products released to the market, such as LXC (Linux
Container) [4], Docker [5], rkt (Rocket) [6], and OpenVZ [7], etc. Docker [5] is a
popular runtime system for managing Linux containers, providing both manage-
ment tools and a simple file format. Docker technology introduces lightweight
virtual machines on top of Linux containers called Docker containers. Major
cloud platforms include Amazon Web Service [8] and Google Compute Engine
[9] are also beginning to provide public container services for developers to deploy
applications in the cloud. Undoubtedly, the emergence of container technology
has virtually changed the trend of cloud computing market.

Deep learning is a new area of machine learning research. It is the application
to learning tasks of artificial neural networks (ANNs) that contain more than
one hidden layer. Deep learning is part of a broader family of machine learning
methods based on learning data representations, as opposed to task specific algo-
rithms. Deep learning architectures such as deep neural networks, deep belief net-
works and recurrent neural networks have been widely applied to fields including
computer vision, speech recognition, natural language processing, audio recogni-
tion, social network filtering, machine translation and bioinformatics, where they
produced results comparable to or in some cases superior to human experts. Ten-
sorFlow [10] is an open source software library for numerical computation using
data flow graphs. Nodes in the graph represent mathematical operations, while
the graph edges represent the multidimensional data arrays (tensors) commu-
nicated between them. TensorFlow was originally developed by researchers and
engineers working on the Google Brain Team within Google’s Machine Intelli-
gence research organization for the purposes of conducting machine learning and
deep neural networks research, but the system is general enough to be applicable
in a wide variety of other domains as well.

There are already a lot of work focused on the performance issues of differ-
ent applications running on containers [11–14]. However, the fault behavior and
interference of container-based cloud is still not clear. In fact, reliability is very
important and may cause serious consequences if faults are not timely handled,
which not only hinders the runtime system, but also results in serious economic
losses. For example, on February 28th 2017, Amazon Web Services, the popular
hosting and storage platform used by a huge range of companies, experienced S3
service interruption for 4 hours in the Northern Virginia (US-EAST-1) Region,
and then quickly spread other online service providers who rely on the S3 service
[15]. This failure caused a large number of economic compensations for users. It is
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because cloud computing service providers usually set a Service Level Agreement
(SLA) with customers. For example, when customers require 99.99% availability,
it means that 99.99% of the time must meet the requirement for 365 days per
year. If the service breaks more than 0.01%, compensation is required.

Although reliability of cloud systems is important, it is not easy to solve this
problem, mainly because: (1) Large scale. A typical data center involves more
than 100,000 servers and 10,000 switches, more nodes usually mean higher prob-
ability of failure; (2) Complex application structure. Web search, e-commerce and
other typical cloud programs have complex interactive behaviors. For example,
an Amazon page request involves interactions with hundreds of components [16],
error occurs in any one component will lead to anomalies of applications; (3)
Diverse causes. Resource competition, resource bottlenecks, misconfiguration,
defects of softwares, hardware failures and external attacks can cause anoma-
lies or failures of cloud systems. Cloud systems are more prone to performance
anomalies than traditional platforms [17].

In this paper, we focus on the reliability issue of container-based cloud. We
first propose a fault injection framework for container-based cloud systems. We
build a docker container environment installed with TensorFlow deep learning
framework, and develop four typical attack programs, i.e., CPU attack, Memory
attack, Disk attack and DDOS attack. Then, we observe fault behaviors and
interferences phenomenon by injecting attack programs to the containers running
artificial intelligence (AI) applications (CNN, RNN, BRNN and DRNN). We
also design fault detection models based on quantile regression method to detect
potential faults in containers.

Our main contributions are:

– We develop a fault injection tool as well as four typical attack programs for
container-based cloud systems. The fault programs include CPU attack, mem-
ory attack, disk attack and network attack. The purpose of fault injection is
to simulate abnormal behavior of containers.

– We investigate the fault behaviors and interferences between multiple con-
tainers. We focus on four mainstream AI applications: Convolutional Neural
Network (CNN), Recurrent Neural Network (RNN), Bidirectional Recurrent
Neural Network (BRN) and Dynamic Recurrent Neural Network (DRNN).

– We design fault detection models for container-based cloud systems. The mod-
els are based on the quantile regression method. Part of the experimental data
is used for training the models. Experimental results show that the proposed
fault detection models can effectively detect the injected faults with more
than 60% Precision, more than 90% Recall and nearly 100% Accuracy.

2 Fault Injection Framework

2.1 Fault Injection Framework

AI Applications in Target Systems. Our fault injection framework is mainly
designed for container-based cloud systems (see Fig. 1), but it would be easily
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Fig. 1. Fault injection framework.

extended to other environments. We use docker to set up a target testing system
and create several containers. The applications running in containers are the
up-to-date AI applications based on tensorflow framework. We mainly focus on
four types of typical AI applications:

– Convolutional Neural Network (CNN): is a class of deep, feed-forward arti-
ficial neural network that have been applied to analyzing visual imagery.
Convolutional networks were inspired by biological processes in which the
connectivity pattern between neurons is inspired by the organization of the
animal visual cortex. They have applications in image and video recognition,
recommender systems and natural language processing.

– Recurrent Neural Network (RNN): is a class of artificial neural network where
connections between units form a directed cycle. This allows it to exhibit
dynamic temporal behavior. Unlike feedforward neural networks, RNNs can
use their internal memory to process arbitrary sequences of inputs. This makes
them applicable to tasks such as unsegmented, connected handwriting recog-
nition or speech recognition.

– Bidirectional Recurrent Neural Network (BRNN): is introduced to increase
the amount of input information available to the network. BRNNs do not
require their input data to be fixed. Moreover, their future input information
is reachable from the current state. The basic idea of BRNNs is to connect
two hidden layers of opposite directions to the same output. By this structure,
the output layer can get information from past and future states.

– Dynamic Recurent Neural Network (DRNN): contains architecturally both
a huge number of feedforward and feedback synaptic connections between
the neural units involved in the network and is mathematically a complex
dynamic system described by a set of parameterized nonlinear differential or
difference equations. The DRNNs have been proven to be capable of process-
ing the time-varing spatio-temporal information represented by state space
trajectories.
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Attack Repository. In order to assess fault behaviors and interferences of
container-based cloud systems from different dimensions, we develop four types
of attack programs. Specifically, we use C language to develop the CPU, Memory,
Disk and Network attack programs.

– CPU attack program: keeps CPU doing a lot of calculations and consuming a
majority of CPU resources, which is used to simulate a competition scenario
of CPU resources with other neighbor containers.

– Memory attack program: continuously allocates and consumes memory
resources, which is used to simulate a competition scenario of memory
resources with other neighbor containers.

– DiskIO attack program: uses IOzone benchmark to continuously read and
write disk to consume almost all the disk bandwidth resources, which is used
to simulate a competition scenario of disk bandwidth resources with other
neighbor containers.

– Network attack program: uses third party DDOS clients to initiate a lot of
invalid connections to the server, consuming all possible network bandwidth
resources, which is used to simulate a competition scenario of network band-
width resources with other neighbor containers.

Fault Injection Controller. Fault injection controller is responsible for trig-
gering, injecting and activating attack programs. In most cases, the attack pro-
grams are not executing immediately, they would be triggered by user-defined
conditions, such as the start time of execution. All the attack programs are
selected from the attack repository, then been configured by users, and finally
be injected to the target location, such as container, host, etc. The control-
ling parameters include attack type, injection location, injection strategy, attack
duration and other parameters.

Monitor. Monitor is responsible for monitoring and collecting information of
target systems. It is also responsible for checking if the attack program is acti-
vated, and how it affects the system. The detail monitored information includes
fault feedback data, container status information and performance data of appli-
cations running in containers, etc.

2.2 DDOS Injection Method

Figure 2 shows the DDoS attack method in containers. We installed Apache
Tomcat in the containers in host A, which provides web service through port
8080. Host B can access Tomcat service through port 8000 in host A, where port
8000 is mapped to the port 8080 in the container.

We use torshammer tool [18] to simulate the DDoS attack. Torshammer is a
slow-rate DDoS attack tool that is efficient and very disruptive on most apache
servers. Similar to regular volumetric DDoS attacks, slow-rate DDoS attacks
exhaust web server resources by generating a large amount of connections as



Fault Injection and Detection for AI Applications in Container-Based Clouds 117

Fig. 2. The DDoS attack injection method.

long as possible. More technically, it uses the classic form of slow POST attack,
generating HTTP POST requests and connections that will hold for around
1000–30000 s. Instead of leveraging huge attack bandwidth or large amounts of
HTTP requests per second, slow-rate DDoS attacks simply exploit the maximum
current connection time that apache servers can handle. We control the attack
traffic through adjusting the attack threads. We use dstat tool [19] to collect the
send and receive traffic.

3 Fault Behavior Analysis

In this section, we investigate fault behaviors and interferences by injecting dif-
ferent types of attacks in containers. We compared the performance of four
up-to-date AI applications (CNN, RNN, BRNN and DRNN) before and after
injecting those attacks.

Fig. 3. Fault interference of four AI applications running in containers after injecting
CPU attack.

3.1 Fault Interference Analysis

Figures 3, 4 and 5 show the fault interference of AI applications after inject-
ing CPU, memory and disk attacks. It is very obvious that the performance
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Fig. 4. Fault interference of four AI applications running in containers after injecting
memory attack.

Fig. 5. Fault interference of four AI applications running in containers after injecting
disk attack.

of AI applications is affected by varying degrees. For CPU attack, the run-
ning time of CNN, RNN, BRNN and DRNN is extended by 65.49%, 66.67%,
79.10%, and 44.89% respectively as compared with normal execution time. For
memory attack, the running time is extended by 123.17%, 216.52%, 223.16%,
and 93.31% respectively. For disk attack, the running time of is extended by
360.66%, 549.01%, 1045.43%, and 399.09% respectively.

From the experimental results, we observe: (i) From the application perspec-
tive, all the four AI applications are very sensitive to the attacks. The BRNN
application is the most sensitive to the attacks while DRNN is least sensitive to
the attacks. It is because BRNNs connects two hidden layers of opposite direc-
tions to the same output, which needs more resources to process the workloads.
(ii) From the attack perspective, both memory and disk attack cause very serious
degradation on application performance. Disk attacks causes most serious inter-
ference. It is because the applications are running on the distributed container
cluster and need frequent data transfer, exchange, read and write. If disk band-
width or memory space runs out, performance of applications would be certainly
affected. (iii) From the container perspective, the fault isolation of containers is
still not enough, which is although much better than traditional hypervisors like
Xen or KVM. The CPU isolation is the best, memory isolation the second, and
the disk isolation is the worst.

3.2 DDOS Attack Behavior Analysis

We further study DDoS attack behaviors in containers. DDoS attack is one of
the most common network attacks in today’s cloud systems. Figure 6 shows the
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Fig. 6. Fault behavior of Tomcat web service after injecting DDoS attack in containers.

fault behaviors when triggering DDoS attack under different configurations of
attack threads. We inject the DDoS attack at the 63th time points.

From the figure, we observe: (i) when the thread is set to 1, it didn’t cause
obvious changes on both send and receive traffic, indicating that the attack is
similar or equivalent to an access to the server from a normal user. When the
attack thread is set to 256, both the send and receive traffic suddenly increase
to a very high degree, about more than 30 times higher than the original normal
traffics. By doing so, the web server denies service for other normal users. (ii)
According to the normal traffic analysis, we find even the normal traffic shows
very fluctuating phenomenon, making it very challenging to accurately detect
potential faults.

4 Fault Detection Models

In this section, we design several fault detection models based on the quan-
tile regression method. Quantile regression is an optimization-based statistical
method to model effects of factors on arbitrary quantiles, which has recently
been successfully used for performance study in computer experiments [20]. We
use this theory for anomaly detection. It is an extension of traditional regres-
sion method. The main difference is traditional regression builds a model on
the mean of response variable, while quantile regression constructs one on any
given quantile (having probabilistic sense), such as the median or the 99th per-
centile. Quantile regression has been successfully applied in various areas, such
as ecology, healthcare and financial economics.

4.1 Metrics

The main objective of the fault detection method is to maximize the Precision
and Recall of the proposed detection technique. The four common performance
parameters for these objectives are True Positive (TP), True Negative (TN),
False Positive (FP) and False Negative (FN) which are defined as follows:

True Positive (TP): This occurs when the detection model raises true alerts
on a detected anomaly traffic.

True Negative (TN): This occurs when there is no anomaly activity taking
place in the system, and the detection model is thus not raising any alarm.
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False Positive (FP): This occurs when the detection model erroneously raises
a false alarm over a legitimate activity in the system.

False Negative (FN): This occurs when the detection model fails to detect an
anomaly activity taking place in the system.

To better understand the relationship between these four metrics, we give an
intuitive judgment matrix in Table 1. We further define the metrics of Precision,
Recall and Accuracy to quantify the detection efficiency.

Table 1. Confusion matrix for TP, TN, FP and FN.

Real fault Real not anomaly

Detected fault True Positive False Positive

Detected not anomaly False Negative True Negative

Precision is used to indicate the proportion of correct predictions, which
represents the correctness of the prediction:

Precision =
TP

TP + FP
(1)

Recall represents the percentage of actual failures that the model predicts
in all occurrences of the environment, which represents the accuracy of the pre-
diction:

Recall =
TP

TP + FN
(2)

Accuracy indicates that the predicted model correctly determines the per-
centage of events in the total event:

Accuracy =
TP + TN

TP + FP + FN + TN
(3)

4.2 Detection Models for CPU, Memory and Disk Attacks

Figure 7 shows the fault detection results for the four AI applications (CNN,
RNN, BRNN and DRNN) running on TensorFlow framework in containers. We
set tau value of 0.1 as lower boundary for the fitting model, and tau value of
0.9 as the upper boundary of the fitting model. All the points in the interval
are considered normal traffic, the remaining points are considered as abnormal
traffic. In the figure, sequence 5, 10, and 15 are the points where the faults
(CPU, memory and disk fault) are injected. From our quantile regression based
detection model, we find these points are not within interval of upper and lower
boundaries of the fitting model, so this method can detect the injected faults.
Tables 2, 3, 4 and 5 show the four basis detection metrics TP, FP, FN, and TN,
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Fig. 7. Fault detection result for four AI applications: CNN, RNN, BRNN and DRNN.

Table 2. TP, TN, FP and FN for CNN.

Real fault Real not anomaly

Detected fault 3 (TP) 2 (FP)

Detected not anomaly 0 (FN) 18 (TN)

Table 3. TP, TN, FP and FN for RNN.

Real fault Real not anomaly

Detected fault 3 (TP) 2 (FP)

Detected not anomaly 0 (FN) 18 (TN)

Table 4. TP, TN, FP and FN for BRNN.

Real fault Real not anomaly

Detected fault 3 (TP) 1 (FP)

Detected not anomaly 0 (FN) 19 (TN)

Table 5. TP, TN, FP and FN for DRNN.

Real fault Real not anomaly

Detected fault 3 (TP) 1 (FP)

Detected not anomaly 0 (FN) 19 (TN)
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Table 6. The Precision, Recall and Accuracy of the detection models for different AI
applications.

Precision Recall Accuracy

CNN application 60% 100% 91.30%

RNN application 60% 100% 91.30%

BRNN application 75% 100% 95.65%

DRNN application 75% 100% 95.65%

based on which, we calculate the Precision, Recall and Accuracy of the detection
models in Table 6.

From the above experimental results, it can be seen that the fault detection
method based on the quantile regression can effectively detect the potential
faults. For CNN and RNN fault detection model, the Precision is 60%, Recall is
100%, and Accuracy is 91.30%. For BRNN and DRNN fault detection model, the
Precision is 75%, Recall is 100%, and Accuracy is 95.65%. We find the Precision
is relatively low, it is because the number of fault points in the experiment is
very small (3 points) which affects the detection Precision. But if we look at the
Accuracy, it is nearly 100% because the number of sampling data is relatively
large (23 points). We plan to increase the testing scale in the next step of our
work.

4.3 Detection Models for DDoS Attack

DDOS fault injection detection model needs two sets of data, namely, the receive
traffic and send traffic of the Apache web server. In the experiment, we uses dstat
tool to collect traffic information. Traffic data is a typical time series type of data,
making it ideal for processing using time series models. In the experiment, the
quantile regression method is used to process the traffic data in the time series.
We totally calculate three groups of fitting values, named fit1, fit2 and fit3, the
tau value in each set is set as 0.1, 0.5 and 0.8 respectively. The tau value of
0.1 indicates the lower boundary of the receive or send traffic, tau value of 0.5
indicates the average value of the receive or send traffic, and the tau value of 0.8
indicates the upper boundary of the receive or send traffic. Based on the trained
model, we can detect potential DDoS attacks.

Figure 8(a) and (b) shows detection result for both receive and send traffic
of Apache Tomcat server under DDoS attacks. In the figure, we inject DDoS
attack at point 10, 20, 30, 40, 50, 60, 70, 80, and 90. All the traffic point inside
this range is determined as the normal traffic, while the traffic points outside the
range means potential DDOS attack. From the figure, we find the traffic points
with attacks are obviously outside the confidential interval of the fitting model,
which means the fitting model fits the normal traffic data well and can be used
to accurately detect potential DDOS attacks.
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Fig. 8. Fault detection result for DDoS attacks.

Table 7. TP, TN, FP and FN for the recv traffic.

Real fault Real not anomaly

Detected fault 9 (TP) 0 (FP)

Detected not anomaly 0 (FN) 85 (TN)

Table 8. TP, TN, FP and FN for the send traffic.

Real fault Real not anomaly

Detected fault 9 (TP) 1 (FP)

Detected not anomaly 0 (FN) 84 (TN)

Table 9. The Precision, Recall and Accuracy of the detection model for DDoS recv
traffic and send traffic.

Precision Recall Accuracy

Receive traffic 100% 100% 100%

Send application 90% 100% 98.94%

Table 9 shows precision, recall and accuracy results of the detection model
for DDoS recv traffic and send traffic, which is based on the results of TP, TN,
FP and FN as shown in Tables 7 and 8. For the receive traffic detection model,
the Precision is 100%, Recall is 100% and Accuracy is also 100%. For the send
traffic detection model, the Precision is 90%, Recall is 100% and Accuracy is
98.94%, indicating our test models perform very well.

5 Related Work

Recently, there is an increasing interest in the performance and reliability issues
of containers.

Performance. Felter et al. [3] explored the performance of traditional vir-
tual machine (VM) deployments, and compared them with the use of Linux
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containers. They used KVM as a representative hypervisor and Docker as a
container manager. The results showed that containers result in equal or better
performance than VMs in most cases. Both VMs and containers require tun-
ing to support I/O intensive applications. Ruan et al. [21] conducted a series of
experiments to measure performance differences between application containers
and system containers and find system containers are more suitable to sustain
I/O-bound workload than application containers. Ye and Ji [13] proposed a per-
formance model to predict the application performance running in containers.
Higgins et al. [12] evaluated the suitability of Docker containers as a runtime
for high performance parallel execution. Their findings suggest that containers
can be used to tailor the run time environment for an MPI application without
compromising performance. Yu et al. [14] designed a flexible container-based
tuning system (FlexTuner) allowing users to create a farm of lightweight virtual
machines (containers) on host machines. They mainly focus on the impact of
network topology and routing algorithm on the communication performance of
big data applications. Harter et al. [11] proposed Slacker, a new Docker storage
driver optimized for fast container startup. Docker workers quickly provision
container storage using backend clones and minimize startup latency by lazily
fetching container data.

Reliability. Duffield et al. [22] proposed a rule-based anomaly detection on the
IP network which correlates the packet and flow level information. Cherkasova
et al. [23] presented an integrated framework of using regression based transac-
tion models and application performance signatures to detect anomalous appli-
cation behavior. Sharma et al. [24] used the Auto-Regressive models and a time-
invariant relationships based approach to detect the fault. Pannu et al. [25] pre-
sented an adaptive anomaly detection framework that can self adapt by learning
from observed anomalies at runtime. Tan et al. presented two anomaly prediction
systems PREPARE [26] and ALERT [27] that integrate online anomaly predic-
tion, learning-based cause inference, and predictive prevention actuation to min-
imize the performance anomaly penalty without human intervention. They also
investigated the anomalous behavior of three datasets [28]. Bronevetsky et al. [29]
designed a novel technique that combine classification algorithms with informa-
tion on the abnormality of application behavior to improve detection. Gu et al.
[30] developed an attack detection system LEAPS based on supervised statistical
learning to classify benign and malicious system events. Besides, Fu and Xu [31]
implemented a failure prediction framework PREdictor that explores correla-
tions among failures and forecasts the time-between-failure of future instances.
Nguyen et al. [32] presented a black-box online fault localization system called
FChain that can pinpoint faulty components immediately after a performance
anomaly is detected. Most recently, Arnautov et al. [33] described SCONE, a
secure container mechanism for Docker that uses the SGX trusted execution
support of Intel CPUs to protect container processes from outside attacks.

In comparison, we study fault behaviors and interferences of artificial intelli-
gence applications on Docker containers. We also propose fault detection mod-
els based on quantile regression method to accurately detection the faults in
containers.
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6 Conclusion

In this paper, we studied the reliability issue of container-based cloud. We first
proposed a fault injection framework for container-based cloud systems. We built
a docker container environment installed with TensorFlow deep learning frame-
work, and developed four typical attack programs, i.e., CPU attack, Memory
attack, Disk attack and DDOS attack. Then, we injected the attack programs
to the containers running typical artificial intelligence applications (CNN, RNN,
BRNN and DRNN), to observe the fault behavior and interference phenomenon.
After that, we designed different fault detection models based on quantile regres-
sion method to detect potential faults in containers. Experimental results show
that the proposed fault detection models can effectively detect the injected faults
with more than 60% Precision, more than 90% Recall and nearly 100% Accuracy.
Note that, in this paper we verified that quantile regression based fault detection
model can efficiently detect potential faults, but the experimental scale is still
very small. In the future, we plan to expand the experimental scale and continue
to test our approach in more complex environments.
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Abstract. Docker is a mature containerization technique used to perform
operating system level virtualization. One open issue in the cloud environment
is how to properly choose a virtual machine (VM) to initialize its instance, i.e.,
container, which is similar to the conventional problem of VM placement
towards physical machines (PMs). Current studies mainly focus on container
placement and VM placement independently, but rarely take into consideration
of the two placements’ systematic collaboration. However, we view it as a main
reason for scattered distribution of containers in a data center, which finally
results in worse physical resource utilization. In this paper, we propose a defi-
nition named “Container-VM-PM” architecture and propose a novel container
placement strategy by simultaneously taking into account the three involved
entities. Furthermore, we model a fitness function for the selection of VM and
PM. Simulation experiments show that our method is superior to the existing
strategy with regarding to the physical resource utilization.

Keywords: Docker container � Virtual machine � Resource fragment
Three-tier architecture

1 Introduction

Currently, studies in cloud computing mainly focus on the placement of container to
Virtual Machine (VM) and the placement of VM to Physical Machine (PM) [1–3],
which we denote as “Container-VM” architecture and “VM-PM” architecture
respectively, shown in Fig. 1(a) and (b). They only consider the resource relation
between two objects, so we call these architectures as two-tier architecture. Techni-
cally, when a new Docker container is created, the Swarm master will choose a node to
host it, which has the highest ranking under a given strategy [4, 5]. Provided that the
node is a VM, the decision making mechanism only concerns the resource relationship
between the Docker container and VM. Moreover, when a new VM needs to be
created, the OpenStack nova filter scheduler selects correspond PMs according to a
given weighting functions [6, 7]. The new VM placement decision making thus only
concerns the resource relationship between the new VM and PMs, which ignores the
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resource request from the real workload, i.e. Docker container. In short, Swarm master
and OpenStack nova just like two separate divisions and there is no uniform operation,
currently. In other words, both Container-VM architecture and VM-PM architecture
are autonomous working; they do not systematically considering the resource rela-
tionships between container, VM and PM as a whole. For convenience, we name this
combination of the two autonomous working two-tier architectures as double two-tier
“Container-VM add VM-PM” (CV_VP) architecture, shown in Fig. 1(c).

In fact, current studies in this field rarely consider the potential influence caused by
physical servers. When placing new containers, it needs to choose suitable VMs to host
them. If the selection algorithm only considers the “Container-VM” architecture, it is
easy to cause containers in a scattered distribution situation. As showed in Fig. 2, the
small circles with different sizes in a queue represent the New coming Docker containers,
the small circle with white color and a dotted line represents the New Docker container
which is under the placement decision making process, the dotted lines with arrows
indicates that they are feasible to place. The new Docker container placed in VM1, VM2
or VM4 can make full use of their resource; the placement makes the same impacts to the
three VMs, but different impacts in physical resource utilization to the Swarm system. If
the newDocker container is no placed in VM1, then VM1 is no-load and can be cancel or
remove from PM1, therefore PM1 is no-load and can be shut down or turn into sleep
model. In fact, the selection algorithm which only considers the “Container-VM”
architecture cannot ensure no to choose VM1 as the target VM. As a result, this may lead
to use more active PMs for the placement and worse resource utilization.

c. CV_VPb. VM-PMa. Container-VM

1 2 3

VM1 VM2

PM 1 PM 2

Scheduler 1Scheduler

1 2 3

VM1 VM2

Scheduler

PM 1 PM 2

VM1 VM2

Scheduler 2

Fig. 1. Three different types of architecture.
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Fig. 2. An example of Docker container placement.
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To solve this problem, the resource relationships between container, VM and PM
should be systematically considered as a whole, we denote their collaborative operating
architecture as a three-tier “Container-VM-PM” (CVP) architecture, shown in Fig. 3.

However, current studies rarely consider the three as a whole, there is very little
literature about this concept. Tchana et al. [8] proposed the implementation of the
software consolidation based on the assumption that Docker is used for software iso-
lation and the same VM be shared between several soft applications. The authors want
to extend analysis of best coordinate software consolidation on VMs with VM con-
solidation on physical machines in their future work. Their idea involves CVP archi-
tecture which coincides with ours, although it is their future work. Still, it inspires us. In
this paper, we try to solve the new Docker container placement problem under the CVP
architecture, taking the minimum active PMs as the first goal and maximum resource
utilization as the second goal.

Due to the collaborative operations, the placement algorithm towards new Docker
containers is more complicated under the CVP architecture, which raises three
challenges:

– Which PM should be chosen?
– Which VM should be chosen?
– How to coordinate the placement of Docker containers to VMs, considering the

placement of VMs to PMs simultaneously.

We propose a container placement strategy under CVP architecture and make a
fitness model to select the optimal VMs and PMs. We also leverage the Best-fit
algorithm to search the optimal mapping. Finally, we derive the mapping relationship
between container, VM and PM. To the best of our knowledge, this work is the first
that systematically considers the resource relationships between container, VM and PM
and coordinates the placement of Docker containers to VMs with the placement of
VMs to PMs simultaneously.

Our main contributions are as follows:

(1) We focus on the Docker container placement problem in order to improve the
physical resource utilization.

(2) We systematically consider the resource relationships between container, VM and
PM as a whole and extend the study from two-tier architecture to a three-tier
“Container-VM-PM” architecture.

1 2 3

VM1 VM2

PM 1 PM 2

Scheduler

Fig. 3. The CVP architecture.
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(3) We propose a Docker container placement strategy under the three-tier
“Container-VM-PM” architecture and establish a VM and PM selection model.

The rest of this paper is organized as follows. Related works and some important
definitions are reviewed in Sect. 2. In Sect. 3, we describe the key problem and our
proposed method. Furthermore, we propose an evaluation formula for the placement
performance comparison. Experiments and results are showed in Sect. 4. Conclude and
future work in Sect. 5.

2 Background

In this section, we introduce the concept of Docker container and Virtual Machine.
More concretely, we first compare the pros and cons of the two techniques and review
their related research in the literature. Then, we introduce the definitions of resource
utilization and resource fragmentation. Last, we introduce the Best-fit algorithm that
will adopt.

2.1 Docker Container and Virtual Machine

Docker [9], an open sourced project, provides a lightweight virtualization mechanism
at system level and automates a faster deployment of Linux applications by extending a
common container format called Linux Containers (LXC) [10]. It can be deployed on
VMs or “bare metal” physical servers. In most cases, a container can be created and
destroyed in almost real-time and introduces negligible performance overhead towards
CPU and memory [11]. It thus is suitable to quickly build and restructure application
services. Compared with VMs, containers have advantages of fast deployment and
migration, but they also suffer from weak isolation and security. Therefore, many cloud
service providers take a compromise solution by combining the two techniques, i.e.,
they place containers in VMs. As cloud business services thrive in recent years, the
requirement for efficiently placing containers while maximizing resource utilization has
attracted a wide range of attention [12].

VMs are widely used in cloud computing. Various kinds of service models are
offered by Cloud computing service, there are three kinds of service models that have
been popular accepted: Infrastructure as a Service (IaaS), Platform as a Service (PaaS)
and Software as a Service (SaaS) [13]. Many enterprises use their cloud platforms to
make VMs available to the end user and even run services inside VMs. One of
extensively used open source cloud platform is OpenStack. Nova is an important
compute component of OpenStack. OpenStack Nova is responsible for provisioning
and management of VMs [14]. The detail information about its scheduling strategy is
referring to [15, 16].

Many Platform providers built their PaaS and SaaS on IaaS, and run all the
workload inside VMs. Swarm plays an important role in PaaS and SaaS, which is used
to manage the Docker cluster. Scheduling strategy on Swarm can be introduced from
[17, 18] in detail.
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2.2 Resource Utilization

Both the Container placement problem under Container-VM architecture and the VM
placement problem under VM-PM architecture can be described as a bin packing
problem. For this reason, we can transform the Container-VM architecture as Fig. 4(a),
and the VM-PM architecture could be showed as Fig. 4(b).

As shown in the Fig. 4(a), the real workloads are Container 1 and Container 2.
Although the VM requests for cvm CPU and mvm Memory resources, but the effective
resources utilization are (cc1 + cc2) CPU and (mc1 + mc2) Memory. As shown in the
Fig. 4(b), it only concerned about the resources of VM and ignores the container layer.
The physical resource utilization is calculated by summing resources occupied by the
VMs hosted by the PM.

The CVP architecture can be transformed as Fig. 4(c). It systematically considers
the resource relationships between container, VM and PM as a whole. Because of the
real workloads are containers, the effective resources utilization are calculated by the
resources of containers. As a result, the physical resource utilization is calculated by
summing resources occupied by the containers run in the PM. As the resource infor-
mation of the three layers is clear, it can help to place new Docker containers more
effectively.

2.3 Resource Fragmentation

Different containers need to occupy different dimensions of resources. A node can host
a container when it meets the container’s resources requirement in every dimension.
After new container placement, the unused resources are called Resource Fragmenta-
tion [17, 19].

If the resource fragmentations are too small, it may unable to accept more new
objects’ placement. So, the size of resource fragmentations is the bigger the better in
the case of using same amount of active PMs.
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2.4 Best-Fit Algorithm

Best-fit algorithm is a fast allocation algorithm and it is commonly used in solving the
bin packing problem. For an upon arrival item, Best-fit algorithm chooses a fullest bin,
in which it fits from a list of current bins to host the item; in case this process fails, a
new bin for the item will be opened [20]. As a result, when Best-fit algorithm is used in
the placement of Docker container to VM, we treat Docker containers as the items and
treat VMs as bins. Similarly, when Best-fit algorithm is used in the placement of VM to
PM, we treat VMs as the items and treat PMs as bins. Furthermore, resource frag-
mentation is used to evaluate the bin in order to judge if it is the fullest one or not.

3 Methods and Problem Formulation

The key in the new Docker container placement problem is how to choose the suitable
VM and PM. In this section, we will give a new Docker container placement strategy
referring to the placement strategies in [8, 9]. As it’s different in the view point of
resource relations between CV_VP and CVP architecture, the VM and PM selection
strategies are different too. We thus model the VM and PM selection fitness function
for CV_VP and CVP architecture respectively. Furthermore, we propose an evaluation
formula for the placement performance comparison.

To simplicity and clarity, we make the following assumptions:

(1) Each Docker container should be hosted by one VM, and several Docker con-
tainers can be placed in a same VM.

(2) All PMs have the same configuration.
(3) Only focus on two-dimension resources, they are CPU and Memory.

Considering taking the minimum active PMs as the first goal and maximum
resource utilization as the second goal, we propose a placement strategy for the new
Docker container and the VM and PM selection strategy for the two architectures,
respectively. The notations used in this paper are described in Table 1.

3.1 The Placement Strategy Under CV_VP Architecture

When dealing with a new Docker container, the Docker container should be placed in
the current existing VMs preferentially. There are two situations that need to be
considered.

(1) If there does not exists any VM that can host the new Docker container, the
smallest VM which can host the new Docker container should be selected from
the VM provision set as the new VM. This new VM is the target VM. Certainly
we need to choose a suitable PM to host the new VM. There are two possible
scenarios.
One scenario: Suppose that there are m active PMs which can host the new VM,
where m[ 0. Because of the CV_VP architecture, the PM selection is only
depending on the new VM’s resource requests. For each PM in the m active PMs
Set, we take the sum of its CPU and memory resources utilization after the new
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VM placement as its fitness. So, the fitness function PAfitðjÞ for the j active PM
can be defined as:

PAfitðjÞ ¼ cpuVusedj þ cpuvmnew
cpupmj

� aþ memVused
j þmemvm

new

mempm
j

� b; ð1Þ

where, j ¼ 1; � � � ;m, a and b are two constants, represent the two parts’ weights of
the formula. At last, the PM which has the max fitness will be chosen to host the
new VM. This PM will be the target PM.
The other scenario: Suppose that there does not exist any active PM that can host
the new VM, then an idle PM should be start. The new active PM will be the
target PM.

(2) If there exists n VMs that can host the new Docker, where n[ 0. Because of the
CV_VP architecture, the VM selection is only depending on the new Docker’s
resource requests. For each VM in the n exist VMs Set, we take the sum of its
CPU and memory resources utilization after the new Docker container placement
as its fitness. So, the fitness function VAfitðiÞ for the VM i can be defined as:

VAfitðiÞ ¼ cpuDusedi þ cpuDockernew

cpuvmi
� aþ memDused

i þmemDocker
new

memvm
i

� b; ð2Þ

where, i ¼ 1; � � � ; n. At last, the VM which has the max value of VAfit will be
chosen to host the new Docker container. This VM will be the target VM, and the
PM which hosts this VM will be the target PM.

Table 1. Notations.

Symbol Description

cpuVusedj The sum of the VMs’ CPU resource in the jth active PM

memVused
j The sum of the VMs’ Memory resource in the jth active PM

cpupmj The total CPU resource of the jth active PM

mempm
j The total Memory resource of the jth active PM

cpuDusedi The sum of the Docker containers’ CPU resource in the ith VM

memDused
i The sum of the Docker containers’ Memory resource in the ith VM

cpuvmi The total CPU resource of the ith VM
memvm

i The total Memory resource of the ith VM

cpuDockernew The CPU resource that the new Docker container request for

memDocker
new The Memory resource that the new Docker container request for

cpuDusedj The sum of the Docker containers’ CPU resource in the jth active PM

memDused
j The sum of the Docker containers’ Memory resource in the jth active PM

Nactive
PM The number of active PM

cpuremainj The remain CPU resources of the jth active PM

memremain
j The remain Memory resources of the jth active PM
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3.2 The Placement Strategy Under CVP Architecture

There are two situations that need to be considered too, but some parts of the calcu-
lation are different from CV_VP architecture.

(1) If there does not exists any VM that can host the new Docker, the smallest VM
which can host the new Docker should be selected from the VM provision set as
the new VM. This new VM is the target VM. Certainly we need to choose a
suitable PM to host the new VM. There are two possible scenarios.
One scenario: Suppose there are m active PMs which can host the new VM,
where m[ 0. We define the fitness function PBfitðjÞ for the j active PM as:

PBfitðjÞ ¼ cpuDusedj þ cpuDockernew

cpupmj
� aþ memDused

j þmemDocker
new

mempm
j

� b; ð3Þ

where, j ¼ 1; � � � ;m. At last, the PM which has the max value of PBfit will be
chosen to host the new Docker container. This PM will be the target PM.
The other scenario: Suppose there does not exist any active PM that can host the
new VM, then an idle PM should be start. The new active PM will be the target
PM.

(2) If there exists n VMs that can host the new Docker, where n[ 0. The VM
selection is not only depending on the new Docker’s resource requests but also
depending on the real resource utilizations because of the CVP architecture. The
placement of a new container should better improve the resource utilization of the
target PM and the target VM. So, the fitness function VBfitðiÞ for the VM i can be
defined as:

VBfitðiÞ ¼ cpuusedi þ cpuDockernew

cpuvmi
� aþ memused

i þmemDocker
new

memvm
i

� bþPBfitðkÞ � dik;

ð4Þ

i ¼ 1; � � � ; n; dik ¼ 1; if PM k hosts VM i
0; the other

�
;

where, the first part and the second part of the fitness function are used to
represent the new Docker container placement impact on VM resources
utilization, the third part represent the impact on PM resources utilization. At
last, the VM which has the max value of VBfit will be chosen to host the new
Docker container. This VM will be the target VM, and the PM which hosts this
VM will be the target PM.

3.3 Evaluation Model

Because of the requested resource by a VM is not fully utilized in most situations, it is
more accurate to calculate the real resource utilization by the real workloads’ resource
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requests. The real workloads are Docker containers, so the evaluation formula Escore
can be given as follows:

Escore ¼ aE � Nactive
PM þ bE �

X
j

cpuremainj � memremain
j

� �
; ð5Þ

cpuremainj ¼ cpuPMj � cpuDusedj ; ð6Þ

memremain
j ¼ memPM

j � memDused
j ; ð7Þ

where, aE and bE are two constants, represent the two parts’ weights of Escore.
aE [ 0[ bE and aE [ [ bEj j. The first part of Escore is to make sure that taking the
least active PMs as the first goal, and the second part is used to distinguish the size of
resource fragmentations when using the same amount of active PMs. The evaluation
score is the small the better.

4 Experiments and Results

In this section, a method is introduced to generate Docker container Synthetic Instances
and 16 types of VM instance from Amazon EC2 are constituted as our VM provision
set. The experiment simulates to deal with 9 batches of new Docker containers’
placement consecutively. Finally we evaluate the physical resource utilization between
CV_VP and CVP architecture after the new Docker container placement.

4.1 Docker Container Synthetic Dataset

A method is introduced to generate Docker container Synthetic Instances from [21, 22]
into this paper. The method is showed in Algorithm 1.

where, randðaÞ will return a random number in the range 0; a½ Þ; ucpu and umem are
represent the reference CPU and Memory utilization respectively. The probability
P can be used to control the correlation of CPU and Memory utilizations.
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4.2 VM Dataset

As outlined in Table 2, 16 types of VM instance from Amazon EC2 are imported as
our VM provision set.

4.3 Parameter Setting

In this paper, our parameters are outlined in Table 3.

4.4 Experimental Comparison

After dealing with 9 batches of new Docker container placement consecutively, we
evaluate the physical resource utilization between CV_VP and CVP architecture. The
results are showed as Table 4 and Fig. 5.

As shown in Table 4, after the placement of first batch of containers, the total
number of Docker container is 787. It uses 292 active PMs and its evaluation score is
28727.866 under CV_VP architecture, however it uses only 244 active PMs that is

Table 2. VM instance types from Amazon EC2.

VM instance type vCPU Memory (GiB)

t2.micro 1 1
t2.small 1 2
t2.medium 2 4
t2.large 2 8
m3.medium 1 3.75
m3.large 2 7.5
c4.large 4 7.5
r4.xlarge 4 30.5
r4.2xlarge 8 61
r4.4xlarge 16 122
r4.8xlarge 32 244
m4.4xlarge 16 64
m4.10xlarge 40 160
g2.8xlarge 32 60
g3.4xlarge 16 122
d2.8xlarge 36 244

Table 3. The related parameter values.
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0.8536 times of CV_VP and its evaluation score is 24283.9 under CVP architecture
that is 0.8453 times of CV_VP. After the placement of nine batches of Docker con-
tainers, the total number of Docker container is 225627. It uses 80223 active PMs and
its evaluation score is 7906899 under CV_VP architecture, however it uses only 66103
active PMs that is 0.8240 times of CV_VP and its evaluation score is 6593462.821
under CVP architecture that is 0.8399 times of CV_VP. The experimental results show
that the placement under CVP architecture uses less active PMs and get a better
evaluation score than the placement under CV_VP architecture. New Docker container
placement is more effective in physical resource utilization under CVP architecture.

Table 4. Comparison of the placement under CV_VP and CVP architecture.

No. Docker
containers

CV_VP CVP The ratio of CVP to
CV_VP

Active Pms Escore Active Pms Escore Active Pms Escore

1 787 292 28727.866 244 24283.900 0.8356 0.8453
2 1019 377 37094.847 311 30978.971 0.8249 0.8351
3 2297 827 81556.531 707 70406.169 0.8549 0.8633
4 5014 1819 179197.533 1493 148878.131 0.8208 0.8308
5 10129 3613 356197.028 3011 300239.999 0.8334 0.8429
6 12569 4485 356197.028 3704 369394.082 0.8259 0.8358
7 124984 44516 4386860.736 36563 3647070.301 0.8213 0.8314
8 149601 53116 5235826.403 43893 4377877.318 0.8264 0.8361
9 225627 80223 7906899.000 66103 6593462.821 0.8240 0.8399

Fig. 5. Escore comparison.
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5 Conclusion and Future Work

In this paper, we have extended the study from two-tier architecture to three-tier
“Container-VM-PM” (CVP) architecture. We focus on the new Docker container
placement problem under the CVP architecture, and compare it with the placement
under CV_VP architecture. The results show that the former is more effective than the
latter in physical resource utilization.

The resource utilization can be observed in a global view under CVP architecture,
so it can be more conducive to utilize the resource effectively. Based on this advantage,
we want to extend our study on Container consolidation and load balance under the
CVP architecture in our future work. We also want to test more algorithms in order to
fully show their performances under the CVP architecture.

Acknowledgement. This work is supported by National Key Research and Development
Program of China under Grant No. 2016YFB1000303, Innovative Research Group of the
National Natural Science Foundation of China (61721002), Innovation Research Team of
Ministry of Education (IRT_17R86), the National Natural Science Foundation of China
(61502379, 61532015, 61672410, 61472315, 61428206, 61532015 and 61532004), the Project
of China Knowledge Centre for Engineering Science and Technology.

References

1. Affetti, L., Bresciani, G., Guinea, S.: aDock: a cloud infrastructure experimentation
environment based on open stack and Docker. In: IEEE International Conference on Cloud
Computing (2015)

2. Kaewkasi, C., Chuenmuneewong, K.: Improvement of container scheduling for Docker
using Ant Colony Optimization. In: International Conference on Knowledge and Smart
Technology, pp. 254–259. IEEE (2017)

3. Rathor, V.S., Pateriya, R.K., Gupta, R.K.: Survey on load balancing through virtual machine
scheduling in cloud computing environment. Int. J. Cloud Comput. Serv. Sci. (IJ-CLOSER)
3(1), 37 (2014)

4. Docker Swarm Strategies. https://docs.docker.com/swarm/scheduler/strategy/
5. Docker/Awarm. https://github.com/docker/swarm/tree/master/scheduler/strategy
6. Filter Scheduler. https://docs.openstack.org/nova/latest/user/filter-scheduler.html
7. OpenStack/Nova. https://github.com/openstack/nova/tree/master/nova/scheduler
8. Tchana, A., Palma, N.D., Safieddine, I., Hagimont, D., Diot, B., Vuillerme, N.: Software

consolidation as an efficient energy and cost saving solution for a SaaS/PaaS cloud model.
In: Träff, J.L., Hunold, S., Versaci, F. (eds.) Euro-Par 2015. LNCS, vol. 9233, pp. 305–316.
Springer, Heidelberg (2015). https://doi.org/10.1007/978-3-662-48096-0_24

9. Naik, N.: Applying computational intelligence for enhancing the dependability of
multi-cloud systems using Docker swarm. In: Computational Intelligence (2017)

10. Bernstein, D.: Containers and cloud: from LXC to Docker to kubernetes. IEEE Cloud
Comput. 1(3), 81–84 (2015)

11. Felter, W., et al.: An updated performance comparison of virtual machines and Linux
containers. In: IEEE International Symposium on PERFORMANCE Analysis of Systems
and Software (2015)

Container-VM-PM Architecture 139

https://docs.docker.com/swarm/scheduler/strategy/
https://github.com/docker/swarm/tree/master/scheduler/strategy
https://docs.openstack.org/nova/latest/user/filter-scheduler.html
https://github.com/openstack/nova/tree/master/nova/scheduler
http://dx.doi.org/10.1007/978-3-662-48096-0_24


12. Mao, Y., et al.: DRAPS: dynamic and resource-aware placement scheme for docker
containers in a heterogeneous cluster. In: IEEE – International PERFORMANCE Comput-
ing and Communications Conference (2017)

13. Bhardwaj, T., Kumar, M., Sharma, S.C.: Megh: a private cloud provisioning various IaaS
and SaaS. In: Pant, M., Ray, K., Sharma, T.K., Rawat, S., Bandyopadhyay, A. (eds.) Soft
Computing: Theories and Applications. AISC, vol. 584, pp. 485–494. Springer, Singapore
(2018). https://doi.org/10.1007/978-981-10-5699-4_45

14. Datt, A., Goel, A., Gupta, S.C.: Analysis of infrastructure monitoring requirements for
OpenStack Nova. Procedia Comput. Sci. 54, 127–136 (2015)

15. Hu, B., Yu, H.: Research of scheduling strategy on OpenStack. In: International Conference
on Cloud Computing and Big Data (2014)

16. Sahasrabudhe, S., Sonawani, S.S.: Improved filter-weight algorithm for utilization-aware
resource scheduling in OpenStack. In: International Conference on Information Processing
(2016)

17. Tseng, H.W., Wu, R.Y., Chang, T.S.: An effective VM migration scheme for reducing
resource fragments in cloud data centers (2014)

18. Lu, S., Ni, M., Zhang, H.: The optimization of scheduling strategy based on the Docker
swarm cluster. Information Technology, pp. 147–155 (2016)

19. Huang, W., Li, X., Qian, Z.: An energy efficient virtual machine placement algorithm with
balanced resource utilization. In: Seventh International Conference on Innovative Mobile
and Internet Services in Ubiquitous Computing (2013)

20. Kenyon, C.: Best-fit bin-packing with random order. In: ACM-SIAM Symposium on
Discrete Algorithms (1996)

21. Gao, Y., et al.: A multi-objective ant colony system algorithm for virtual machine placement
in cloud computing. J. Comput. Syst. Sci. 79(8), 1230–1242 (2013)

22. Tian, F., et al.: Deadlock-free migration for virtual machine consolidation using Chicken
Swarm Optimization algorithm. J. Intell. Fuzzy Syst. 32, 1389–1400 (2017)

140 R. Zhang et al.

http://dx.doi.org/10.1007/978-981-10-5699-4_45


Research Track: Cloud Resource
Management



Renewable Energy Curtailment
via Incentivized Inter-datacenter

Workload Migration

Ahmed Abada(B) and Marc St-Hilaire

Department of Systems and Computer Engineering,
Carleton University, Ottawa, ON, Canada

{ahmed.abada,marc st hilaire}@carleton.ca

Abstract. Continuous Grid balancing is essential for ensuring the reli-
able operation of modern smart grids. Current smart grid systems lack
practical large-scale energy storage capabilities and therefore their sup-
ply and demand levels must always be kept equal in order to avoid system
instability and failure. Grid balancing has become more relevant in recent
years following the increasing desire to integrate more Renewable Energy
Sources (RESs) into the generation mix of modern grids. RESs produce
intermittent energy supply that can’t always be predicted accurately [1]
and necessitates that effective balancing mechanisms are put in place
to compensate for their supply variability [2,3]. In this work, we pro-
pose a new energy curtailment scheme for balancing excess RESs energy
using data centers as managed loads. Our scheme uses incentivized inter-
datacenter workload migration to increase the computational energy con-
sumption at a destination datacenter by the amount necessary to bal-
ance the grid. Incentivised workload migration is achieved by offering
discounted energy prices (in the form of Energy Credits) to large-scale
cloud clients in order to influence their workload placement algorithms
to favor datacenters where the energy credits can be used. Implementa-
tions of our system using the CPLEX ILP solver as well as the Best Fit
Decreasing (BFD) heuristic [4] for workload placement on data centers
showed that using energy credits is an effective mechanism to speed-
up/control the energy consumption rates at datacenters especially at
low system loads and that they result in increased profits for the cloud
clients due to the higher profit margins associated with using the pro-
posed credits.

1 Introduction

The lack of large-scale energy storage solutions in modern smart-grids necessi-
tates that their energy generation and consumption levels are always kept equal
in order to avoid system instability and service interruptions. Since making online
fine adjustments to the energy levels of the generators supplying the grid can
be costly (because of the different start-up/shut-down delay constraints of each
generator and the monetary costs associated with making such adjustments),
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 143–157, 2018.
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many Demand-Response (DR) proposals were introduced by the utility compa-
nies to exploit the demand-side flexibility of energy consumers for grid balancing.
DR programs generally aim to control the consumers demand for electricity by
using monetary incentives such as variable pricing or time-of-use pricing [5–
7]. Commercial class energy consumers have been the main focus of many DR
proposals because of their higher consumption rates and the higher demand
elasticity of some commercial consumers compared to their residential counter-
parts. Datacenter plants in particular have received a significant share of DR
proposals because of their consistent rapid growth in recent years (as a result of
the increasing popularity of cloud computing applications) and their ability to
control their energy consumption levels by using different energy management
techniques or adjusting the scheduling of their computational workloads [8–11]

Data centers are known to consume a lot of energy to operate since they
typically comprise several thousands of computing and networking equipments
in a physically monitored environment [12]. The high energy consumption of
datacenters has attracted many optimization research efforts [13]. Traditionally
the main focus has been on minimizing their energy consumption cost either
by sever consolidation [14–16], using DVFS [17] or by proposing different work-
load scheduling/migration techniques that take advantage of variable real-time
energy prices to process more workloads when the prices are low [18,19]. More
recently, following the growing demand to integrate more green RESs into the
generation mix of modern smart grids, more attention was given to datacenters
as controllable loads that could play a major role in enabling the integration of
more RESs by compensating for their intermittent supply and help maintain the
grid balance. Such DR related research is mainly concerned with the effective
integration of data centers as a “resource” or a “managed load” into the various
smart grid based DR programs [5,8,20].

Because of their highly intermittent supply, it can be a challenge for the grid
to maintain its balance at times of excess RESs energy generation. Hence, the
ability of the grid to achieve timely and effective renewable energy curtailment
have been a distinctive hurdle that needed to be addressed more effectively in
order to increase the amount of renewable energy deployment into the generation
mix of modern grids [21]. Events of unexpected excess RESs energy generation
can lead to system instability and utility companies opt at times to apply nega-
tive energy prices in order to re-balance the grid in a timely manner. However,
grid failures can still occur due to such events [22,23].

The curtailment of renewable energy have been studied in the past to ensure
balanced grid operation [3,24]. However, unlike existing curtailment strategies
that blocks excess RESs energy from entering into the system [25], in this work,
we try to leverage the demand side flexibility of datacenters in order to effec-
tively balance the excess RESs energy. Hence, our proposal has the advantage
of putting the excess RESs energy to use rather than simply discarding it. We
present a new energy curtailment approach that uses data centers as managed
loads to allow the grid system more “downward flexibility” (i.e. the ability to
cope with extra supply or low demand). Our approach is based on offering dis-
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counted energy cost (a monetary incentive in the form of Energy Credits) to
large-scale cloud users to incentivize them to migrate their computational work-
loads to datacenters connected to the part of the grid having excess RESs energy
supply. The amount of Energy credits offered is made equal to the amount of
energy that a grid would need to consume in a timely manner in order to stay
balanced. We formulate our problem as a linear integer programming problem
with the objective of minimizing the cost of assigning computational workloads
on available datacenters. We present our simulation results from implementing
our model using the CPLEX ILP solver as well as the Best Fit Decrteasing
(BFD) workload assignment heuristic [4] that can be more practical in large
scale operations.

The remainder of this paper is organized as follows: in the next section
we briefly discuss previous work related to earlier data center based demand-
response efforts and discuss the importance of these efforts as an enabler for
integrating more renewable energy sources into the generation mix of modern
smart grids. Section 3 introduces our cloud-broker based grid balancing proposal
and presents its system model and optimization formulation. We present the
performance analysis conducted on our system in Sect. 4 and finally conclude
the paper in Sect. 5.

2 Related Work

Since data centers represent a significant load for the smart grids that they draw
power from, many research efforts have proposed closer cooperation between the
two in order to ensure a smooth operation on both sides [11,26]. An example of
such tight coupling between the power grid and the data center is in [27] which
tries to save on the datacenter energy cost by deploying backup batteries locally
at the datacenter and charging them at times of low electricity prices then using
them to power the datacenter when the prices are higher. The significance of
data centers as energy loads and their ability to increase/decrease their energy
consumption by adjusting their computational workload scheduling represents a
valuable opportunity for the smart grid operators to essentially integrate them
as managed loads for grid balancing purposes using DR [6,10].

A successful integration between the datacenters and smart grids would allow
the datacenters to be considered as a “resource” by the smart grid operator
which in turn can then use it for grid balancing purposes. However, a main
obstacle towards this integration is that modern data centers are increasingly
becoming colocation based [28], where multiple organizations host their comput-
ing/networking equipment at a shared physical location in order to save on man-
agement and maintenance costs. In such environments, the colocation operator
has no direct control on the workload scheduling or the energy-saving/server-
consolodation techniques applied by the tenants. This makes the involvement of
such data centers in modern DR programs more challenging compared to the
traditional case of owner-operated data centers as described in [29]. Collocation
operators suffer from the “split-incentive” phenomenon that hinders their par-
ticipation in DR programs. On one hand, they desire to get the monetary gains
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associated with participating in DR programs, yet, they have no direct way to
control the energy consumption of their tenants.

Effective grid balancing is also necessary for enabling large-scale integration
of RESs into the smart-grid. The integration of such sources into the genera-
tion mix of modern smart grids have made significant progress in recent years.
However, because of the indeterministic nature of the power generated by such
sources (wind/solar) and the unavailability of large-scale energy storage facilities
in modern grid systems, their rate of adoption into the generation-mix of modern
grids has been mainly limited by the grid’s ability to stay in balance given the
nature of their intermittent supply [9]. Recent research [1] points to the fact that
excess energy from RESs could often need to be discarded in order to keep the
grid in balance. In some cases negative pricing is applied just to achieve a timely
balancing of the grid and avoid service interruption. Negative/free energy pricing
is applied at times of excess RESs supply when it is cheaper to offer the excess
energy for free or at a negative price than to shut down generation facilities and
risk future service interruptions. The rapid increase of datacenter deployments
in recent years is positioned to play an important role in enabling the integra-
tion of more RESs into the smart-grids by acting as a managed load that can
effectively absorb the introduced supply variability of RESs sources.

A main challenge to overcome in this regard is how to effectively influence
the workload scheduling on the datacenter servers in order to comply with the
DR requirements. This is not easy to accomplish in current colocation based dat-
acenters since they lack coordination between the colocation operator and the
tenants in charge of workloads scheduling on the servers. On one hand, the colo-
cation operator is interested in complying with DR programs so it can qualify for
financial incentives, but on the other hand, the colocation tenants are only inter-
ested in achieving maximum performance for their workloads since they have no
direct relationship with the grid operator and would not receive any financial
gain for adjusting their workload if they comply with the requirements of the
DR programs. We suggest in this work that establishing a direct relationship
between large scale colocation tenants (such as cloud brokers) and the utility
company/grid can lead to a more effective DR implementation in the datacen-
ter domain. Previous work in this area has investigated several mechanisms for
extending demand response programs to colocation based datacenters [29–31].
However with the continuing demand for increased renewable energy integra-
tion in modern smart grids, a tighter coupling between the grid and datacenters
(including their tenants) is of great value in order to take full advantage of the
datacenters as managed loads.

3 Cloud-Broker Based Grid Balancing

As opposed to existing demand-response approaches that only target data cen-
ter operators (that don’t necessarily have direct control on workload schedul-
ing in the case of colocations), we propose a new mechanism that would allow
extending such programs to the enterprise-type tenants (such as Cloud Brokers
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and SaaS/PaaS operators) of colocation data centers. Such tenants typically
host their hardware at multiple colocations in different geographical locations to
achieve high redundancy and shorter response times. Their workloads account
for a large share of the total workloads handled by modern colocation data cen-
ters. Hence, they can be considered as a resource or a managed load that smart
grids can use to scale up/down the energy consumption in order to meet DR
goals.

Our approach is based on introducing a “Market” entity as a communica-
tion medium between the grid/utility company and the cloud-broker/colocation-
tenant as shown in Fig. 1. When a grid/utility company needs to balance a
certain amount of excess RESs energy, it generates a number of energy credits
equal to the amount of excess RESs energy that needs to be balanced/consumed.
Such energy credits are then offered (at a discounted cost) to the cloud bro-
kers/collocation tenants to incentivize them to migrate their workloads from
other datacenter locations to a certain datacenter whose energy consumption
needs to be increased to balance the excess RESs energy. The proposed energy
credits are made available to the brokers via the central market entity (“EC
Market”) that handles all the energy credits assignments/transactions between
the different utility companies and cloud brokers/colocation tenants. Our sys-
tem model shown in Fig. 1 comprises four main entities, cloud brokers/colocation
tenants, colocation data centers, utility companies (grid) and the EC market. We
consider a single cloud broker in our model for simplicity, however, the system
can be expanded to handle multiple brokers via game theoretic approaches. Each
data center is assumed to adopt a different pricing model based on its popular-
ity and the offered performance guarantees. Cloud brokers continuously receive
computing workloads (i.e. Requests) of different weights from their clients and
they need to optimally assign/schedule the received workloads on the available
data centers to maximizes their return.

We assume that each incoming workload (WL) received by a broker has three
main attributes, a Computing weight (WLcpu) that describes how much com-
puting resources it requires, a Memory weight (WLmemory) that describes how
much storage capacity it requires and an Energy Consumption weight (WLkWh)
that describes how much energy it is rated to consume per unit time. We fur-
ther assume that the cloud broker implements a fixed pricing model whereby its
clients are charged solely based on the computing and storage weights of their
submitted workloads at the rates Ccpu

B and Cmemory
B respectively. Accordingly,

the broker’s profit P that the broker charges for handling a request j with a
computing weight of WLcpu

j and a memory storage weight of WLjmemory can
be computed as Pj in Eq. (1) per each allocation interval for the time of its
execution.

Pj = WLcpu
j ∗ Ccpu

B + WLmem
j ∗ Cmem

B (1)

Datacenters on the other hand can charge the requests/workloads submitted
to them via cloud brokers according to the individual pricing model of each dat-
acenter. Additionally, data centers also charge the cloud brokers for the energy
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consumption of their submitted workloads. Accordingly, if a certain workload
consumes WLkWh

j units of energy to run on a certain data center, the data cen-
ter would charge the broker that submitted the workload a total of Ck

j as per
Eq. (2):

Ck
j = WLcpu

j ∗ C cpu
DC + WLmem

j ∗ C mem
DCk

+ WLkWh
j ∗ C kWh

DCk
(2)

Our proposal introduces the concept of “energy credits” which represent a
certain amount of energy refund that a cloud broker can use to help offset the
otherwise regular energy cost (the last term (WLKWh ∗ C kWh

DC ) in Eq. (2)). As
a result, using such credits results in reducing the total amount payable by the
brokers to the datacenter where the credits are available. Energy credits are
issued by the grid operators when they needs to consume a certain amount of
excess RESs energy in order to maintain balance. Energy credits can be claimed
against the energy consumption charges on the datacenter connected to the
smart grid that issued the credits.

Renewable Renewable

Grid1 Grid2

DC1 DC2

Broker

WL1 WLN

EC

M
a
r
k
e
t

Fig. 1. System model

This direct interaction between the smart grid operators and large scale cloud
brokers allows the grid operators to directly influence the scheduling activities
of the cloud brokers (such as workload migration from one datacenter to another
or workload rescheduling on the same datacenter) on the datacenters that they
connect to (by offering reduced energy costs at certain datacenters) and in turn
achieve the desired DR objectives. We next introduce the optimization variables
and equations of our system model before describing its operation in more detail.
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Ccpu
B the cost that broker B charges for the processing capacity allocated

per time slot (in $/FLOPS)
Cmem

B the cost that broker B charges for disk-space usage per time slot (in
$/MB)

Anext
jk a binary variable that is set to 1 if job j is assigned to data center k

in the next time slot
Acurrent

jk a binary variable that is set to 1 if job j is assigned to data center k
in the current time slot (initial value = 0)

UECjk a binary variable that indicates if job j can claim energy credits
available at data center k

M the number of available data centers
C cpu

DCk
the processing cost at datacenter k per time slot allocated (in
$/FLOPS)

C mem
DCk

the disk-space cost at datacenter k per time slot allocated (in $/MB)
CkWh

DCk
the price of energy at datacenter k (in $/kWh)

ECk the number of energy credits available at data center k (in kWh)
MigCostkl a normalized value in the range of [0,1] that represents the cost

of migrating data from datacenter k to datacenter l (distance-
based)

CapcpuDCk
the maximum processing capacity of datacenter k (in FLOPS)

Capmem
DCk

the maximum disk-storage capacity at datacenter k (in MB)
N the number of client workloads that needs to be assigned to data

centers
WLcpu

j the processing capacity needed to process the workload of job j (in
FLOPS)

WLmem
j the amount of disk storage needed to host the workload of job j (in

MB)
WLkWh

j the energy consumption of job j per each time slot allocated to it
(in kWh)

Ljk a normalized value (between 0.8–1) that represents the latency
between request j and datacenter k. (distance-based)

max

M∑

k=1

⎛

⎝
N∑

j=1

([
WL

mem
j ∗ C

mem
B + WL

cpu
j ∗ C

cpu
B

]
∗ Ljk ∗ A

next
jk

)
⎞

⎠ (3)

−
M∑

k=1

⎛

⎝
N∑

j=1
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WL

mem
j ∗ C

mem
DCk

+ WL
cpu
j ∗ C

cpu
DCk

+ WL
KWh
j ∗ C

kWH
DCk

]
∗ A

next
jk

)⎞

⎠ (4)

+

M∑

k=1

⎛

⎝
N∑

j=1

(
UECjk ∗ WL

KWh
j ∗ C

kWH
DCk

)
⎞

⎠ (5)

−
M∑

k=1

⎛

⎝
N∑

j=1

(
UECjk ∗ WL

KWh
j ∗ 0.1 C

kWH
DCk

)
⎞

⎠ (6)

−
N∑

j=1

(
M∑

k=1

A
current
jk

(
M∑

l=1

A
next
jl ∗ MigCost[k][l] ∗ WL

mem
j

))
(7)
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s.t.

N∑

j=1

(
WLKWh

j ∗ UECjk

)
< ECk, ∀k ∈ M (8)

M∑

k=1

Anext
jk ≤ 1, ∀j ∈ N (9)

UECjk <= Anext
jk , ∀j ∈ N, k ∈ M (10)

N∑

j=1

WLcpu
j ∗ Anext

jk ≤ Capcpuk , ∀k ∈ M (11)

N∑

j=1

WLmem
j ∗ Anext

jk ≤ Capmem
k , ∀k ∈ M (12)

We assume that the cloud broker continuously receives end-user requests
(workloads) of different processing (WLcpu), storage (WLmem) and energy con-
sumption (WLkWh) weights and that it needs to find the most cost efficient
allocation for the received workloads on the available data centers in order to
maximize its revenue. We also assume that each workload and data center in
the system is associated with a location coordinate (x, y) that is used to deter-
mine the distance-based latency Ljk between a workload j and a data center k
as well as the migration cost factor MigCost[k][l] between data centers k and
l. We consider that time is divided into discrete time intervals of equal dura-
tion and that the cloud broker needs to decide a cost efficient allocation for its
workloads at the beginning of each interval. We further assume that the pricing
coefficients of the cloud broker (Ccpu

B and Cmem
B ) remain fixed over all allocation

intervals while the pricing coefficients of the different data centers (C cpu
DC , C cpu

DC

and C cpu
DC ) do change (within a certain range) from one interval to another in

order to simulate a dynamic datacenter pricing and allow the broker to adjust
its workload allocation on each interval according to the new prices in order to
maximize its revenue. We also assume that the cost of purchasing energy cred-
its can be any fraction of the regular price as dictated by the EC market and
consider several example values for this fraction (0.1, 0.4 and 0.7) in our results
section to show the effect of this parameter on our model. This allows the broker
to have enough incentive to reschedule/migrate its workloads in order to take
advantage of the low cost energy and balance the grid in the process.

Our optimization formulation introduced above seeks to maximize the finan-
cial gain of the cloud broker subject to system constraints. This optimization
is evaluated by the cloud broker at the beginning of each allocation interval in
order to decide which data center each of its workloads should be assigned to
and whether the allocated workload can benefit from using energy credits or not.

The decision variables of our optimization model are the matrices Anext
jk

and UECjk introduced earlier. Anext
jk represents the allocation/assignment result

of the broker’s workloads (incoming requests) on the different available data
centers, whereas UECjk on the other hand represents whether each workload is
counted towards the consumption of energy credits at the datacenters that the
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workloads were assigned to (when such credits are available). Our optimization
formulation seeks to choose the appropriate values for Anext

jk and UECjk such
that the objective function is maximized. Assuming that the cloud broker needs
to assign a total of N workload requests, each to one of the M available data
centers, the above decision variables Anext

jk and UECjk can then be represented
as two 2-dimensional boolean matrices of size [N ][M ] where each element Ajk

(s.t. j ∈ N and k ∈ M) is assigned the value of “1” if workload j was assigned
to be hosted on data center k in the next allocation interval and “0” otherwise.
Similarly, each element UECjk is assigned the value of “1” if workload j is
counted towards the consumption of the energy credits available at data center
k in the next allocation interval and “0” otherwise.

Using Anext
jk and UECjk as the decision variables in the above optimization

formulation, the objective function tries to maximize the financial gain of the
cloud broker given the different cost coefficients (Ccpu

DC , Cmem
DC , CkWH

DC ) of the
M available data centers and the weights (WLcpu, WLmem, WLkWh) of the N
workloads that needs to be assigned. The net financial gain is estimated as the
sum of total generated revenues (represented with a “+” sign in the objective
function) minus the sum of total costs (represented with a “−” sign in the
objective function). The first term (3) in the objective function represents the
money that the cloud broker generates from its clients in exchange for hosting
their workloads on the different data centers. If a workload WLj was successfully
assigned to be hosted on a data center k (i.e. Anext

jk = 1), that workload is said
to be generating revenue in the amount shown by the first term of the objective
function. The whole first term is multiplied by a scaling-down factor Ljk that
ranges between [0.8, 1] and represents the distance-based latency between a
workload j and data center k where as the distance between a workload and a
data center increases, Ljk will decrease to approach (0.8). The purpose of scaling
down the first term by Ljk is to enforce the cloud broker to favor assigning
workloads to data centers that are geographically closer to them in order to
minimize the latency. The second term (4) of the objective function represents
the money that the cloud broker would need to pay to the data center that the
workload was assigned to. It is simply the weights of the workload multiplied by
the corresponding cost at the data center and finally multiplied by the allocation
decision variable Anext

jk . The third term (5) of the objective function represents
the regular value of the used energy credits if they were to be bought at the
regular price. The fourth term (6) is the actual (reduced) cost price paid for
acquiring the energy credits. Accordingly, the difference between the third and
fourth terms (actual and reduced costs) represents a monetary gain that the
cloud broker achieves by using the reduced cost energy credits offered by the
smart grid. The last term (7) of the objective function represents the cost of
migrating a workload of size WLmem from data center k to data center l. For
this term, we utilize the [M ]× [M ] size MigCost matrix that contains distance-
based migration cost factors between the different data centers. Migration cost
factors range from [0, 1] and approach the value of 0 as the distance between
data centers gets closer. In order to detect a migration event we use Acurrent

jk to
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hold the allocation results from the previous iteration and we detect a migration
if for a workload WLj we have Acurrent

jk = 1 and Anext
jl = 1 and k �= l.

The first optimization constraint (8) states that the total weight of workloads
that can claim usage of energy credits on a data center may not exceed the total
amount of energy credits available on that data center. The second constraint
(9) limits the number of data center assignments that a workload can get to
a maximum of “1”, since we assume that workloads can only be assigned to a
maximum of one datacenter at a time. The third constraint (10) ensures that
a workload has to be assigned to a data center in order for it to be counted
towards the energy credits consumption at that data center (i.e. energy credits
can not be claimed at a certain data center if the workload is not assigned to
be hosted there). The fourth and fifth constraints (11), (12) are data center
capacity constraints to ensure that each data center does not get assigned more
workloads than what its capacity can accommodate.

4 Performance Analysis

Since our request/workload assignment problem is essentially a multidimensional
binpacking problem where each request is defined by three dimensions (cpu,
memory and kWh), the computational complexity of our problem is known to
be NP-Hard [32]. Therefore, we have implemented our system model using two
approaches, first, as a linear optimization problem into the CPLEX ILP solver
and second, using the more scalable approach of the Best Fit Decreasing (BFD)
assignment heuristic, so we can evaluate our model under the two implemen-
tations. In this section we present our simulation results that measures two
different aspects related to our model, namely the effect of the amount of energy
credits introduced in the system on the time needed to balance a certain amount
of excess energy and the effect of the amount of introduced energy credits on
the revenue generated by a cloud broker. We used a system model consisting
of three data centers and a single cloud broker as discussed before to maintain
system simplicity. Time is modeled in discrete intervals of equal size and the
CPLEX/BFD implementations are ran by the broker at the beginning of each
interval to determine the allocation/mapping of the requests/workloads on the
different available datacenters. Our shown simulation results are the averages of
100 randomized runs where the cost coefficients (Cmem

DC , Ccpu
DC , CkWH

DC ) and loca-
tion coordinates of all data centers are randomized (within the specified ranges
as shown in Table 1) at the beginning of each allocation interval in order to
mimic a dynamic cost system that would require the broker to optimize/adjust
its workload allocations at the beginning of each new interval and induce work-
load migrations between data centers. We have set the range of the datacenter
energy consumption cost parameter CkWH

DC slightly higher than the other dat-
acenter costs in order to make datacenters with available energy credits more
attractive as hosts. On the other hand, the cloud broker adopts fixed cost coef-
ficients (Cmem

B , Ccpu
B ) over all allocation intervals in order to shield its clients

from the uncertainty of the volatile live pricing model applied by datacenters.
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The fixed costs of the broker are set higher than the randomized datacenter costs
to allow it to still make profit under any cost applied by the datacenters. We also
show the effect of variable system loads on the measured parameters by using
different workload arrival rates (10, 20, 30, 40, 50 new request per allocation
interval) for each simulation. The list of the different parameters used in our
performance testing are listed in Table 1.

Table 1. Simulation parameters

Parameter Min Max

Cmem
DC , Ccpu

DC 5 15

CkWH
DC 25 30

Cmem
B , Ccpu

B 100 100

WLmem, WLcpu, WLkwh 5 15

WLduration 3 5

Available energy credits (EC) 0 3000

Workload arrival rate 10 50

Datacenter CPU capacity 5000 5000

Datacenter memory capacity 5000 5000

Figure 2 shows the effect of using different cost fractions (0.1, 0.4 and 0.7)
for energy credits prices on the time needed to balance the grid given that a
certain amount of energy needs to be consumed. Here we assume that 3000
units of energy needs to be consumed by a datacenter in order to balance the
grid and we observe how long it takes (in number of allocation intervals) the
datacenter to consume this amount when different cost fractions of the original
price are offered as energy credits. We notice that reducing the price of offered
energy credits always speeds up the time needed for grid balancing especially
under light system loads as the workloads quickly become concentrated at the
data center that has the energy credits. We also notice that both CPLEX and
BFD perform almost exactly the same in all simulated cases. This is due to
the big size difference between the request/workload size requirements and the
capacity of datacenters (as shown in Table 1), which is a valid assumption in
most realistic situations. Because request sizes are considerably smaller than
datacenter capacities and the fact that the BFD algorithm always orders the
items in a decreasing fashion before assignment, BFD can achieve as optimal
binpacking results as CPLEX except for the last “critical element” that gets
rejected for size capacity violations. Therefore, the size of the last element that
gets rejected from a bin represents an upper bound on the efficiency of the
bin assignment. This upper bound is minimized under the assumption of small
request sizes. Figure 3 shows the effect of using different cost fractions (0.1, 0.4
and 0.7) for energy credits prices on the broker’s generated revenues. We can
see that the generated revenues increase as the cost fraction of energy credits
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Fig. 2. Effect of varying ECs cost on
balancing time

Fig. 3. Effect of varying ECs cost on
Broker’s profit

decrease. This is expected as energy credits represent discounted energy costs
and the lower the cost paid towards acquiring the energy credits the more profits
are generated.

5 Conclusion and Future Work

Effective grid balancing is essential for ensuring the reliable operation of modern
smart grids. In this work we presented a new linear optimization approach that
uses energy credits as an incentive to control the energy consumption levels of
large scale datacenter clients (such as cloud brokers/colocation tenant) for grid
balancing purposes. Simulations performed on our optimization model using
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two different implementation approaches showed that using energy credits as
an incentive can speed up the grid balancing process and increases the brokers
profit margins. In future work we plan to expand the proposed system to include
multiple cloud brokers to compete for the available energy credits by way of game
theory bidding mechanism in order to maximize the smart grid’s return on the
offered energy credits.
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Abstract. Multiple cloud providers compete against each other in order
to attract cloud users and make profits in the cloud market. In doing so,
each provider needs to charge fees to users in a proper way. In this paper,
we will analyze how a cloud provider sets price effectively when compet-
ing against other cloud providers. Specifically, we model this problem as
a Markov game, and then use minimax-Q and Q learning algorithms to
design the pricing policies respectively. Based on this, we run extensive
experiments to analyze the effectiveness of minimax-Q and Q learning
based pricing policies. We find that although minimax-Q is more suit-
able in analyzing the competing game with multiple self-interested cloud
providers, Q learning based pricing policy performs better in terms of
making profits. We also find that minimax-Q learning based pricing pol-
icy performs better in terms of keeping cloud users. Our experimental
results can provide useful insights on designing practical pricing policies
in different situations.

Keywords: Competing cloud providers · Pricing policy
Reinforcement learning · Minimax-Q learning

1 Introduction

During the past few years, the development of cloud computing has achieved
significant success in the industry since it can provide economical, scalable, and
elastic access to computing resources, thus liberating people from installing,
configuring, securing, and updating a variety of hardware and software [1–3].
More and more firms and personal users have been using cloud computing ser-
vices over Internet, which contribute to the development of the cloud computing
market. The global cloud computing market is expected to grow at a 30% com-
pound annual growth rate (CAGR) reaching $270 billion in 2020. To compete
for hundreds of billions of dollars, many firms as service providers have been
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participating in the cloud market [4]. Now, there exist many dominating cloud
platforms offering cloud services, such as Microsoft’s Azure, IBM’s SoftLayer
and Amazon’s AWS. In the cloud market with multiple cloud providers, cloud
users have various choices, and they usually participate in the provider which
can satisfy their demands and charge the lowest price to them. Actually, when
multiple providers offer similar quality of service [5–7], the price will significantly
affect users’ choices and thus providers’ profits. Therefore, cloud providers need
to set effective prices to compete against each other. Furthermore, the compe-
tition among providers usually lasts for a long time, i.e. the providers compete
against each other repeatedly, and thus they need to maximize the long-term
profits. In this paper, we will analyze how a cloud provider designs an appropri-
ate pricing policy to maximize the long-term profit and also remain attractive
to cloud users.

There exist some works on designing pricing policies for cloud providers. In
[8], a non-cooperative competing model based on game theory has been pro-
posed which computes the equilibrium price for one-shot game and does not
consider the long-term profits. In [9,10], the authors assume that there is only
one provider, while in today’s cloud market multiple providers exist and compete
against each other. Then the authors in [11,12] analyze the user behavior with
respect to the providers’ prices, but ignore the competition among providers. In
[13], the authors analyze the pricing policy in the competing environment by
assuming that there is only one proactive provider, and other providers just fol-
low the proactive one’s pricing policy. Some other works, such as [14,15], consider
the competition among providers but does not capture the market dynamics, and
their algorithms can only be applied to a very small market with few users.

To the best of our knowledge, few works have considered the situation of
multiple providers competing against each other repeatedly. In this paper, we will
analyze how the competing cloud provider sets price effectively to maximize the
long-term profits in the context with two competing providers.1 In more detail,
we first describe basic settings of cloud users and providers. Specifically, we
consider the uncertainty of users choosing cloud providers in the setting, which
is consistent with the realistic user behavior. Furthermore, how users choosing
cloud providers is affected by the prices, and how cloud providers setting prices
is affected by users’ choices, and therefore it is a sequential-decision problem.
Moreover, this problem involves two self-interested cloud providers, and thus it
is a Markov game [16]. In this paper, we model the competition between cloud
providers as a Markov game, and then use two typical reinforcement learning
algorithms, minimax-Q learning [17] and Q learning [18], to solve this game
and design the pricing policy. We then run extensive experiments to evaluate
the policies in different situations. We find that although minimax-Q learning,
which was specifically designed for Markov games, is more suitable to be applied
in this issue, Q learning based pricing policy performs better in terms of making
profits. We also find that minimax-Q based pricing policy is better for remaining
attractive to cloud users.

1 Our model can be easily extended to the case with more than two cloud providers.
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The structure of the paper is as follows. In Sect. 2, we describe basic settings
of cloud users and providers. In Sect. 3, we describe how to use Q learning and
minimax-Q learning algorithms to design the pricing policy. We run extensive
experiments to evaluate the pricing policies in different situations in Sect. 4.
Finally, we conclude the paper in Sect. 5.

2 Basic Settings

In this section, we describe the basic settings of cloud providers and users. We
assume that there are N users and two cloud providers, A and B. Cloud providers
compete against each other repeatedly, i.e. the competition consists of multiple
stages. At the beginning of each stage, each provider publishes its price, and
then each user chooses to be served by which provider based on its choice model.
According to users’ choices, the two providers compute the obtained profits at
the current stage, and the competition enters into the next stage.

2.1 Cloud Providers

Cloud providers can make profits by charging fees to users, while they also
need to pay for the cost of offering services (e.g. power, hardware, infrastructure
maintenance cost and so on). At stage t, provider i should pay for the cost of
offering per unit service [19], which is denoted as ci,t. We assume that each user
only requests one-unit service. Therefore, the amount of requested service at
stage t is equal to the number of users. At the beginning of the competition, the
initial marginal cost of provider i is ci,0. At stage t, the amount of users choosing
provider i is Ni,t, and then at this stage, the marginal cost is:

ci,t = ci,0(Ni,t)−βe−θt (1)

This equation indicates that as more users requiring the service and as time
goes, the marginal cost decreases [20]. Specifically, when the provider receives
more demands of services, its marginal cost would be decreased because of eco-
nomics of scale, where β is the parameter for the economics of scale, and β > 0.
Furthermore, the reduction of hardware cost and the development of technology
contribute to the temporal decaying factor of the marginal cost, where θ is the
parameter of temporal decaying factor, and θ > 0.

We assume that the price is denoted as p, and all allowable prices constitute
a finite set P . The price is actually the action used in Sect. 3. After providers
publishing the prices, users make the choices of providers. We can calculate the
immediate reward of each provider, which is the immediate profit made at the
current stage t:

ri,t = Ni,t(pi,t − ci,t) (2)

where pi,t is the price set by provider i at stage t.
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2.2 Cloud Users

Each user has a marginal value on per-unit requested service, which is denoted
as δ. At stage t, after all providers publish the prices, user j can calculate its
expected revenue when entering provider i, which is:

Rt
j,i = δj − pi,t (3)

Intuitively, based on Eq. 3, cloud users can determine in which provider they can
obtain the maximal revenue at the current stage, and then choose that provider.
However, in the real world, users keep requiring cloud services, and they usually
take into account the prices at previous stages. Specifically, in this paper, we
assume that the users will consider the prices at the current stage t and the last
stage t − 1 when choosing the cloud providers. We do not need to consider the
prices at all previous stages since in this paper, the providers’ prices and the
users’ choices are affected by each other, and thus the price of the last stage
actually implies the dynamic interaction of all previous stages. Therefore, the
expected utility that user j can make when entering provider i is:

vt
j,i = ξRt

j,i + (1 − ξ)Rt−1
j,i (4)

where ξ is the weight of the price considered by the user at this stage. Further-
more, in reality, when agents make decisions, their choices are affected by some
unobservable factors [21], such as customers’ loyalty on some product brand,
which is denoted as ηj,i. This part introduces the uncertainty of users’ choice.
Now the utility that cloud user j makes in provider i at stage t is defined as
follows:

ut
j,i = vt

j,i + ηj,i (5)

We assume that the random variable ηj,i is an independently, identically dis-
tributed extreme value, i.e. it follows Gumbel and type I extreme value distri-
bution [21], and the density of ηj,i is

f(ηj,i) = e−ηj,ie−e−ηj,i (6)

and the cumulative distribution is

F (ηj,i) = e−e−ηj,i (7)

The probability of user j choosing provider i at stage t, which is denoted as
P t

j,i

P t
j,i = Prob(ut

j,i > ut
j,i′ ,∀i′ �= i)

= Prob(vt
j,i + ηj,i > vt

j,i′ + ηj,i′ ,∀i′ �= i)

= Prob(ηj,i′ < ηj,i + vt
j,i − vt

j,i′ ,∀i′ �= i) (8)

According to (7), P t
j,i is

P t
j,i = e−e

(ηj,i+vt
j,i−vt

j,i′ )
(9)
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Since ηj,i is independent, the cumulative distribution over all i �= i′ is the
product of the individual cumulative distributions

P t
j,i | ηj,i =

∏
e−e

−(ηj,i+vt
j,i−vt

j,i′ )
(10)

And ηj,i is unknown to the providers, so the choice probability is the integral
of P t

j,i | ηj,i over all values of ηj,i weighted by its density

P t
j,i =

∫
(
∏

i′ �=i

e−e
−(ηj,i+pi,t−p

i′,t
)

)e−ηj,ie−e−ηj,i
dηj,i (11)

The closed-form expression is

P t
j,i =

evt
j,i

∑
i′ e

vt
j,i′

(12)

which is the probability of user j choosing to be served by provider i at stage t.

3 Reinforcement Learning Algorithms

After describing the basic settings, we now introduce how to design a pricing
policy for the cloud provider. How to set an effective price is a decision-making
problem, and reinforcement learning algorithms have been widely used to solve
similar issues. Specifically, we adopt Q learning algorithm [18] to determine how
the provider sets the price. Note that Q learning algorithm is usually used to
solve the sequential decision problem involving only one agent, and therefore
when using Q learning algorithm, we let the opponent’s action be part of the
environment. Moreover, since our problem actually involves two providers com-
peting against each other repeatedly, it can be modeled as a Markov game [16].
In such a game, we use minimax-Q learning algorithm [17] to solve this issue2. In
the following, we introduce how to design the pricing policy based on Q learning
and minimax-Q learning algorithms respectively.

At stage t, provider A sets price according to its own and the opponent B’s
price at the last stage t−1, which is denoted as state st−1 = (pA,t−1, pB,t−1). Note
that the state does not involve the amount of users participating in each provider
since the price has implied users’ choices and therefore we only use the prices to
represent the state. The state space is denoted as S = P × P . For simplicity, in
the following, we use a ∈ P and b ∈ P to represent the actions of providers A
and B respectively. The pricing policies of provider A and B are denote as ΠA

2 minimax-Q learning was designed to solve Markov game when its stage game is a
zero-sum game. In this paper, although the sum of both providers’ payoffs is not
zero, the gain of one provider (users choosing this provider) is indeed the loss of the
other provider (users not choosing that provider). Therefore, it is actually a zero-sum
game, and we use minimax-Q learning algorithm to design the pricing policy in this
competing environment.
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Algorithm 1. Q learning
Input: pricing space P ; B’s pricing policy ΠB

Output: A’s pricing policy ΠA

1: for ∀s ∈ S, V (s) = 0, and ∀a ∈ P, Q(s, a) = 0
2: for ∀s ∈ S, ∀a ∈ P, ΠA(s, a) = 1/|P |
3: repeat
4: at the current state s, given ε, generate a random number rand (0 < rand < 1);

when rand ≤ ε, A chooses a price a ∈ P randomly; when rand > ε, A chooses a
price a ∈ P according to the pricing policy ΠA

5: B chooses the price b (according to the pricing policy ΠB), the next state is
s′ = (a, b)

6: Q(s, a) = (1 − α) ∗ Q(s, a) + α ∗ (ri,t + γ ∗ V (s′))
7: ΠA(s, ·) = argmaxΠ′

A
(s,·)(

∑
a′(ΠA(s, a′) ∗ Q(s, a′)))

8: V (s) =
∑

a(ΠA(s, a) ∗ Q(s, a))
9: until (ΠA(s, ·) is converged)

Algorithm 2. minimax-Q learning
Input: pricing space P ; B’s pricing policy ΠB

Output: A’s pricing policy ΠA

1: for ∀s ∈ S, V (s) = 0, and ∀a ∈ P, Q(s, a, b) = 0
2: for ∀s ∈ S, ∀a ∈ P, ΠA(s, a) ← 1/|P |
3: repeat
4: at the current state s, given ε, generate a random number rand (0 < rand < 1);

when rand ≤ ε, A chooses a price a ∈ P randomly; when rand > ε, A chooses a
price a ∈ P according to the pricing policy ΠA

5: B chooses the price b (according to the pricing policy ΠB), the next state is
s′ = (a, b)

6: Q(s, a, b) = (1 − α) ∗ Q(s, a, b) + α ∗ (ri,t + γ ∗ V (s′))
7: ΠA(s, ·) = argmaxΠ′

A
(s,·)(minb′

∑
a′(ΠA(s, a′) ∗ Q(s, a′, b′)))

8: V (s) = minb′(
∑

a′(ΠA(s′, a′) ∗ Q(s′, a′, b′)))
9: until (ΠA(s, ·) is converged)

and ΠB respectively. Based on these notations, Q learning algorithm is shown
in Algorithm 1, and minimax-Q learning algorithm is shown in Algorithm 2. In
this setting, it is guaranteed that both algorithms will converge [17,18]. The final
output ΠA is the designed pricing policy.

4 Experimental Analysis

In this section, we run numerical simulations to analyze the reinforcement learn-
ing based pricing policies in different situations. We first describe the parameter
setup in the experiments in the following.
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Table 1. Experimental parameters

Parameter setup Description

c.,0 = 5 cloud provider’s marginal cost at the initial stage

P = {10, 20, . . . , 100} the set of allowable prices

N = 100 the amount of users in the market

δ ∈ [50, 150] the cloud user’s marginal value δ follows a uniform
distribution supported on [50,150]

β = 0.01 parameter β in Eq. 1

θ = 0.001 parameter θ in Eq. 1

ξ = 0.8 parameter ξ in Eq. 4

ε = 0.2 exploration rate in Q learning and minimax-Q learning
algorithms

γ = 0.8 discount factor in Q learning and minimax-Q learning
algorithms

4.1 Experimental Parameters

First, we assume that each cloud provider has the same initial marginal cost,
i.e. c.,0 = 5, and the marginal cost is decreased as the demand increases. In
addition, we assume that the set of allowable prices P chosen by cloud providers
is {10, 20, . . . , 100}. Furthermore, we assume that there are N = 100 cloud users
in total. The marginal values of users δ are independent random variable, and for
illustrative purpose, we assume that they are drawn from a uniform distribution
with support [50, 150]. Other parameters used in the following simulations follow
the typical setting in the related literature, and are shown in Table 1.

4.2 Pricing Policy

We first describe the pricing policies trained and output by minimax-Q and Q
learning algorithms respectively. We consider the case that the cloud provider
takes Q learning and minimax-Q learning algorithms against the opponent choos-
ing actions randomly, and the case that both cloud providers are trained in Q
learning and minimax-Q learning algorithms. We name the trained pricing poli-
cies as QR,QQ,MR and MM respectively, and for example QQ means that
both cloud providers adopt Q learning algorithm and are trained against each
other. We show these four pricing policies in Fig. 1. From these figures, we can
find the probability of the provider choosing each price (action) at each state.
Note that in this paper, the state is a tuple including two providers’ prices at
the last stage, and in order to show the state in one-dimension state-axis, we
map state (10, 10) to 1, map state (10, 20) to 2, ......, map (20, 10) to 11, ......,
and map (100, 100) to 100. Furthermore, we find that no provider intends to
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(a) QR (b) QQ

(c) MR (d) MM

Fig. 1. Pricing policies trained in Q and minimax-Q learning algorithms

set a minimal price 10 to attract users, since on one hand, a low price is not
beneficial for the long-term profit, and on the other hand, cloud users’ choices
of providers are also affected by some unobservable factors, and thus a provider
with a minimal price cannot attract all users, but lose some profits. Furthermore,
we find that these pricing policies will not set the highest price since such a high
price will drive all users to leave. Moreover, we find that the surface of QQ and
QR is sharper than MR and MM ’s. Specifically, at some state, QR and QQ
will choose a deterministic action, but MR and MM have mixed actions. This
is because in contrast to Q learning trying to maximizing the profit regardless
of the opponent’s action, minimax-Q learning needs to randomize the action in
order to maximize the profit in the worst case.

4.3 Evaluation

In this section, we run simulations to evaluate the above pricing policies in differ-
ent situations. Specifically, we use the average profit and the winning percentage
as the evaluation metrics.
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(a) Average profit

(b) Winning percentage

Fig. 2. MM , MR, QQ, QR vs. Random

vs. Random Pricing Policy. We first evaluate these four pricing policies
against the opponent adopting a random pricing policy, which chooses each
price with equal probability. The reason for doing this is that when participat-
ing in the cloud market, some fresh cloud providers often explore the competing
environment randomly in order to collect more market information. The com-
peting results are shown in Fig. 2, where Fig. 2(a) is the average profit over 10000
stages, and Fig. 2(b) is the winning percentage of these four policies competing
against the random pricing policy. We find that all these four pricing policy can
beat the opponent. Not surprisingly, we find that QR is the best one among
these four policies when competing against the random pricing policy since QR
is trained specifically against the random policy. In contrast, we find that MR
is the worst one. This is because when the opponent chooses the price randomly,
i.e. not trying to make the other side be the worst, minimax-Q cannot perform
well. In fact, we find that QQ and QR perform better than MR and MM . This
may indicate that the agent should adopt Q learning when its opponent cannot
take action in an intelligent way.
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(a) Average profit

(b) Winning percentage

Fig. 3. MM, MR, QQ, QR vs. Linear Reduction

vs. Price Reduction Policy. In the real world, cloud providers usually attract
cloud users by decreasing the price continuously. For example, when a fresh cloud
provider enters the market, it may keep decreasing the price to attract users. We
also evaluate these four pricing policies against the cloud provider which keeps
reducing the price. Specifically, we consider two typical price reduction poli-
cies, Linear Reduction and Exp Reduction. In Linear Reduction policy, the price
decreases linearly with respect to time, where at stage t the price is pt = p0−0.01t
(p0 is the initial price, and we set it as the maximal price, i.e. 100), while in Exp
Reduction, the price decreases exponentially with time, where pt = p0 ∗e−0.0003t

(p0 = 100 which is the same as before). The results of QQ,QR,MM,MR com-
peting against Linear Reduction policy and Exp Reduction policy are shown in
Figs. 3 and 4. We still find that our reinforcement learning-based pricing policies
can beat these price reduction policies. Again, we find that MM and MR cannot
outperform the reduction policies significantly than that QQ and QR do.

Q-X vs. X. In the above, it seems that when competing against the oppo-
nent using simple pricing policies (i.e. random or price reduction), Q learning
based pricing policy is better. However, after investigating the fundamentals of
minimax-Q and Q learning algorithms, we can see that minimax-Q is more suit-
able in this Markov game with two competing providers. Since this is not proved
in the above experiments, in the following we further investigate this issue by
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(a) Average profit

(b) Winning percentage

Fig. 4. MM, MR, QQ, QR vs. Exp Reduction

using Q learning algorithm to train the pricing policy against the above four
policies, i.e. QQ,QR,MR,MM . We then obtained four new pricing policies, Q-
QR, Q-QQ, Q-MR, and Q-MM . Q-QR is a pricing policy based on Q learning
competing against QR pricing policy in the above section. We run the following
simulations including Q-MM vs MM , Q-MR vs MR, Q-QQ vs QQ and Q-QR
vs QR. The results are shown in Fig. 5, where QQ,QR,MR,MM are denoted as
X. From Fig. 5(b), in terms of winning percentage, we find that Q-QQ outper-
forms QQ and Q-QR outperforms QR, i.e. the winning percentage is more than
50%. However, even though Q-MM is trained against MM , it is outperformed
by MM , i.e. the winning percentage is less than 50%. The similar result happens
for Q-MR. However, from Fig. 5(a), we find that even though Q-MM is out-
performed by MM in terms of winning percentage, it obtains more profits than
MM . It is similar for Q-MR. This is because minimax-Q based pricing policies
try to do the best in the worst case, and therefore its winning percentage can
be kept at a good level. However, Q learning based policies try to maximize the
profits at all times, and therefore perform better in terms of making profits.
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(a) Average profit

(b) Winning percentage

Fig. 5. Q-X vs. X

5 Conclusions

How to set prices effectively is an important issue for the cloud provider, espe-
cially in the environment with multiple cloud providers competing against each
other. In this paper, we use reinforcement learning algorithms to address this
issue. Specifically, we model the issue as a Markov game, and use minimax-Q
and Q learning algorithms to design the pricing policies respectively. We then
run extensive experiments to analyze the pricing policies. We find that although
minimax-Q is more suitable in analyzing the competing game with multiple self-
interested agents, Q learning based pricing policy performs better in terms of
making profits. We also find that minimax-Q based pricing policy is better for
remaining attractive to cloud users. The experimental results can provide useful
insights on designing practical pricing policies in different situations.
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Abstract. Mobile Edge Computing is a new technology which aims
to reduce latency, to ensure highly efficient network operation and to
offer an improved user experience. Considering offloading will introduce
additional wireless transmission overhead, the key technical challenge of
mobile edge computing is tradeoff between computation cost and wireless
transmission cost, reducing energy consumption of mobile edge devices
and response time of computation task at the same time. A Mobile Edge
Computing System composed of Mobile Edge Device and Edge Cloud,
connecting with Wireless Stations, comes out. To protect user privacy,
Data Preprocessing is proposed which includes irrelevant property clean
and data segmentation. Aimed at reducing total energy consumption
and response time, an energy consumption priority offloading (ECPO)
algorithm and a response time priority offloading (RTPO) algorithm
are put forward, based on Energy Consumption Model and Response
Time Model. Combining both ECPO and RTPO, a dynamic comput-
ing offloading algorithm is raised which is more universal. Finally, sim-
ulations in four scenarios, including network normal scenario, network
congested scenario, device low battery scenario and task time limited
scenario, demonstrate that our algorithms can effectively reduce energy
consumption of mobile edge device and response time of computation
task.

Keywords: Mobile edge computing · ECPO · RTPO · Offloading

1 Introduction

With the rapid development of Internet of Things [1], mobile edge devices gener-
ate a lot of data, performing as not only data consumers but also data producers
[2]. Under this circumstance, traditional cloud computing is no longer a wise
choice since it has some obvious drawbacks. Firstly, it is not acceptable for real
time computation task on mobile edge devices because bandwidth of network
would be the bottleneck. Secondly, user privacy is another problem to be solved
for cloud computing.
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Mobile Edge Computing is a new technology which provides an IT service
environment and cloud computing capabilities at the edge of mobile network,
within the Radio Access Network and in close proximity to mobile subscribers.
The aim is to reduce latency, to ensure highly efficient network operation and
service delivery, and to offer an improved user experience [3]. In mobile edge
computing scenario, network latency can be reduced by enabling computation
and storage capacity at the edge network. And mobile edge devices can per-
form computation offloading for computing intensive applications to leverage
the context-aware mobile edge computing service by using real time radio access
network information [4]. Since offloading introduces additional communication
overhead, a key technical challenge is how to balance between computation cost
and communication cost to support applications with enhanced user experience,
such as lower response time and energy consumption [5].

In this paper, we design a Mobile Edge Computing System composed of
Mobile Edge Device and Edge Cloud, connecting with Wireless Station. To pro-
tect user privacy, Data Preprocessing is proposed including irrelevant property
clean and data segmentation. Assuming that horizontal segmentation of input
data will not affect computing result and execution time of computing is pro-
portional to data size, input data can be divided into multiple data blocks and
data block can be divided into multiple data slices with fixed data size. Only
one data slice can be executed each time. In our research, we focus on reducing
energy consumption of mobile edge device and response time of computation
task, proposing an Energy Consumption Model and a Response Time Model.

In terms of mobile edge computing offloading problem, considering the change
of network environment and the power of mobile edge device to make a dynamic
decision will work better than making an unchanging decision at the beginning.
Therefore, an energy consumption priority offloading (ECPO) algorithm and a
response time priority offloading (RTPO) algorithm are raised in order to reduce
energy consumption and response time. Furthermore, combining both ECPO
algorithm and RTPO algorithm, we propose a new dynamic computing offload-
ing algorithm as the greatest contribution of our paper. Finally, simulations in
four scenarios: network normal scenario, network congested scenario, device low
battery scenario and task time limited scenario, demonstrate that our proposed
algorithms can effectively reduce energy consumption and response time.

The structure of this paper is as follows. Section 2 presents the related work.
Section 3 describes system design and system model. In Sect. 4, we propose
ECPO alogorithm, RTPO algorithm and a dynamic computing offloading algo-
rithm combining previous two. Section 5 shows the simulation results and anal-
ysis. Section 6 is about conclusion and future work.

2 Related Work

Recently, computing offloading from mobile devices into cloud [6], as a key tech-
nical challenge of Mobile Edge Computing [7], has been extensively studied in
many area including power management [8], cloud computing task migration
[9,10] and virtual machine migration [11].
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In order for better understanding of offloading, Orsini et al. provide a design
guideline for the selection of suitable concepts for different classes of common
cloud-augmented mobile applications and present open issues that developers
and researchers should be aware of when designing their mobile cloud computing
approach [12].

There are some existing offloading algorithms, like energy-optimal partial
computation offloading (EPCO) algorithm [5], Lyapunov optimization-based
dynamic computation offloading (LODCO) algorithm [13], distributed computa-
tion offloading algorithm [14] and the actor-model programming paradigm [15].
Sardellitti et al. consider an MIMO multicell system where multiple mobile users
ask for computation offloading to a common cloud server and propose an iter-
ative algorithm, based on a novel successive convex approximation technique,
converging to a local optimal solution of original nonconvex problem [16].

In order to save energy, Zhao et al. design a threshold-based policy to improve
the QoS of Mobile Cloud Computing by cooperation of local cloud and Inter-
net cloud resources, which takes advantages of low latency of local cloud and
abundant computational resources of Internet cloud simultaneously [17]. Ge et
al. propose a game-theoretic approach to optimize the overall energy in a mobile
cloud computing system and formulate the energy minimization problem as a
congestion game, where each mobile device is a player to select one server to
offload computation to minimize the overall energy consumption [18]. Wang
and Giannakis investigate resource allocation policies for time-division multiple
access over fading channels in the power-limited regime [19].

What’s more, Chen et al. study the multi-user computation offloading prob-
lem for mobile-edge cloud computing in a multi-channel wireless interference
environment and design a distributed computation offloading algorithm that
can achieve a Nash equilibrium, deriving the upper bound of the convergence
time and quantifying its efficiency ratio over the centralized optimal solution
in terms of two important performance metrics [14]. You et al. study resource
allocation for a multiuser MECO system based on time-division multiple access
(TDMA) and orthogonal frequency-division multiple access (OFDMA) to solve
the problem and characterize its policy structure, proposing a low-complexity
sub-optimal algorithm by transforming the OFDMA problem to its TDMA coun-
terpart [20].

3 System Design and System Model

In this section, we introduce system architecture design and data preprocess-
ing method. The energy consumption model and response time model are also
presented. Partial parameters used in the following are listed in Table 1.

3.1 System Architecture Design

The system is composed of two requisite parts: Mobile Edge Device and Edge
Cloud, while data transmission of them is Wireless Station. The system archi-
tecture is shown in Fig. 1.
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Table 1. Partial parameters

Description

Ce Number of CPU cycle required for computing 1-bit data at edge cloud

Cm Number of CPU cycle required for computing 1-bit data at mobile edge device

Dl Size of data slice in local computing

Dt Size of data slice for offloading

D Size of the whole data slice

Ec Energy consumption per CPU cycle for a mobile edge device

El Energy consumption for local computing of one data slice

Et Energy consumption for wireless transmission of one data slice

E Energy consumption to compute the whole data slice

Etotal Total energy consumption of one computing task

fe CPU frequency for edge cloud

fm CPU frequency for mobile edge device

g Channel gain

N Variance of complex white Gaussian channel noise

Pt Transmission power

Rt Channel transmission rate

Te Response time for computing one data slice in edge cloud

Tl Response time for local computing of one data slice

Tt Transmission time of one data slice

T Response time to compute the whole data slice

Ttotal Total response time of one computation task

W Channel bandwidth

Edge Cloud

Compu ng Execu on
Module

Data Collec on 
Module

Mobile Edge Device

Data Preprocess 
Module

Offloading
Module

Compu ng
Module

Wireless Sta on

Edge Cloud

Fig. 1. System architecture
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Mobile Edge Device. Mobile Edge Device is both data consumer and data
producer in edge computing, including three modules: Data Preprocess Module,
Computing Module and Offloading Module. Data Preprocess Module is respon-
sible for irrelevant property clean and data segmentation. Computing Module
is used for local computing. Offloading Module is used to develop calculation
migration strategy.

Edge Cloud. There are two modules in Edge Cloud: Computing Execution
Module and Data Collection Module. Computing Execution Module is a module
that performs computational tasks, while Data Collection Module is applied for
collecting data from Mobile Edge Device.

3.2 Data Preprocessing

There are two kinds of data preprocessing: Irrelevant Property Clean and Data
Segmentation. On the one hand, the original data may contain some properties
which are related to user private and computing irrelevant. On the other hand, in
the case of horizontal segmentation of input data not affecting computing result,
we propose to segment from multiple granularities on the basic definition of Data
Unit, smallest data processing unit for performing computational tasks. Data
Unit can be divided into multiple Data Blocks while Data Block can be divided
into multiple Data Slices as shown in Fig. 2. The purpose of multi-granularity
data segmentation is to dynamically adjust the computing migration mechanism
for different granularity data which will be analyzed in Sect. 4.

Data
Slice

Data
Slice

Data
Slice

Data
Slice

Data
Slice

Data Unit

Data
Slice

Data Block Data Block

Fig. 2. Data segmentation

3.3 Energy Consumption Model

One of the main purposes of mobile edge computing is to reduce energy consump-
tion of mobile edge devices as much as possible, including energy consumption
for local computing and for wireless transmission.
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Energy Consumption for Local Computing. For a mobile edge device,
let Ec denote the energy consumption per CPU cycle for local computing, Cm

denote the number of CPU cycles required for computing 1-bit of input data
and Dl denote the size of data slice. Then the total energy consumption for local
computing of a data slice is El, given by Formula 1.

El = Cm · Dl · Ec (1)

Energy Consumption for Wireless Transmission. Let W denote the chan-
nel bandwidth, g denote the channel gain, Pt denote the transmission power
and N denote the variance of complex white Gaussian channel noise. Then the
channel transmission rate denoted by Rt, is Formula 2, according to Shannon
formula.

Rt = W · log2(1 +
g · Pt

W · N ) (2)

Provided that W , Pt and N are constant, Rt will have a positive correla-
tion with changeable g. However, if time slot is short enough, Pt and Rt can
be considered constant, resulting to the total energy consumption for wireless
transmission of a data slice as Et, given by Formula 3, where Tt and Dt are
transmission time and size of offloading data slice respectively.

Et = Pt · Tt =
Pt · Dt

Rt
(3)

By the way, energy consumption for wireless transmission of calculation result
is negligible in this case due to size of result is much smaller than that of original
data normally.

Total Energy Consumption. Considering the size of data slice is small
enough, the local computing time and transmission time of data slice is short.
Under this circumstances, analysis of energy consumption is acceptable.

Let D denote size of the whole data slice, Dl denote the size of data slice
in local computing with 0 ≤ Dl ≤ D, then the size of offloading data slice is
Dt = D − Dl. Total energy consumption denoted as E is given by Formula 4.

E = El + Et =
Pt

Rt
· D + (Cm · Ec − Pt

Rt
) · Dl (4)

For the case of Cm ·Ec− Pt

Rt
> 0, E will be minimum when Dl = 0. Oppositely,

supposing Cm · Ec − Pt

Rt
≤ 0, E will be minimum when Dl = D. It shows that

for a data slice small enough, to make energy consumption minimum, the whole
data slice is either executed in local computing or offloaded to edge cloud.

The total energy consumption of one computation task can be expressed as
Formula 5.

Etotal =
∑

Eslice, for each data slice (5)
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3.4 Response Time Model

Another purpose of mobile edge computing is to reduce computing response time,
which is mainly affected by three factors: local computing, wireless transmission
and cloud computing.

Response Time for Local Computing. For a mobile edge device, let fm
denote CPU frequency for local computing which means the number of CPU
cycles per second, Cm denote the number of CPU cycles required for computing
1-bit data and Dl denote the size of data slice in local computing. Then the total
response time for local computing of a data slice is Tl, given by the following
Formula 6.

Tl =
Cm · Dl

fm
(6)

Response Time for Wireless Transmission. If the time slot is short enough,
the channel transmission rate Rt can be considered to be constant. In this case,
the total response time for wireless transmission of a data slice of input data is
Tt, given by Formula 7.

Tt =
Dt

Rt
=

D − Dl

Rt
(7)

where Dt is the size of offloading data slice. Response time for wireless trans-
mission of computing results is ignored due to the relative smaller sizes.

Response Time for Cloud Computing. Obviously in edge cloud, the CPU
frequency denoted as fe and the number of CPU cycles required for computing
1-bit data denoted as Ce can be considered constant within a time slot which is
short enough. Then the total response time for cloud computing of a data slice
is Te, given by Formula 8.

Te =
Ce · Dt

fe
=

Ce · (D − Dl)
fe

(8)

Total Response Time. For a data slice, local execution and offloading to edge
cloud are simultaneous, which leads to the total response time be the maximum
of them, given by Formula 9.

T = max(Tl, Tt + Te) (9)

Total response time of a computation task can be expressed as Formula 10.

Ttotal =
∑

Tslice, for each data slice (10)
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4 Computing Offloading Mechanism

Reducing energy consumption and response time is two main purpose for com-
puting offloading mechanism in edge computing. In this section, we proposed an
energy consumption priority offloading algorithm named ECPO and a response
time priority offloading algorithm named RTPO. Ultimately, we put forword a
dynamic computing offloading algorithm based on ECPO and RTPO.

4.1 Energy Consumption Priority Offloading Algorithm

To reduce the total energy consumption of mobile edge device, an energy con-
sumption priority offloading (ECPO) algorithm is proposed in Algorithm 1.

Algorithm 1: ECPO Algorithm
Input: data: input data or data block

1 Divide data into data slices
2 for each DataSlice do
3 if DataSlice is non-offloadable then
4 Execute DataSlice in local computing
5 else
6 Get connection information of wireless station
7 Calculate Cm, Ec, Pt and Rt in Formula 4
8 Set Param = Cm · Ec − Pt/Rt

9 if Param > 0 then
10 Offloading DataSlice to Edge Cloud
11 else
12 Execute DataSlice in local computing

As is shown in Fig. 3, in ECPO algorithm, data will be divided into multiple
data slices with fixed data size under the assumption that horizontal segmenta-
tion will not affect computing result. For each data slice, it will be either executed
in local computing or offloaded to edge cloud. Only one data slice can be exe-
cuted each time. What’s more, total energy consumption of one data slice E in
ECPO algorithm is shown in Formula 4. As is proved by Energy Consumption
Model, E will be minimum when using ECPO algorithm.

4.2 Response Time Priority Offloading Algorithm

Considering that ECPO algorithm has space for improving response time of
computation task, an response time priority offloading (RTPO) algorithm is
proposed in Algorithm 2.

As is shown in Fig. 4, in RTPO algorithm, the offloading weight of a data
slice is calculated according to the power percentage of mobile edge device and
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Fig. 3. Energy consumption priority offloading

Algorithm 2: RTPO Algorithm
Input: data: input data or data block

1 Divide data into data slices
2 for each DataSlice do
3 if DataSlice is non-offloadable then
4 Execute DataSlice in local computing
5 else
6 Get connection information of wireless station
7 Calculate current channel transmission rate Rt

8 Dl = (fm · fe + Ce · fm ·Rt) ·D/(Cm · fe ·Rt + fm · fe + Ce · fm ·Rt)
9 Execute local computing and offload to Edge Cloud at the same time

network status. In other words, RTPO algorithm allows one data slice to execute
both in local and edge cloud to earn less response time.

For each data slice, the response time for executing local computing to process
a data unit is Cm

fm
, while time for offloading to edge cloud is 1

Rt
+ Ce

fe
. So for a

data slice, in order to equalize this two latencies, we get the weight for local
computing Dl in Formula 11. As is analyzed previously in Formula 4, total
energy consumption of one data slice E in RTPO algorithm will not be the
worst case as Dl always satisfy the condition 0 < Dl < D.

Dl =
(fm · fe + Ce · fm · Rt) · D

Cm · fe · Rt + fm · fe + Ce · fm · Rt
(11)

4.3 Dynamic Computing Offloading Algorithm

In order to deal with more complex scenarios, we propose a dynamic computing
offloading algorithm in Algorithm 3, combining ECPO and RTPO algorithm.

The dynamic computing offloading algorithm takes both power of mobile edge
device and user requirements into consideration. On the one hand, if mobile edge
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Fig. 4. Response time priority offloading

Algorithm 3: Dynamic Computing Offloading Algorithm
Input: we: weight of energy consumption, wt: weight of response time

1 Get current power of Mobile Edge Device: power
2 Get maximum power of Mobile Edge Device: power max
3 Get expected minimum energy consumption: Emin

4 if power < Emin then
5 return
6 else
7 Divide input data into data blocks
8 for each DataBlock do
9 Divide DataBlock into data slices

10 Get current power of Mobile Edge Device: power
11 if power > power max · threshold power then
12 Calculate EECPO, ERTPO, TECPO, TRTPO

13 Set OverheadECPO = EECPO · we + TECPO · wt

14 Set OverheadRTPO = ERTPO · we + TRTPO · wt

15 if OverheadRTPO < OverheadECPO then
16 Use RTPO algorithm
17 else
18 Use ECPO algorithm

19 else
20 Use ECPO algorithm

device does not have enough power to support, task will be abandoned. Besides,
let threshold power denote the threshold of percentage of battery charge and
compare power before processing each data block. On the other hand, let we and
wt denote the weight of reducing energy consumption and shortening response
time respectively according to user requirements to calculate overhead as
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Formula 12. Finally, we select algorithm with lower overhead to deal with current
data block.

Overhead = E · we + T · wt (12)

The energy consumption model and time model of one computaion task are
the sum of cost in each data block, which can be expressed as Formula 13.

Etotal =
∑

Eblock, for each data block

Ttotal =
∑

Tblock, for each data block

(13)

5 Evaluation

As 5G technology has not fully applied currently, it is scarcely possible to carry
out experiments in real environment. In this section, we analyze our simula-
tion result in four scenarios to evaluate performance of the proposed dynamic
computing offloading mechanism, including network normal scenario, network
congested scenario, device low battery scenario and task time limited scenario.

5.1 Experimental Parameter

Settings of our simulation are as follows. The size of data block and data
slice are 100 MB and 1 MB separately. Energy consumption per CPU cycle
for mobile edge device Ec = 1.0 × 10−10 J/cycle. The number of CPU cycles
required for computing 1-bit data at mobile edge device and edge cloud is
Cm = Ce = 1000 cycles/bits. CPU frequency for a mobile edge device is fm =
2.0 × 109 cycles/s while it for edge cloud is fe = 1.0 × 1010 cycles/s. Transmis-
sion power is Pt ∈ [0, 0.2] J/s. Channel transmission rate is Rt ∈ [0, 2000] KB/s.
Energy of mobile edge device at full charge is 20000 J and threshold power is
set to 30%.

Moreover, as Formula 14 shows, WirelessStation consists of n channels and
m devices are maintained for each channel, of which m has negative correlation
of the wireless transmission rate.

WirelessStation(Channel1, Channel2, ..., Channeln−1, Channeln)
Channel(Device1,Device2, ...,Devicem−1,Devicem)

(14)

Assuming that NumberChannel and NumberDevice represent the number of
channels and mobile edge devices severally, we define the ratio of NumberChannel

and NumberDevice equalizing 20 as congested network, while equalizing 2 as
normal network in our experiment.
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5.2 Simulation Results Analysis

Network Normal Scenario. Processing computation task with size of 100 MB
in normal network scenario with NumberDevice/NumberChannel = 2, total
energy consumption and response time of edge device are shown in Fig. 5. Appar-
ently, ECPO, RTPO and Dynamic Algorithm have a great advantage over exe-
cuting locally and all offloading to edge cloud. However, in terms of energy con-
sumption, compared with ECPO and RTPO, advantage of Dynamic Algorithm is
not obvious, as even slightly worse than ECPO. While in terms of response time,
combining the superiority of RTPO, it performs better for Dynamic Algorithm
than ECPO while a little worse than RTPO. Therefore, Dynamic Algorithm
plays a role as a compromise between ECPO and RTPO.

(a) Energy Consumption Analysis

(b) Response Time Analysis

Fig. 5. Analysis in normal network scenario

Network Congested Scenario. Dealing with task with size of 100 MB in
congested network scenario with NumberDevice/NumberChannel = 20, results
are shown in Fig. 6. In the respect of energy consumption, cost of Dynamic
Algorithm is slightly higher than local execution due to high transmission cost
in congested network, while is half as low as it of all offloading. From another
perspective, response time of Dynamic Algorithm has distinct improvement over
no offloading and all offloading, but still in the midst of ECPO and RTPO.
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(a) Energy Consumption Analysis

(b) Response Time Analysis

Fig. 6. Analysis in Congested Network Scenario

Device Low Battery Scenario. The initial power of mobile edge device is set
lower than 30% randomly in low battery scenario and the original data size of
each task is 5 GB. Number of initial tasks is 100. Results of computing offloading
is shown in Table 2. The failure of computing tasks is due to exhaustion of mobile
edge devices. Success rates of ECPO and RTPO are 91% and 75% each. Dynamic
Algorithm will estimate energy consumption before executing tasks and abandon
calculation task when do not have enough power, resulting to 100% success rate.

Table 2. Result of computing offloading in device low battery scenario

Initialization Abandon Failure Success SuccessRate

ECPO 100 0 9 91 91%

RTPO 100 0 25 75 75%

Dynamic 100 10 0 90 100%
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Task Time Limited Scenario The initial power of mobile edge device is set
randomly and the original data size of each task is 5 GB. Number of initial tasks
is 100. In addition, each computing task is limited to 1 h. Results of computing
offloading is shown in Table 3. For ECPO, there are 2 tasks failed due to depletion
of mobile edge devices, while the remaining 98% violate the time limit due to
timeout. For RTPO, although its success rate is 95%, 5 tasks failed due to
exhaustion of mobile edge device. For Dynamic Algorithm, success rate is 83%
without failure which is optimal entirely.

Table 3. Result of computing offloading in task time limited scenario

Initialization Abandon Failure Timeout Punctuality SuccessRate

ECPO 100 0 2 98 0 0%

RTPO 100 0 5 0 95 95%

Dynamic 100 4 0 16 80 83%

5.3 Brief Summary

The simulation results conducted in 4 scenarios show that our computing offload-
ing machanism can comprehensively consider energy consumption, response time
of computing tasks and load of edge cloud, by dynamically adjusting and calcu-
lating offloading strategy. The machanism is far better than local execution and
all offloading to edge cloud.

6 Conclusion

We study computing offloading mechanism for a mobile edge computing system
composed of mobile edge device and edge cloud, connecting with wireless station,
to reduce energy consumption of mobile edge devices and response time of com-
putation tasks. We propose ECPO and RTPO algorithm according to Energy
Consumption Model and Response Time Model. Ultimately, we put forward a
dynamic offloading algorithm combining the previous two, which is proved to be
an effective way to achieve the original goals entirely. In the future, after full
application of 5G technology, we will make further effort to build a real mobile
edge computing scenarios to verify the effectiveness of our mechanism.
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Abstract. Commodity operating systems (OS) often sacrifice real-time
(RT) performance (e.g., consistent low latency) in favor of optimized
average latency and throughput. This can cause latency variance prob-
lems when an OS hosts virtual machines that run network services. This
paper proposes a software-based RT method in Linux KVM-based hosted
environments. First, this method solves the priority inversion problem in
interrupt handling of vanilla Linux using the RT Preempt patch. Sec-
ond, this method solves another priority inversion problem in the softirq
mechanism of Linux by explicitly separating the RT softirq handling from
the non-RT softirq handling. Finally, this method mitigates the cache
pollution problem by co-located non-RT services and avoids the second
priority inversion in a guest OS by socket outsourcing. Compared to the
RT Preempt Patch Only method, the proposed method has the 76%
lower standard deviation, 15% higher throughput, and 33% lower CPU
overhead. Compared to the dedicated processor method, the proposed
method has the 63% lower standard deviation, higher total throughput
by a factor of 2, and avoids under-utilization of the dedicated processor.

1 Introduction

Large-scale applications with real-time (RT) or stringent quality of service (QoS)
requirements, ranging from large distributed systems such as electronic trading,
NextGen air traffic control [1], and web-facing e-commerce n-tier applications to
small sensors and edge servers in Internet of Things (IoT), smart applications
need fast and consistent network services [2–6]. Owing to the variety of environ-
ments in which these applications operate, there is a growing need for commodity
operating system (OS) with systematic improvements that can satisfy real-time
and stringent QoS performance requirements in both speed and consistency. An
indication of this trend is the number of real-time operating systems [7] that
build on commodity operating systems (Sect. 5).
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Because of the need and effort to maximize average performance in com-
modity operating systems, they tend to have larger latency variabilities and
wider spread in the latency of kernel services, particularly for I/O devices. These
latency variabilities are not bugs in the traditional sense, since the system func-
tionality is correctly implemented. These latency variance problems can also
cause problems in hosted virtual machines (VM) that run network services.

In this study, we have found three major sources of variance in “vanilla”
Linux: two priority inversion problems (Sects. 2.1 and 2.3) and cache pollution
by co-located non-RT services (Sect. 2.5). We describe a new approach to real-
time network services in Linux KVM-based commodity hosted environments,
and evaluate our approach by comparing two current production RT methods.
We call our approach the “outsourcing plus separation of RT Softirq” method
or the outsourcing method for short. First, we solve the first priority inversion
problem in interrupt handling of vanilla Linux using the RT Preempt patch [8].
However, using this patch only has the second priority inversion problem in the
softirq mechanism of Linux in the host OS (Sect. 2.3). We can avoid this problem
by dedicating a processor exclusively for RT threads (Sect. 2.4). However, this
method has disadvantages of low CPU utilization and low total throughput.
Therefore, we solve the second priority inversion problem in the host OS by
explicitly separating the RT softirq handling from the non-RT softirq handling
(Sect. 3.1). Finally, we mitigate the cache pollution problem and avoid the second
priority inversion in a guest OS by outsourcing [9] (Sect. 3.2).

Compared to the RT Preempt Patch Only method, the outsourcing method
has the 76% lower standard deviation, 33% lower CPU overhead, and 15%
higher throughput. Compared to the dedicated processor method, the outsourc-
ing method has the 63% lower standard deviation and higher total throughput
by a factor of 2, and avoids under-utilization of the dedicated processor.

2 The Latency Variance Problems in Vanilla Linux and
Two Production RT Methods

In this section, we illustrate the latency variance problems in vanilla Linux and
two representative production RT methods with a common mix of an RT service
and co-located non-RT network services called NetRT and NetStream (Fig. 1).
A NetRT server is an RT network service that receives requests from clients
sporadically and replies with response messages to the clients. A NetStream
server is a non-RT network service that receives messages continuously from
clients in a best effort manner but it does not send response messages. While a
NetRT server requires short and predictable response times, a NetStream server
desires high throughput.

The NetRT server uses an RT network and the NetStream servers use non-RT
networks. In the following, we refer to the Network Interface Cards (NICs) con-
nected to these networks as RT NIC and non-RT NICs, respectively. We assume
that the network delay and bandwidth of the RT network are guaranteed by using
the methods described by [10–13]. The non-RT networks are best-effort networks.
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In this figure, we run a network service in a VM. We allocate a single vCPU
to each VM of NetStream, and the vCPU corresponds to a host thread with a
normal priority. We allocate two vCPUs to the VM of NetRT. The first vCPU
(non-RT vCPU) executes system tasks (e.g. housekeeping tasks) and it corre-
sponds to a host thread with a normal priority. The second vCPU (RT vCPU)
executes the NetRT server and it corresponds to a host thread with a high pri-
ority. Each VM has a vNIC thread that executes a backend driver of the VM
network.

2.1 Interrupt Handling of Network Devices in Vanilla Linux

Linux implements the split interrupt handling model to handle interrupts.
Figure 1a shows the interrupt handling in vanilla Linux. Each device driver of a
NIC has two interrupt handlers: the hard IRQ handler and softirq handler. The
hard IRQ processes the essential interrupt tasks while interrupts are disabled
and the softirq handler processes the remaining interrupt tasks including heavy
TCP and bridge processing while interrupts are enabled.

Each CPU has an instance of the softirq mechanism and this instance is
shared by multiple device drivers. To ensure cache affinity, the softirq handler
of a device driver is executed by the same CPU that receives the IRQ from the
device and that executes the hard IRQ handler. The hard IRQ handler of a NIC
put the RT softirq handler into the poll list, which is the list of pending softirq
handlers in a per-CPU variable.

The interrupt handling in vanilla Linux has a priority inversion problem.
Interrupt handlers are executed prior to user processes. For instance, in Fig. 1a,
the RT vCPU thread, which is a high-priority user process, can be delayed by
the softirq handler of a non-RT NIC.

In this configuration, message copying is performed two times, i.e., once
between the host kernel and a guest kernel by a vNIC thread, and another
from the guest kernel to a guest user process by a guest kernel. This message
copying causes a cache pollution problem. We will discuss about it in Sect. 2.5.

2.2 The RT Preempt Patch Only Method

We can solve the priority inversion problem in Sect. 2.1 by using the RT Preempt
patch [8]. We call this method the RT Preempt Patch Only method. This patch
makes the kernel more preemptible by the following features:

– Hard IRQ handlers are executed as threads (IRQ threads).
– Spin locks are translated into mutexes with a priority inheritance function.

Figure 1b shows that the threads of VMs and interrupt handlers in the RT
Preempt Patch Only method. In this figure, each NIC has two IRQ threads for
two CPUs. Each IRQ thread is bounded to a CPU.

This method solves the priority inversion problem in Sect. 2.1. Each IRQ
thread calls hard and softirq handlers with its own priority. In Fig. 1b, the IRQ
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(a) Vanilla Linux (b) RT Preempt Patch Only

(c) Dedicated processor (d) Outsourcing

Fig. 1. Configurations of vanilla Linux and the RT methods.
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Fig. 2. Priority inversion in interrupt handling of the host OS.

threads of the non-RT NICs do not preempt the threads of the RT VM. This
method can yield high achievable CPU utilization because all CPUs execute any
vCPU and vNIC threads.

2.3 The Priority Inversion in the Softirq Mechanism of Linux

The RT Preempt patch solves the priority inversion in Sect. 2.1. However, there
exists another type of priority inversion in the softirq mechanism of Linux.

Figure 2 shows a trace of the kernel activities using the RT Preempt Patch
Only method, where we obtained this plot using KernelShark [14]1. In this figure,
while the CPU was executing the non-RT IRQ thread that called the non-RT
softirq handler, the CPU received an interrupt from an RT NIC. The CPU
activated the RT IRQ thread, and called the RT hard IRQ handler. The RT
hard IRQ handler put the RT softirq handler into the poll list in a per-CPU
variable.

After finishing the RT hard IRQ handler, the RT IRQ thread entered the
softirq mechanism. This thread tried to lock the per-CPU variable but it was
locked by the non-RT IRQ thread. Therefore, the CPU suspended the RT IRQ
thread and executed the non-RT IRQ thread. This thread continued the non-RT
softirq handler. At this time, this thread ran with a high priority according to
the priority inheritance function. Therefore, the RT IRQ thread had to wait until
the non-RT IRQ thread finished. This is a priority inversion.

Next, in Fig. 2, the non-RT softirq handler exceeded the execution quota.
Therefore, the non-RT softirq handler was put at the end of the poll list. Next,
the RT IRQ thread obtained the lock and called the RT softirq handler. This
handler processed messages from the RT NIC, placed messages into a queue, and
activated the RT vNIC thread. Next, the RT IRQ thread also called the non-RT
softirq handler with high priority, which created a priority inversion.

1 The results of KernelShark may include large probe effects.
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2.4 Dedicated Processor Method

We can avoid the priority inversion in Sect. 2.3 by dedicating processors to RT
threads. This is a popular production method to run RT services in commodity
hosted environments [15–18]. We call this method the dedicated processor method.

Figure 1c shows that this method allocates a group of RT threads to a ded-
icated CPU. We call such a CPU an RT-CPU. In this method, an RT NIC
injects interrupts to an RT-CPU and a non-RT NIC injects interrupts to a non-
RT CPU. Interrupt handling of non-RT NICs do not disturb the execution of
the RT threads.

While this method can achieve consistently low latency, it has a drawback.
Because RT CPUs do not help to execute non-RT threads, this method yields
less achievable CPU utilization.

2.5 Cache Pollution Problem

The CPUs (cores) of a system are explicitly-shared resources and we can control
them through priorities of threads and dedication. On the other hand, the Last
Level Cache (LLC) is an implicitly-shared resource. When co-located non-RT
services pollute the LLC, this can interfere the execution of RT services. For
example, in Fig. 1b, when the NetStream servers receive messages, vNIC threads
and guest operating systems copy these messages and this copying pollutes the
LLC. This changes the response times of the NetRT server.

Note that we cannot avoid this problem using the dedicated processor
method. This is because in many CPU architectures, the LLC is shared among
CPU cores.

3 Outsourcing Method

Sections 2.2 and 2.4 described two production RT methods, the RT Preempt
Patch only method and the dedicated processor method. This section shows our
proposed method, the outsourcing method.

Figure 1d shows the configuration of the method. This method is an extension
of the RT Preempt Patch Only method. It uses the RT Preempt patch and it
assigns high priorities to RT threads. This method avoids the priority inversion
in Sect. 2.3 by adding a new poll list for RT services as shown in Fig. 1d. In
addition, this method mitigates the cache pollution problem in Sect. 2.5 and
avoids the priority inversion in a guest OS by RT socket outsourcing.

3.1 Adding an RT Poll list for RT Services

In the outsourcing method, we divide the poll list of the softirq mechanism into
two lists.

– The poll list for non-RT NIC handlers (the non-RT poll list).
– The poll list for RT NIC handlers (the RT poll list).
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Fig. 3. Separating RT interrupt handling from non-RT interrupt handling.

Figure 3 shows interrupt handling in the outsourcing method. While the CPU
was executing the non-RT softirq handler, the CPU received an interrupt from
an RT NIC as in Fig. 2. The CPU activated the RT IRQ thread, and called the
RT hard IRQ handler. The RT hard IRQ handler placed the RT softirq handler
into the RT poll list.

After finishing the RT hard IRQ handler, the RT IRQ thread entered the
softirq mechanism. This thread obtained the lock of the per-CPU variable and
called the RT softirq handler. In contrast to the RT Preempt Patch Only method,
it called the RT softirq handler and it did not call the non-RT softirq handler
because the RT poll list only contained the RT softirq handler. After the RT
IRQ thread finished processing the RT message, it made the CPU available to
the RT vCPU thread. In contrast to Fig. 2, there is no priority inversion in Fig. 3.

We implemented the RT poll list in Linux, which required the changing of 150
lines of code. First, we added the code for the RT poll list by duplicating that for
the base poll list. Second, we changed the function napi schedule irqoff().
This function uses the RT poll list instead of the non-RT poll list if the IRQ
thread is labeled as RT. This allows the reuse of the existing device drivers
without modification. We did not change the device driver of the Intel X520
NIC. We added the sysctl parameter net.core.rtnet prio to label the IRQ
threads as RT. For example, by calling sysctl -w net.core.rtnet prio=47,
an IRQ thread running with a priority equal to or higher than 47 uses the RT
poll list in napi schedule irqoff().

3.2 RT Socket Outsourcing

To overcome the latency variance caused by cache pollution, we extend socket
outsourcing [9]. Socket outsourcing allows a guest kernel to delegate high-level
network operations to the host kernel. When a guest process invokes a socket
operation, its processing is delegated to the host. The incoming network messages
arriving at a guest process are handled by the host network stack.

Socket outsourcing is implemented using VMRPCs [9]. VMRPCs are remote
procedure calls for hosted VMs that allow a guest client to invoke a procedure
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on a host server. The parameters for this procedure are passed through the
shared memory. VMRPCs are synchronous in a similar manner to system calls,
so a naive implementation may block a client until the host procedure returns
a response message. Conventional socket outsourcing uses virtual interrupts to
solve this problem. Therefore, it has the priority inversion problem in the softirq
mechanism of a guest OS.

We solve this problem by eliminating interrupt handling from a guest OS. We
call this RT socket outsourcing. In RT socket outsourcing, the vCPU running an
RT server waits for incoming messages in the idle process. The idle process in the
guest OS executes the halt instruction and this makes the vCPU thread sleep in
the host OS. When new messages arrive in the host OS, the host vCPU thread
and the guest idle process are resumed. The idle process checks the event queue
and the structure with the states of the sockets in the shared memory, wakes up
the receiving processes and goes back to the scheduler. The scheduler executes
these processes immediately without interrupt handling. Further, receiving new
messages does not interfere with a running RT service. When the RT service is
running and a new message arrives, the guest kernel does not handle the new
message immediately. The guest kernel handles it when the RT service issues a
receive system call or the guest kernel becomes idle.

Message copying is performed two times in current production methods,
including the RT Preempt patch method and dedicated processor method, i.e.,
once between the host kernel and a guest kernel, and another from the guest ker-
nel to a guest user process. By contrast, in socket outsourcing, message copying
is performed once from the host kernel to a guest user process. This omission of
copying makes the footprint smaller and reduces the cache pollution by non-RT
services. This contributes lower latency variance of RT services.

We have implemented RT socket outsourcing as kernel modules. The guest
module replaces the socket layer functions with those that perform VMRPCs to
the host procedures. We modified the idle process in the guest, which examines
the event queue and the socket status structure. A module in the host contains
procedures for handling the requests from guest clients.

4 Experimental Evaluation

4.1 Experimental Setup

Figure 4 shows the experimental environment. We used netperf [19] as the NetRT
server. Using a remote client, we measured round trip times. We modified the
client of netperf, which sent request messages at random intervals ranging from
1 to 10 ms using UDP and received the response messages. We ran iperf [20] in
server mode as a NetStream server. The iperf client sent continuous messages
using TCP at the maximum speed.

It should be noted that changing the inter-arrival time had a similar effect on
the CPU cache as changing the streaming workload. When we made the inter-
arrival time shorter, the cache could retain more contents of the NetRT server,
which corresponded to making the load lighter. When we made the inter-arrival
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Fig. 4. The experimental environment.

Table 1. Configurations of the machines and their active cores in the experiments.

Machine CPU/Cache (MB) Cores OS

VM host Intel Core i7-6700K/8 2 Linux 4.1

NetRT client Intel Core i7-6700K/8 4 Linux 4.1

NetStream client 1 Intel Core i7-3820/10 4 Linux 4.1

NetStream client 2 Intel Core i7-3820/10 4 Linux 4.1

Monitor Intel Core i7-3820/10 4 Linux 3.16

time longer, the cache could retain fewer contents of the NetRT server, which
corresponded to making the load heavier.

We connected the host of the VMs with a single RT network and two non-RT
networks, as shown in Fig. 4. These networks comprised 10GBASE-LR optical
fiber Ethernet systems. The NICs were Intel X520 Ethernet converged network
adapters. We used two non-RT network links to make the CPUs busy on the VM
host. When we used a single link, this link became the bottleneck and the CPUs
had idle times. We set the maximum transfer unit (MTU) for these networks to
1500 bytes.

We measured the response times of the NetRT server using a hardware mon-
itor, i.e., an Endace DAG10X2-S card [21]. We inserted optical taps into the RT
network and directed packets to the Endace DAG card. This card captured and
timestamped both the request and response packets at a resolution of 4 ns.

Table 1 shows the specifications of the physical machines used in the exper-
iments. To avoid fluctuations in the frequency of the CPUs, we disabled the
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Table 2. NetRT latency comparison between the RT methods (microseconds).

Method Mean 99th percentile Standard deviation

No method (vanilla Linux) 123.0 184.9 22.0

RT Preempt Patch Only 91.8 120.5 11.8

Dedicated processor 58.1 80.8 7.7

Outsourcing 32.6 49.5 2.8

Outsourcing (only RT poll list) 93.2 131.1 11.4

Outsourcing (only RT socket outsourcing) 41.1 64.0 12.2

following processor features: Hyper-threading, TurboBoost and C-States2. In
addition, we set the CONFIG NO HZ FULL option in both the host and guest ker-
nels to reduce the number of clock ticks in the CPU that executed the NetRT
server. For the dedicated processor method, we assigned CPU 0 as the non-RT
CPU and CPU 1 as the RT CPU. All guest OSes were Linux 4.1.

4.2 Experimental Results

Figure 5 shows the response times of the NetRT server, and Table 2 shows their
statistical values (the mean, 99th percentile, and standard deviation (SD)).
Figure 6 shows the throughputs and Fig. 7 shows the achievable CPU utiliza-
tion.

Figure 5a shows that in vanilla Linux, the NetRT server had high latency
variance. On the other hand, the execution of NetStream servers presented a
high performance as shown in Fig. 6, and NetStream servers got a throughput
of 18.8 Gbps over an aggregated link capacity of 20 Gbps. The activities of the
NetRT server and the NetStream servers did not consume all the CPU resources,
as shown in Fig. 7.

Figure 5b shows that the RT Preempt Patch Only method improved the
system realtimeness compared with vanilla Linux. Despite this improvement,
the NetStream servers interfered with the response times of the NetRT server.
The CPUs reached their maximum capacities in this method, which limited the
volume of data received by the NetStream servers. Consequently, the NetStream
servers had a throughput of 16.0 Gbps.

Figure 5c shows the response times obtained using the dedicated processor
method. This method reduced the latency variability. However, the dedicated
processor method could only use 50% of the CPU resources to execute the Net-
Stream servers, which limited the total throughput to 8.6 Gbps.

Figure 5d shows the response times using the outsourcing method that com-
prises the two techniques: adding an RT poll list (Sect. 3.1) and RT socket out-
sourcing (Sect. 3.2). This method had the lowest latency variability among the

2 C-states are CPU modes for saving power. C-state transitions degrade the perfor-
mance of RT services. We disabled C-states in the BIOS and in the Linux kernel
using the parameters intel idle.max cstate=0 and idle=poll.
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Fig. 5. Distribution of the NetRT server response times.

three methods. In addition, the outsourcing method maintained a high through-
put of 18.8 Gbps with the lowest CPU consumption.

In summary, compared to the RT Preempt Patch Only method, the out-
sourcing method has the 76% lower standard deviation, 15% higher throughput,
and 33% lower CPU overhead. Compared to the dedicated processor method,
the outsourcing method has the 63% lower standard deviation and higher total
throughput by a factor of 2, and avoids under-utilization of the dedicated pro-
cessor.

We performed the experiment by enabling one of two techniques: adding an
RT poll list and RT socket outsourcing. Figure 5e and f show the results. When
we enabled only one of the two techniques, we obtained large variability in the
response times.

4.3 Application Benchmarks

In Sect. 4.2, we compared the three RT methods using netperf as a NetRT server.
In this section, we compare these methods using two time-sensitive applications
as NetRT servers. We used the same experimental environment and configura-
tions described in Sect. 4.1.
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Fig. 6. Total throughput.

Fig. 7. Achievable CPU utilization.

A Voice over IP Server (VoIP). We measured the forward delays of a
VoIP server that used the Session Initiation Protocol (SIP). We measured the
impact of the NetStream servers on the activity of the NetRT server with various
requesting rates. In this experiment, we ran Kamailio [22], a VoIP server, as the
NetRT server. In a remote machine, we ran a SIPp [23] instance as a user agent
client (UAC) and another instance as a user agent server (UAS). The VoIP server
relayed messages between the UAC and the UAS.

We measured the forward delays between the message the VoIP server
received and the message the VoIP server sent in SIP calls. In a single SIP
call, the server forwarded six messages. The UAC first sent an INVITE message
to the server, the server replied with a TRYING message and forwarded the
INVITE message to the UAS. Next, the server forwarded a RINGING and OK
message from the UAS to the UAC. Next, the server forwarded an ACK and
BYE message from the UAC to the UAS. Finally, the server forwarded an OK
message from the UAS to the UAC. We measured these forward delays using
the hardware monitor, the Endace DAG card. We modified SIPp to make calls
at random rates ranging from 17 to 167 calls per second. This means that the
server forwarded 100 to 1000 messages in a second.

Figure 8 shows the 50th, 99th and 99.9th percentiles of the NetRT response
times. The response times with the outsourcing method had lower tail latencies
than those with the RT Preempt Patch Only method and the dedicated processor
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Fig. 8. The forward delays of a voice over IP server (Kamailio).

method. For example, in the 99th percentiles, the outsourcing method had 41%
lower latency compared with the RT preempt Patch Only method and 32% lower
latency compared with the dedicated processor method.

Memcached. We performed another application experiment using Memcached
[24] as a NetRT server. Memcached is a distributed caching server that stores
key-value pairs. The NetRT server received requests from a remote client called
memaslap [25]. We measured the response times using random request intervals
ranging from 100 to 1000 requests per second with the hardware monitor, the
Endace DAG card. Memaslap sent GET/SET requests at a ratio of 9:1. The size
of a key was 64 bytes and the size of the value was 1024 bytes. We ran the same
NetStream servers employed in the previous experiments.

Figure 9 presents the 50th, 99th, and 99.9th percentiles of the response times of
the GET requests. Similar to the previous experiment, the outsourcing method
obtained better results than the RT Preempt Patch Only and the dedicated
processor methods. In the 99th percentiles, the outsourcing method had 59%
lower latency compared with the RT preempt Patch Only method and 54%
lower latency compared with the dedicated processor method.

5 Related Work

The RT Preempt Patch Only and dedicated processor methods [8,15,16,18] are
among the favorite choices in production-use operating systems that support RT
services. Classic proposals for adding real-time support to commodity operating
systems include RTLinux [26], Time-Sensitive Linux (TSL) [27], and Xenomai
[28]. Although these proposed systems have been shown to be effective in reduc-
ing latency variance, the results are affected by the continuous evolution of the
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Fig. 9. The response times of Memcached.

underlying OS code. Examples of new sources of variance described in Sects. 2.3
and 2.5 include priority inversion and cache pollution.

Other proposals to address the priority inversion problem in network process-
ing include lazy receiver processing (LRP) [29], which postpones the interrupt
handling process until execution of the receiver task, and prioritized interrupt
handling [30] for asynchronous transfer mode networks. More generally, some
user space I/O frameworks [31–33] employ a polling mode to avoid latencies
caused by interrupt handling and allow applications to send and receive pack-
ets directly from the DMA buffers of a NIC. Other alternatives to improve
network throughput include polling threads [31], Data Plane Development Kit
(DPDK)/vhostuser [32] and Netmap [33]. These design and implementation
alternatives have varied trade-offs in throughput, latency, variance in latency,
and achievable CPU utilization, as well as implementation difficulty in commod-
ity systems such as Linux and KVM.

The study of software-based methods in this paper complements the
advanced hardware assist techniques to improve I/O performance in VM envi-
ronments [10–12,34–36]. Concrete examples include: Exit-Less Interrupts (ELI)
[34], Efficient and Scalable Paravirtual I/O System (ELVIS) [35], and Direct
Interrupt Delivery (DID) [36], which employ advanced hardware features, such
as Single Root I/O Virtualization (SR-IOV) and Advanced Programmable Inter-
rupt Controller virtualization (APICv) by Intel, Advanced Virtual Interrupt
Controller (AVIC) by AMD, and Virtual Generic Interrupt Controller (VGIC)
by ARM. These new hardware features are able to bypass some of the software
layers in a consolidated environment that includes a guest OS, the host OS, and
the VMM. The combination of software techniques such as outsourcing with
advanced hardware assist is another interesting area of future research.
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Previous outsourcing and similar techniques focus on improving throughput
[9,37–39]. This is the first paper that uses outsourcing for reducing latency and
variance in latency.

6 Conclusion

In this study, we have proposed the outsourcing method of real-time network
services in KVM-based commodity hosted environments, and evaluated our
method by comparing with two production methods, the RT Preempt Patch
Only method and the dedicated processor method.

First, we found that the RT Preempt Patch Only method is able to reduce and
remove the sources of latency variance in interrupt handling, primarily due to the
first priority inversion problem between RT user processes and non-RT interrupt
handling. However, the second priority inversion problem in the softirq mecha-
nism of Linux remains. The dedicated processor method dedicates an exclusive
processor for RT threads, including softirq, thus removing all thread-related pri-
ority inversion problems. Its drawback is that the low utilization of the dedicated
processor can significantly reduce the total achievable throughput. The main con-
tribution of the paper is the outsourcing method, which is implemented with two
modest modifications to Linux (in addition to the RT Preempt patch). The first
modification explicitly separates RT softirq handling from non-RT softirq han-
dling, removing the second priority inversion problem. The second modification
outsources the processing of network services from the guest OS to the host OS,
thereby mitigating the cache pollution problem and avoiding the second priority
inversion in a guest OS.

Compared to the RT Preempt Patch Only method, the outsourcing method
has the 76% lower standard deviation, 15% higher throughput, and 33% lower
CPU overhead. Compared to the dedicated processor method, the outsourcing
method has the 63% lower standard deviation, higher total throughput by a
factor of 2, and avoids under-utilization of the dedicated processor.
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Abstract. The Payment Card Industry Data Security Standard (PCI
DSS) mandates that any entity of the cardholder data environment
(CDE) involved in the credit card payment process has to be compli-
ant to the requirements of the standard. Hence, cloud services which are
used in the CDE have to adhere to the PCI DSS requirements too. Iden-
tity and access management (IAM) are essential functions for controlling
the access to the resources of cloud services. The aim of this research is to
investigate the aspects of IAM required by the PCI DSS and to describe
current concepts of IAM for cloud services and how they relate to the
requirements of the PCI DSS.

1 Introduction

Credit card frauds are committed using different methods. According to [1],
60% of the value of fraudulent transactions within the Single Euro Payments
Area (SEPA) were caused by card-not-present (CNP) payments in 2012. CNP
frauds are committed without the actual physical use of the credit card, e.g. in
online, phone or mail-order transactions. Online merchants are at an increased
risks due to attacks which target to exploit vulnerabilities and obtain credit
card records for use in CNP frauds and identity theft. The PCI DSS has been
established to ensure the safety of the merchant’s payment systems and has to be
implemented by all merchants that provide payment with credit cards. The PCI
DSS describes a set of 12 technical and operational requirements in five categories
to protect credit card data [2]. The importance of the requirements claimed by
PCI DSS can be illustrated at the example of the TJX data breach [3]. The
TJX Companies, Inc., a department store chain in the United States, kept the
magnetic strip data from customers credit cards in unencrypted from and was
attacked by thieves first time in July 2005. In total, data of 94,000,000 cards was
stolen. The PCI DSS defines some very prescriptive requirements to avoid such
scenarios, e.g. sensitive authentication data must not be stored on storage at all
and the primary account number has to rendered in unreadable format when
stored. The requirements of the PCI DSS apply to all entities involved into the
payment process, including service providers. Cloud services involved with credit
c© Springer International Publishing AG, part of Springer Nature 2018
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card payment have to be PCI DSS compliant. Cloud Service Providers (CSP)
which are engaged by merchants as third-part service providers (TPSP) have
to provide evidence of their PCI DSS compliance status [4]. IAM are essential
functions when interacting with cloud services. IAM has to ensure that access
to cloud services and related data is only granted to authorized users and that
compliance with internal policies and external regulations is maintained. The
aim of this research is to examine the IAM related requirements of the PCI DSS
and to investigate current methods of IAM in the context of cloud services and
PCI DSS. In the following, the requirements of the PCI DSS and the essential
functions of IAM for cloud services are described, the PCI DSS requirements are
assessed for their relation to the IAM functions and different methods of IAM
for cloud services are analysed.

2 Payment Card Industry Data Security Standard

The PCI DSS has been issued to ensure the security of credit card and account
data [2]. The latest version 3.2 of the standard has been released in April 2016
[2]. The technical and operational requirements of the PCI DSS apply to all
entities involved in the process of the credit card payment. The scope of the
PCI DSS is extensive. Any component included in the CDE is to be considered,
including people, processes and technologies. The entities to be compliant with
PCI DSS include merchants, processors, acquirers, issuers and services providers
but also any entities that store, process or transmit cardholder data and sensitive
authentication data. PCI DSS defines 12 requirements and corresponding test
procedures which are combined into a security assessment tool for use during
PCI DSS compliance assessments. The following requirements are to be assessed
using the test procedures in the validation process [2]:

2.1 Build and Maintain a Secure Network and Systems

1. Install and maintain a firewall configuration to protect cardholder data
Firewalls control the traffic between an entity’s internal network and the
untrusted, external networks, and the traffic in and out of sensitive areas
within the internal trusted network. Firewalls and router configurations have
to be established and implemented following a formal process for approving
and testing all network connections and using documentation of business
justification and network diagrams.

2. Do not use vendor-supplied defaults for system passwords and other security
parameters
Intruders (external and internal) use default passwords or exploits based
on default system settings to compromise systems. The information about
default passwords and settings are widely known and can easily be obtained
from public documentation. Vendor-supplied defaults must always be changed
and unnecessary default accounts be removed before a system is connected
to the network.
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2.2 Protect Cardholder Data

3. Protect stored cardholder data
Cardholder data refers to any information present in any form on a payment
card. The cardholder data must be protected by the entities accepting pay-
ment cards and unauthorized use has to be prevented. Methods like encryp-
tion, cutting, masking and hashing have to be used in order to transfer and
process the data in an unreadable form. Only limited cardholder data should
be stored on storage. Sensitive authentication data must not be stored after
authentication.

4. Encrypt transmission of cardholder data across open, public networks
Intruders exploit the misconfiguration of wireless network devices and weak-
nesses in legacy encryption and authentication protocols to gain access to
CDE. Strong encryption and security protocols must be used to protect the
cardholder data during transmission over open and public networks.

2.3 Maintain a Vulnerability Management Program

5. Protect all system against malware and regularly update anti-virus software
or programs
Malicious software (malware) such as viruses, worms and trojans can enter
the network during approved business activities, e.g. via employee e-mail and
the use of the Internet, and target to exploit system vulnerabilities. Anti-virus
software has to be installed on all systems potentially affected by malicious
software. The anti-virus software has to be capable to detect, remove and
protect against all types of malicious software. It has to be ensured that the
anti-virus mechanisms can not be disabled and are kept current, i.e. virus
signature files are regularly updated and scans are executed.

6. Develop and maintain secure systems and applications
Intrudes use security vulnerabilities to gain privileged access to the systems.
Many of these vulnerabilities can be fixed by security patches provided by
the vendors. Therefore, a process has to be established to regularly identify
security vulnerabilities, rank them by risk (e.g. “high”, “medium”, “low”)
and install applicable vendor-supplied security patches. Critical patches must
be installed within a month after release.

2.4 Implement Strong Access Control Measures

7. Restrict access to cardholder data by business need to know
The access to cardholder data must be limited to authorized personnel. Sys-
tems and processes have to be in place to control and restrict the access to
the cardholder data. Access must only be granted on the base of business
needs and in accordance with the job responsibility.

8. Identify and authenticate access to system components
An unique identification (ID) has to be assigned to each person with access to
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the CDE. Personalized IDs ensure that each individual can be held account-
able for their actions. Using IDs, activities performed on critical data and
systems can be restricted to authorized users only and be traced for auditing.
An authentication system must be in place which implements the policies for
adding, deleting and modifying user IDs and credentials. The authentication
system has to effectively enforce protection, e.g. by limiting the number of
access attempts and requesting regular password changes.

9. Restrict physical access to cardholder data by business need to know
Physical access to systems that host cardholder data must be restricted to
avoid unauthorised access to devices or data, and prevent removal or deletion
of devices or hard-copies. Appropriate facility entry controls must be in place
to limit and monitor the physical access to the systems of the CDE.

2.5 Regularly Monitor and Test Networks

10. Track and monitor all access to network resources and cardholder data
All access to the cardholder data must be tracked and monitored. Logging
mechanisms and tracking of user activities enable effective forensics and vul-
nerability management. The existence of logs in all environments allows for
thorough tracking, warning and analysis in the event of a fault. Audit trails
have to be implemented that link all access to the system to an individual
user and allow to reconstruct events such the user access to the cardholder
data and invalid access attempts. Regular reviews of logs and security events
have to be established to identify anomalies and suspicious activities.

11. Regularly test security system and processes
Vulnerabilities are continually discovered by both intruders and researchers.
New vulnerabilities are often introduced by new software. System compo-
nents, processes and custom software have to be tested regularly to ensure
that security is maintained over time. Tests have to include the verification
of the security controls for wireless access points, vulnerability scans of the
internal and external network, penetration tests, intrusion detection and
change detection for unauthorized modification.

2.6 Maintain an Information Security Policy

12. Maintain a policy that addresses information security for all personnel
All personnel have to understand the sensitivity of the data and their respon-
sibility to protect it. Strong security policies have to be enforced for the
entire entity of the CDE and inform all personnel what is expected of them.

In [5], the fact that the PCI DSS 3.0 implies many changes compared to
the version 2.0 is investigated. Even organisations which are already PCI DSS
2.0 compliant may encounter challenges when moving to the new version. The
changes between PCI DSS 2.0 and 3.0 are identified and PCI DSS 3.0 is imple-
mented at the example of the largest company for online payment services in
Indonesia to measure an organisation’s compliance level. As a result of this
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research 182 new controls are identified which simplify the adoption of PCI DSS
3.0 by an organisation that is already compliant to the PCI DSS 2.0. The com-
pany was found to be 77.43% compliant to the PCI DSS 3.0 requirements. One of
the recommendations in [5] is that the company should implement strict access
controls to limit the access to card holder data as per PCI DSS requirement 7.
The PCI Compliance Report from 2015 [6] shows that victims of data breaches
struggle with establishing restricted access and access authentication more than
other organisations. The report positively points out that the compliance with
requirement 7 increased over the last year to 89% of all investigated companies
in 2014. The compliance with requirement 8 for access authentication was at
69% in 2014. Some companies still have challenges with establishing appropriate
handling of credentials (8.2) and preventing shared use of credentials (8.5).

3 Identity and Access Management for Cloud Services

With the adoption of cloud services, functions of the IAM have to be extended
into the CSP. The following IAM functions are essential for the successful and
effective management of identities when using cloud services [7]:

1. Identity Provisioning and User Management
The existing processes for user management within an enterprise have to be
extended to cloud services. Identity provisioning has to handle the secure
and timely management of on-boarding and off-boarding the users of cloud
services. The users of the cloud services represent either individuals or the
organisation and are maintained by the CSP in order to support authentica-
tion, authorisation, federation, billing and auditing processes. The provision-
ing of the users for a specific cloud service has to be done with appropriate
privileges and based on their roles as cloud service consumer, e.g. business
manager, administrator, service integrator and end user. CSP have to provide
APIs which support the provisioning of users and consumer organisations may
use automated identity management solutions exploiting those APIs.

2. Authentication and Credential Management
Authentication validates the credentials provided by a user. Organisations
that become cloud service consumers have to invest into properly handling
credential management, strong authentication and delegated authentication,
and how trust is managed across multiple cloud services. Credential manage-
ment involves the processes for managing passwords, digital certificates and
dynamic credentials. One time passwords and strong authentication such as
multi-factor authentication should be used to reduce for instance the impact
of compromised password. Credentials may be stolen by various types of intru-
sion attempts such as phishing, key-logging or man-in-the-middle attacks. The
impact of stolen credentials is fatal, data can be monitored or manipulated,
and compromised valid user accounts can be used for denial-of-service attacks
or obtaining root level access to VMs and hosts [8].
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3. Federation
Federation enables cloud service consumers to authenticate as users of cloud
services using their chosen identity provider. The identity provider is an
authoritative source which provides authentication of the users. The federa-
tion process requires that identity attributes are securely exchanged between
a service provider and the identity provider. The service provider can be either
an internally deployed application or a cloud service. Multiple federation stan-
dards exist today. The Security Assertion Markup Language (SAML) is a
widely accepted federation standard and supports single sign-on (SSO). As
organisations start to consume multiple cloud services, SSO becomes impor-
tant in order to manage authentication across these different services consis-
tently using a central identity provider.

4. Authorisation and User Profile Management
Authorisation grants access to requested resources based on user profile
attributes and access policies. The user profile stores a set of attributes which
the CSP uses to customize the service and to restrict or enable access to sub-
sets of functions of the service. For users which act on behalf of an organisa-
tion, some of the user’s profile attributes, e.g. the user role, may be assigned
by the organisation. The organisation is in this case the authoritative source
for those attributes and owns the access control policy to be applied to the
users. Organisations have to manage the profile attributes for their users of
cloud service and have to confirm with the CSP based on their requirements
that adequate access control mechanisms of the cloud resources are supported.

5. Compliance
Cloud service consumers have to understand how CSPs enable compliance
with internal and external regulatory requirements. When consuming cloud
services, some of the information required to satisfy audit and compliance
reporting requirements has to be delivered by the CSP.

The classification of different Identity Management Systems (IDMS) for cloud
services are discussed in [9–11]:

1. Isolated IDMS
A single server is used as service provider and identity provider. The system
does not rely on a trusted third party for credential issuance and verifica-
tion. User accounts are replicated from the on-premise user directory into the
cloud environment. Using this approach introduces security exposures when
sensitive data like passwords or keys are exposed into the cloud. Changes to
roles and user ID removal become effective delayed as the replication occurs
asynchronous.

2. Centralised IDMS
The service provider(s) and the identity provider run on different servers. One
dedicated server is used as identity provider for issuing and managing user
identities, while any other servers are responsible for providing cloud services.
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3. Federated IDMS
Federation allows to manage user identities within an organisation using an
on-premise user directory. Users of federated IDMS can use the same creden-
tials for authenticating to different cloud services. User identities are validated
using tokens issued by the identity provider and presented to the cloud service
interface. A cloud-based form of federated IDMS are Identity Management-
as-a-Service (IDMaaS) systems. In this case, a separate cloud service manages
the identity, provides identity federation with other cloud services and allows
an identity to be linked with multiple cloud services.

4. Anonymous IDMS
The user’s identity management information is not disclosed to others during
authentication and the user is kept anonymous.

4 PCI DSS Requirements for Identity and Access
Management

The PCI DSS requirements impose a set of requirements related to IAM, in
particular the requirements for strong access control are related to the IAM
functions [2]. In [12], an approach for migrating PCI DSS compliance to an
Infrastructure-as-a-Service (IaaS) provider is described. The article emphasises
the shared responsibility of organisations and CSPs for ensuring PCI DSS com-
pliance for the IAM related requirements. Typically, IaaS providers enable PCI
DSS compliance at the physical infrastructure level, and support multi-factor
authentication and role-based policies, while the users of the organisations have
to perform the IaaS account management.

4.1 Identity Provisioning and User Management

PCI DSS requirement 8 formulates the detailed requirements for managing iden-
tity within the CDE1 [2]:

1. All users of the CDE must receive a unique ID before allowing them to access
components of the CDE or cardholder data (8.1.1).

2. Strong processes for managing the life cycle of the user IDs must be in place.
User accounts must be valid and be associated with a person currently present
in the organisation. Changes such as adding new user IDs, modifying or delet-
ing existing ones must be performed under the control of these processes
(8.1.2).

3. User IDs of terminated users must be revoked immediately (8.1.3).
4. User accounts which are not used within the last 90 days have to be removed

or disabled (8.1.4).
5. User IDs of external vendors should only be enabled during the time period

when needed and be disabled when not in use. Timely unlimited access to
the CDE by vendors increases the risk of unauthorised access. The use of the
user IDs has to be monitored (8.1.5).

1 The numbers in parenthesis refer to the specific PCI DSS requirements.
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6. Security policies and operations procedures for identification must be docu-
mented, in use and known to all affected parties (8.8).

4.2 Authentication and Credential Management

PCI DSS requirement 8 demands the implementation of the following authen-
tication and credential management related features by the IAM system of the
cloud services [2]:

1. Authentication to the CDE must be done by using the user ID and at least
one of methods (8.2):

(a) Something you know (password, passphrase)
(b) Something you have (smart card, token device)
(c) Something you are (biometric)

2. Two-factor authentication must be used when accessing the CDE from
remote networks. Two of the three authentication methods above have to
be used for authentication (8.3).

3. Strong processes to control the modification of credentials have to be estab-
lished (8.1.2).

4. The number of attempts to use invalid credentials for an user IDs has to be
limited. After not more than six attempts the user ID has to be locked out
(8.1.6).

5. Once an user ID is locked out due to too many attempts with invalid creden-
tials, the lockout duration has to be at least 30 min or until an administrator
enables the user ID again (8.1.7).

6. Re-authentication is required after a session is idle for more than 15 min
(8.1.8).

7. All credentials must be rendered unreadable using strong cryptography dur-
ing transmission and when stored on storage (8.2.1).

8. Before the modification of any authentication credentials, the identity of the
users has to be verified (8.2.2).

9. Passwords and passphrases must have a minimum length of at least seven
characters and contain both numeric and alphabetic characters (8.2.3)

10. Passwords and passphrases must be changed at least every 90 days (8.2.4).
11. When a user changes the credentials of its user ID, it must to be ensured

that the new password or passphrases is not the same for any of the last
four passwords or passphrases used before (8.2.5).

12. Passwords and passphrases for first-time use or upon reset have to be unique
for each user and must be changed immediately after the first login (8.2.6).

13. Group, shared or generic IDs and passwords must not be used for authenti-
cation (8.5).

14. Authentication policies and procedures must be documented and communi-
cated (8.4).

15. Security policies and operation procedures for authentication must be doc-
umented, in use and known to all affected parties (8.8).
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4.3 Federation

The PCI DSS does not give any explicit requirements related to federation. The
identity provider for authenticating users when working with federation belongs
to the CDE. In case of cloud services which are used as identity provider, the
provider of the services is to be treated as TPSP from the perspective of the
CDE and the requirements of the PCI DSS apply to it.

4.4 Authorisation

The authorisation functions of the cloud IAM have to support the following
requirements of the PCI DSS [2]:

1. Access to the components of the CDE and cardholder data must to be limited
to users whose job requires such access (7.1).

2. Based on the job responsibilities and functions, access needs and required
privileges have to be defined for each user role (7.1.1).

3. The access of privileged user IDs must be restricted to the least privileges
necessary to perform a job responsibility (7.1.2).

4. Access must only be assigned based on the user’s individual job classification
and function (7.1.3).

5. Privileges must be assigned to users according to their job classification and
function, and only after documented approval (7.2.2, 8.1.1).

6. The access control system must be set to “deny all” for all components of
the CDE and only grant access to users with the need to know as per their
assigned role and privileges (7.2, 7.2.1, 7.2.3).

7. Direct access to the databases containing cardholder data is restricted to
only database administrators. All other access to the database is through
programmatic methods using dedicated application IDs. Application IDs are
restricted for only the use by applications (8.7).

8. Security policies and operation procedures for restricting access to cardholder
data must be documented, in use and known to all affected parties (7.3).

4.5 Compliance

In order for cloud services to be conform with the PCI DSS, the following mech-
anisms for tracking user activities using audit logs have to be established [2]:

1. All user access to cardholder data must be logged (10.2.1).
2. All actions taken by an user with root or administrative privileges must be

logged (10.2.2).
3. All access to audit logs must be logged (10.2.3).
4. All invalid access attempts must be logged (10.2.4).
5. All activities of user management and elevation of privileges must be logged

(10.2.5).
6. The initialization, stopping or pausing of the audit logs must be logged

(10.2.6).



Identity and Access Management for Cloud Services Used by the PCI 215

7. Creation and deletion of system-level objects must be logged (10.2.7).
8. User identification, type of event, date and time, success or failure identi-

fication, origination of the event and identification or name of the affected
data, system component or resources must be logged at least for each of the
above events (10.3).

9. Time-synchronization of all clocks must be implemented to ensure events
captured in different logs can be correlated (10.4).

10. Audit logs must be secured so that they can not be altered (10.5).
11. Audit logs must be reviewed regularly, and in particular all security events

and logs of critical components daily (10.6.).
12. Audit logs must be retained at least one year, with a minimum of three

month to be available immediately (10.7).
13. Security policies and operation procedures for monitoring all access to net-

work resources and cardholder data must be documented, in use and known
to all affected parties (10.8).

5 IAM Methods for Cloud Services

Methods for cloud IAM are investigated by multiple authors. In [13], a model
for identity and trust management in cloud environments is proposed. In this
model, both CSP and users have to register to a trusted authority and obtain
a certificate access token. By validating the user’s certificate, the CSP can be
sure that the user’s request comes from an authentic source. A high performance
IAM system on the base of OpenStack Keystone is proposed in [14]. An intrusion
tolerant identity provider is described in [15] and an approach for federation and
SSO on the base of claim-based identity management is discussed in [16].

Strong user authentication is a requirement of the PCI DSS. The methods
published in [17,18] are described below in detail. In [17], a method is proposed
which combines different security features such as identity management, mutual
authentication and session key agreement between users. Based on two-factor
authentication and two different communication channels, the following authen-
tication flow is described:

1. A smart card is issued to the user. The data on the smart card is encrypted
using secret numbers for both the user and server.

2. The user logs into a terminal using a smart card, user ID and password.
The authenticity of the user is verified based on the smart card, user ID and
password.

3. The user sends from the terminal a login request to the cloud server.
4. The cloud server generates a one-time key and calculates some hash string.
5. The cloud server sends back the hash string to the terminal.
6. The cloud server sends the one-time key to the mobile phone of the user via

SMS.
7. The user enters the one-time key into the terminal and the key is validated

based on the hash string and data on the smart card.
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8. An authentication request is sent to the cloud server using the data of the
smart card, the user ID and the one-time key.

9. The cloud server checks if the maximum legal time of an authentication
session is not yet passed.

10. The cloud server calculates the validation data based the authentication
request and verifies the user’s identity.

11. The cloud server authenticates the user by calculating a session key which
is sent as a hash string back to the user’s terminal.

Methods with communication via two channels and authentication using addi-
tional one-time keys are already used by some financial institutes today. The
proposed method enhances these existing mechanisms by combining them with
additional flows for user and server authentication and secure encoding of mes-
sages. The method fulfils the PCI DSS requirement 8.3 to use two-factor authen-
tication when interacting with cloud services within the CDE from remote net-
works. In order to use the method in a PCI DSS compliant environment, the
other requirements for authentication and managing credentials must be satis-
fied as well. The methods assumes that the user’s password is only stored on
smart card. In this case, the terminal software would have to ensure that the
requirements for password such as minimum length and difference from previous
passwords are ensured.

Another method focusing on strong user authentication is proposed in [18].
The suggested model uses virtual device authorisation (VDA) and adds an
authentication agent to the user’s web browser. VDA is a Software-as-a-Service
(SaaS) application that acts as an gateway to other cloud services. The VDA
is used to identify the ownership of private devices and to establish the linkage
between the clients and the cloud services. A cloud service user may register mul-
tiple devices in the VDA for either temporary or permanent authentication to
communicate with a cloud service. During the registration of a device, approval
is obtained that the device is allowed to access the cloud service and the unique
access code of the authentication agent is generated by the VDA using the device’s
MAC address, the access type (permanent or temporary) and an user-provided
passcode. The authentication agent is sent to the client and installed into the
user’s web browser. When the user makes a request to a cloud service, the authen-
tication agents confirms the identity of the user based on the passcode. Once the
VDA receives confirmation about the identity of the user, the VDA validates the
authorisation of the device. With the proposed method, a CSP can restrict the
access to cloud services for only approved devices and users. The method leaves it
open to establish further mechanisms for user authentication for each of the cloud
services. The method implements a form of two-factor authentication (1. some-
thing you have - an uniquely identified and approved device and 2. something you
know - the user’s passcode) and addresses therefore requirement 8.3 of the PCI
DSS. As with the other authentication method described previously, it is neces-
sary to also establish mechanisms to satisfy the other PCI DSS requirements for
authentication and credential management. For instance, a re-registration of each
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device will be required at least every 90 days, as the passcode is used for generating
the unique code of the authentication agent.

6 Conclusions

In this article, the PCI DSS was analysed for the IAM specific requirements
and how they are related to the use of cloud services. Two existing methods
for authenticating cloud services were analysed. Both methods fulfill the PCI
DSS requirement 8.3 for two-factor authentication. With respect to the IAM
related requirements of the PCI DSS, it was found that current research primarily
focuses on the requirements for strong authentication. Further research needs
to be done for establishing effective methods that address the other PCI DSS
requirements for IAM in cloud environments.
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Abstract. Network anomaly detection is the process of determining
when network behavior has deviated from the normal behavior. The
detection of abnormal events in large dynamic network has become
increasingly important as networks grow in size and complexity. How-
ever, fast and accurate network anomaly detection is very challenging.
Deep learning is a potential method for network anomaly detection due to
its good feature modeling capability. This paper presents a new anomaly
detection method based on deep learning models, specifically the feed-
forward neural network (FNN) model and convolutional neural network
(CNN) model. The performance of the models is evaluated by several
experiments with a popular NSL-KDD dataset. From the experimental
results, we find the FNN and CNN models not only have a strong mod-
eling ability for network anomaly detection, but also have high accuracy.
Compared with several traditional machine learning methods, such as
J48, Naive Bayes, NB Tree, Random Forest, Random Tree and SVM,
the proposed models obtain a higher accuracy and detection rate with
lower false positive rate. The deep learning models can effectively improve
both the detection accuracy and the ability to identify anomaly types.

1 Introduction

In today’s large-scale computer networks, an immense amount of flow data are
observed each day, among which there are some records that do not conform
to the normal network behavior. Some of them are malicious and can cause
serious damage to the network. Therefore, it is important to sift through traffic
data and detect anomalous events as they occur to ensure timely corrective
actions. Network anomalies stand for a large fraction of the Internet traffic and
compromise the performance of the network resources [1]. Possible reasons for
traffic anomalies are changes in the network topology (e.g., newly connected
hosts, routing changes) or network usage (e.g., changed customer behavior, new
applications). Anomalies may also be caused by failures of network devices as
well as by malicious worm or attack traffic [2]. The early detection of such events
is of particular interest as they may impair the safe and reliable operation of the
network.
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 219–234, 2018.
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Network anomaly detection aims to detect patterns in a given network traffic
data that do not conform to an established normal behavior [3] and has become
an important area for both commercial interests as well as academic research.
Applications of anomaly detection typically stem from the perspectives of net-
work monitoring and network security. In network monitoring, a service provider
is often interested in capturing such network characteristics as heavy flows that
use a link with a given capacity, flow size distributions, and the number of
distinct flows. In network security, the interest lies in characterizing known or
unknown anomalous patterns of an attack or a virus. The anomalies may waste
network resources, cause performance degradation of network devices and end
hosts, and lead to security issues concerning all Internet users. Although network
anomaly detection has been widely studied, it remains a challenging task due to
the following factors:

– In large and complicated networks, the normal behavior can be multi-modal,
and the boundary between normal and anomalous events is often not precise.

– Usually the network attacks adapt themselves continuously to cheat the fire-
walls and security filters, making the anomaly detection problem more diffi-
cult.

– Network traffic data often contains noise which tends to be similar to the true
anomalies, and it is difficult to remove them.

In recent years, deep learning has grown very fast and achieved good results
in many scenarios. There is a trend to use deep learning technologies for anomaly
detection [4]. These feature learning approaches and models have been successful
to a certain extent and match or exceed state of the art techniques.

This paper presents an anomaly detection method using deep learning mod-
els, specifically the feedforward neural network (FNN) model and convolutional
neural network (CNN) model. The performance of the model is evaluated by
several experiments with a popular NSL-KDD dataset [5]. From the experimen-
tal results, we find the FNN and CNN models not only have a strong modeling
ability for network anomaly detection, but also have high accuracy. Compared
with several traditional machine learning methods, such as J48, Naive Bayes,
NB Tree, Random Forest, Random Tree and SVM, the proposed models obtain
a higher accuracy and detection rate with lower false positive rate. The deep
learning models can effectively improve both the detection accuracy and the
ability to identify anomaly types.

2 The Models

2.1 Feedforward Neural Networks

Feedforward neural networks (FNN) are called networks because they are typ-
ically represented by composing together many different functions. The model
is associated with a graph describing how the functions are composed together.
For example, we might have three functions f (1), f (2), and f (3) connected in a
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chain, to form f(x) = f (3)(f (2)(f (1)(x))). These chain structures are the most
commonly used structures of neural networks. In this case, f (1) is called the first
layer of the network, f (2) is called the second layer, and so on. The overall length
of the chain gives the depth of the model. It is from this terminology that the
name deep learning arises. The final layer of a feedforward network is called the
output layer.

During neural network training, we drive f(x) to match f∗(x) to get our
model. The training data provides us with noisy, approximate examples of f∗(x)
evaluated at different training points. Each example x is accompanied by a label
y ≈ f∗(x). The training examples specify directly what the output layer like at
each point x; it must produce a value that is close to y. The behavior of other
layers is not determined by the training data. The learning algorithm must decide
how to use these layers to produce the desired output, but the training data
does not show what each individual layer does. Instead, the learning algorithm
must know how to use these layers to achieve best implementation. Because the
training data does not show the output for each of these layers, so that they are
called hidden layers.

2.2 Convolutional Neural Network

A CNN (Convolutional Neural Network) consists of an input and an output layer,
as well as multiple hidden layers, see Fig. 1 as an example. The hidden layers of
a CNN typically consist of convolutional layers, pooling layers, fully connected
layers and normalization layers. Description of the process as a convolution in
neural networks is by convention. Mathematically it is a cross-correlation rather
than a convolution.

Fig. 1. Convolutional Neural Network

Convolutional. Convolutional layers apply a convolution operation to the
input data, passing the result to the next layer. The convolution emulates the
response of an individual neuron to stimulation. Each convolutional processes
data only when it just in its responsed field. Although fully connected feedfor-
ward neural networks can be used to learn features to classify data, a very high
number of neurons would be necessary, when we design a deep architecture. The
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convolution operation brings a solution to this problem as it reduces the number
of free parameters, allowing the network to be deeper with fewer parameters.
In this way, it resolves the vanishing or exploding gradients problem in training
traditional multi-layer neural networks with many layers by using backpropaga-
tion.

Pooling. Convolutional networks may include local or global pooling layers,
which combine the outputs of neuron clusters at one layer into a single neuron
in the next layer. Usually, we use the average output of these neurons as a result.

Fully Connected. Fully connected layers connect every neuron in one layer
to every neuron in another layer. It is in principle the same as the traditional
multi-layer perceptron neural network (MLP).

Weights. CNNs share weights in convolutional layers, which means that the
same filter is used for each receptive field in one layer repeatedly, this can reduces
memory use and improves performance.

3 The Proposed Methods

3.1 The Dataset

We used NSL-KDD dataset [5] in our work. NSL-KDD is a dataset suggested
to solve some of the inherent problems of the KDD’99 dataset. The KDD Cup
includes normal and different kinds of attack traffic, such as DoS, Probing, user-
to-root (U2R), and root-to-local (R2L). The network traffic for training was
collected for seven weeks. The KDD Cup dataset has been widely used as a
benchmark dataset for many years in the evaluation of NIDS (Network Intru-
sion Detection Systems) before. However, one of the major drawback with the
dataset is that it contains an enormous amount of redundant records both in the
training and testing data. It was observed that almost 78% and 75% records are
redundant in the training and test dataset, respectively. This redundancy makes
the learning algorithms more sensitive towards the frequent attack records and
leads to poor classification results for the infrequent, but harmful records.

NSL-KDD was proposed to overcome the limitation of KDD Cup dataset.
The dataset is derived from the KDD Cup dataset. It improved the previous
dataset in four ways. First, It does not include redundant records in the training
set, so the classifiers will not be biased towards more frequent records. Second,
There is no duplicate records in the proposed testing sets; therefore, the perfor-
mance of the learners are not biased by the methods which have better detection
rates on the frequent records. Further, The number of selected records from each
difficulty level group is inversely proportional to the percentage of records in the
original KDD dataset. As a result, the classification rates of distinct machine
learning methods vary in a wider range, which makes it more efficient to have
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an accurate evaluation of different learning techniques. Moreover, the number of
records in the training and testing sets are reasonable, which makes it affordable
to run the experiments on the complete set without the need to randomly select
a small portion. Consequently, evaluation results of different research works will
be consistent and comparable.

This dataset contains a training set, KDDTrain+ and two testing sets called
KDDTest+ and KDDTest21. KDDTrain+ includes the full NSL-KDD training
set with attack-type labels in CSV format and KDDTest+ includes the full
NSL-KDD testing set with attack-type labels in CSV format. In addition, the
dataset providers analyzed the difficulty level of the records in KDD dataset.
Surprisingly, about 98% of the records in the training set and 86% of the records
in the testing set were correctly classified with 21 learners. So, they deleted
the examples which are detected by all 21 learners from KDDTest+ and form
another testing set - KDDTest21.

Each record in the NSL-KDD dataset consists of 41 features mentioned in
Table 1 and is labeled with either normal or a particular kind of attack. These
features include basic features derived directly from a TCP/IP connection, traffic
features accumulated in a window interval, either time, e.g. two seconds, or
several connections, and content features extracted from the application layer
data of connections, that shows in Table 1. Among 41 features, three are nominal,
four are binary, and remaining 34 are continuous. The training data contains 23
traffic classes that include 22 classes of attack and one normal class. The testing
data contains of 38 traffic classes that include 21 attack classes from the training
data, 16 novel attacks, and one normal class.

The NSL-KDD also has five categories: Normal, DoS, Probe, user-to-root
(U2R), and root-to-local (R2L). Table 2 shows the sample number for the five
categories. There are totally 125973 samples in training set with 67343 Normal
samples, 45927 DoS samples, 995 R2L samples, 52 U2R samples and 11656 Probe
samples. As well as in testing set, there are 22544 samples in all, including 9711
Normal samples, 7458 DoS samples, 2754 R2L samples, 200 U2R samples and
2421 Probe samples.

3.2 Data Preprocessing

Numericalization. There are 38 numeric features and 3 non-numeric features
in the NSL-KDD dataset. Because the input value of our models should be
a numeric matrix, we must convert some non-numeric features, such as ‘proto-
col type’, ‘service’ and ‘flag’ features, into numeric form. For instance, the feature
‘protocol type’ has three kinds of attributes, which are ‘tcp’, ‘udp’, and ‘icmp’.
And then we encode these values into binary vector (1,0,0), (0,1,0) and (0,0,1).
Similarly, the feature service has 70 kinds of attributes, and the feature ‘flag’ has
11 kinds of attributes. Using the method we mentioned before, 41-dimensional
features map into 122-dimensional features after transformation. Because for the
convenience of our CNN model, we append 22 ‘0’ each line total 144 features to
make a 12 * 12 matrix.
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Table 1. Features in NSL-KDD Dataset

No. Feature Types No. Feature Types

1 Duration Continuous 22 Is guest login Symbolic

2 Protocol type Symbolic 23 Count Continuous

3 Service Symbolic 24 Srv count Continuous

4 Flag Symbolic 25 Serror rate Continuous

5 Src bytes Continuous 26 Srv serror rate Continuous

6 Dst bytes Continuous 27 Rerror rate Continuous

7 Land Symbolic 28 Srv rerror rate Continuous

8 Wrong fragment Continuous 29 Same srv rate Continuous

9 Urgent Continuous 30 Diff srv rate Continuous

10 Hot Continuous 31 Srv diff host rate Continuous

11 Num failed logins Continuous 32 Dst host count Continuous

12 Logged in Symbolic 33 Dst host srv count Continuous

13 Num compromised Continuous 34 Dst host same srv count Continuous

14 Root shell Continuous 35 Dst host diff srv rate Continuous

15 Su attempted Continuous 36 Dst host same srv port ra Continuous

16 Num root Continuous 37 Dst host srv diff host rat Continuous

17 Num file creations Continuous 38 Dst host serror rate Continuous

18 Num shells Continuous 39 Dst host srv serror rate Continuous

19 Num access files Continuous 40 Dst host rerror rate Continuous

20 Num outbound cmds Continuous 41 Dst host srv rerror rate Continuous

21 Is host login Symbolic

Table 2. Anomaly statistics in the training and testing sets

Intrusion type Train samples Testing samples

Total 125973 22544

Normal 67343 9711

DoS 45927 7458

R2L 995 2754

U2R 52 200

Probe 11656 2421

Normalization. First, according to some features, such as ‘duration [0, 58329]’
and ‘src bytes [0, 1.3 ∗ 109]’, where the difference between the maximum and
minimum values has a very large scope, we apply the logarithmic scaling method
to reduce scaling scope. Second, the value of every feature is mapped to the [0,1]
range linearly according to formula below, where Max denotes the maximum
value and Min denotes minimum value for each feature.

xi =
xi − Min

Max − Min
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3.3 The Proposed Models

We designed a couple of Feedforward neural network models to test their per-
formance including models with one hidden layer and two hidden layers. In one
hidden layer case, we also tried different models with 100, 80 and 60 nodes in
hidden layer. Meanwhile, the models with two hidden layers are designed as
100/80, 80/60 and 60/40 nodes in each hidden layer. Furthermore, we changed
their learning rate to observe their performance. These models are shown in
Sect. 4 in detail.

We also designed a CNN model to detect network abnormal traffic. It is obvi-
ous that the training of the CNN model consists of two parts: Forward Propaga-
tion and Back Propagation. Forward Propagation is responsible for calculating
the output values. Back Propagation is responsible for passing the residuals that
were accumulated to update the weights, which is not fundamentally different
from the normal neural network training.

Here, we first reshape the handled 144 features to a 12 * 12 matrix, as the
input to our CNN model. The convolution layers are treated as a feature extrac-
tor to get feature maps, and then the average of each feature map is computed by
Global Average Pooling. Finally, the resulting vector is fed directly into Softmax
layer for classification. The generalization ability of the network is improved by
this method. Global Average Pooling also be found that it can be compute to
get a generic localization deep representation in. A single fully-connected layer
is added between Global Average pooling layer and Softmax layer, and Class
Activation Maps (CAM) is computed with the weights of this fully-connected
layer like Fig. 2.

Input 12*12 
(144 features) Kernel (5,5)*2 Kernel (3,3)*4 Global pool So Max

Fig. 2. Our CNN model

4 Evaluation

4.1 The Metrics

In our model, the most important performance indicator of network anomaly
detection is used to measure the performance of our deep learning models. In
addition, we use the detection rate and false positive rate to measure the perfor-
mance. The True Positive (TP) means the number of anomaly traffic that are
identified as anomaly. The False Positive (FP) denotes the number of normal
records that are identified as anomaly. The True Negative (TN) is equivalent to
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those correctly admitted, and it means the number of normal traffic that are
identified as normal. The False Negative (FN) denotes the number of anomaly
traffic that are identified as normal. Table 3 shows the definition of confusion
matrix. We have the following notation:

Table 3. Confusion matrix

Predicted class

Actual class Anomaly Normal

Anomaly TP FN

Normal FP TN

Accuracy: the percentage of the number of records classified correctly versus
total the records shown below.

AC =
TP + TN

TP + TN + FP + FN

True Positive Rate (TPR): as the equivalent of the Detection Rate (DR), it
shows the percentage of the number of records identified correctly over the total
number of anomaly records, as shown below.

TPR =
TP

TP + FN

False Positive Rate (FPR): the percentage of the number of records rejected
incorrectly is divided by the total number of normal records, as shown below.

FPR =
FP

FP + TN

Hence, the motivation for the network anomaly detection models is to obtain
a higher accuracy and detection rate with a lower false positive rate.

4.2 Experimental Results

In this paper, we used one of the most current and popular deep learning frame-
works - Tensorflow [6]. Tensorflow is an excellent machine learning framework
belonging to Google. Its powerful capabilities enable researchers to create the
machine learning models they designed more simply. The experiment is per-
formed on a server, with a configuration of an Intel Xeon E5-2630 v3 (15M
Cache, 2.40 GHz) and 32GB memory. Some experiments have been designed to
study the performance of our two different models for five-category classifica-
tion, such as Normal, DoS, R2L, U2R and Probe. In order to demonstrate the
efficiency of the proposed models, we also compare the results with several clas-
sical machine learning algorithms, such as J48, Naive Bayes, NB Tree, Random
Forest, Random Tree and SVM.
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FNN Model. Figure 3 shows the training process on KDDTrain+ and testing
process on KDDTest+ and KDDtest21. From the figure, we can see the accu-
racy rapidly rise before about 3000 epochs and gradually tend to flatten out
after about 15000 epochs. Furthermore, the accuracy on the training dataset is
the highest which is close to 1, it is because the model is trained from the same
dataset directly and captures all the anomaly characteristics. While the detec-
tion accuracy on dataset KDDTest+ and KDDTest21 are about 80%, and 50%
respectively. The accuracy on KDDTest21 is lower than KDDTest+. It is because
KDDTest21 removes all the anomalies that can be easily detected, resulting in
a low detection accuracy.
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Fig. 3. The Accuracy of FNN

Table 4 shows the accuracy with different FNN models. In the five-category
classification experiments, different kinds of Feedforward Neural Network was
tested. The parameters include number of hidden layers, number of nodes in each
layer and the learning rate of algorithm. As we can see, the best result 80.34%
shows when there are 100 nodes in hidden layer, meanwhile the learning rate is
0.5. When the number of nodes below 100, as nodes increase, there is a raising
tendency for precision. However, when we add the node number to 120, the
precious comes to a slightly drop. Results are getting complicated when it comes
to the Feedforward Neural Network with two hidden layers. We can’t describe a
obvious rule under such circumstances, just think a little lower performance than
the Feedforward Neural Network with just one hidden layer. However, there is
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Table 4. The accuracy with different FNN models

Structure Learning rate Accuracy

Hidden layer nodes = 120 0.5 78.9%

Hidden layer nodes = 100 0.5 80.34%

Hidden layer nodes = 80 0.5 80.01%

Hidden layer nodes = 60 0.5 76.75%

Hidden layer nodes = 100 0.8 80.18%

Hidden layer nodes = 100 0.1 77.57%

Hidden layer nodes = 100 * 80 0.5 79.2%

Hidden layer nodes = 80 * 60 0.5 78.8%

Hidden layer nodes = 60 * 40 0.5 79.01%

also a nice result (80.3%) when first hidden layer has 80 nodes and the second
hidden layer has 60 nodes with 0.8 learning rate.

CNN Model. Table 5 shows the detection result for CNN model. For CNN, we
can not design the enough layers since the hardware limitation. As a result, we
just tried a simple model with a drop optimization and it reaches an result that
accuracy comes to 77.8%. We also find the accuracy of CNN model is insensitive
with the size of kernel, number of full connect layer nodes and learning rate.
Compared with FNN model, the accuracy of CNN is relatively lower. The reason
is that the connection among the features in the dataset may not be so strong.
Another possible reason may be the layer is not deep enough.

4.3 Comparison with Other Methods

To make our results more intuitive, we used another famous classic machine
learning framework - scikit-learn to implement J48, Naive Bayes, NB Tree Ran-
dom Forest, Random Tree and SVM on the same benchmark dataset. The
results of the experiment are described in the Fig. 4. Compared with these classic
machine learning methods, the performance of deep learning algorithms shows
a remarkable improvement. The classical machine learning algorithms generally
achieve about 75% accuracy, and the best NB tree reached 75.22% accuracy.
However, the deep learning models can achieve at least 77.8% accuracy, and the
best one comes to 80.34% accuracy.

Table 6 shows the result for the Feedforward Neural Network on testing
set KDDTest+ in the five-category classification experiments. The model has
achieved considerable results in the recognition of DOS and probe, but not good
in the rest two categories. When look at the dataset in Table 2, we find the
anomaly U2R has few samples in both training set and testing set, so the accu-
racy is greatly affected. While the anomaly R2L have enough samples in testing
set whereas have few samples in training set, the data in the testing set is about



Network Anomaly Detection and Identification 229

Table 5. The accuracy with different CNN models

Structure Learning rate Accuracy

Convolutional neural network 0.5 74.38%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 120

Convolutional neural network 0.5 77.80%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 100

Convolutional neural network 0.5 74.40%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 80

Convolutional neural network 0.5 77.64%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 60

Convolutional neural network 0.1 70.83%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 100

Convolutional neural network 0.8 74.49%

Kernel1(5,5)*2

Kernel2(3,3)*4

Full connect layer nodes = 100

Convolutional neural network 0.5 74.84%

Kernel1(4,4)*2

Kernel2(2,2)*4

Full connect layer nodes = 100

Convolutional neural network 0.5 74.63%

Kernel1(7,7)*2

Kernel2(5,5)*4

Full connect layer nodes = 100

3 times of the training set. A small amount of training data can not produce a
model with sufficient generalization capability, resulting in low detection rate.
Furthermore, the FPR of R2L and U2R are very low at the same time, which
shows these models have excellent ability to identify the subclasses trained by
training set and the subclasses which could not be identified may be these classes
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Fig. 4. Comparartion in different machine learning algorithm

Table 6. The detection results for different anomaly types

Anomaly type FPR(%) DR(%)

DoS 2.04 83.44

R2L 0.79 24.52

U2R 0.07 10.30

Probe 2.17 82.34

containing no or just a few samples in the training set. As a result, the deep
learning models is practical for network anomaly detection.

5 Discussion

Based on the same benchmark, using KDDTrain+ as the training set and
KDDTest+ and KDDTest-21 as the testing set, the experimental results show
that the network anomaly detection models both have higher accuracy than the
other machine learning methods. In addition, there’s still a lot of space for the
improvement of network anomaly detection using deep learning.

First of all, we should refine this model’s pertinence to the specific aspect.
As Robin Sommer mention [7], we should keep the scope narrow. Due to the
diversity of network traffic, we should not have the idea that design a model
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which can detect all types of anomalies. Oppositely, a model which can detect
the specific anomalies under specific environment should be established. These
models may not require strong generalization and migration capabilities, but
we can draw on the thought of boosting and bagging, which means overlay and
integrate these models to become a model detecting different anomalies in one
environment, this can cause the weakness of generalization ability to a certain
extent. For example, we can design different models to detect DoS anomaly and
U2R anomaly, then we use these models sequentially to get the result of each
anomaly. At last we combine the two results comprehensively to achieve the final
result. We believe this could reach a better result than a general model.

Meanwhile, we can not test a deep enough CNN model because of the limi-
tation of hardware. The huge amount of practice in different areas confirm the
big effect on CNN. It avoids explicit feature extraction and implicitly learns
from training data, this guarantee it can learn the inherent relation in features.
When solute anomaly detection problem (whose essential issue is the classifica-
tion problem), we are confident of the better performance CNN will show when
we use the new device.

6 Related Work

Network anomaly detection is an important and dynamic research area. Many
network anomaly detection methods and systems have been proposed in the
literature.

Duffield et al. [8] proposed a rule-based anomaly detection on the IP network
which correlates the packet and flow level information. Cherkasova et al. [9] pre-
sented an integrated framework of using regression based transaction models
and application performance signatures to detect anomalous application behav-
ior. Sharma et al. [10] used the Auto-Regressive models and a time-invariant
relationships based approach to detect the fault. Pannu et al. [11] presented
an adaptive anomaly detection framework that can self adapt by learning from
observed anomalies at runtime. Tan et al. presented two anomaly prediction
systems PREPARE [12] and ALERT [13] that integrate online anomaly pre-
diction, learning-based cause inference, and predictive prevention actuation to
minimize the performance anomaly penalty without human intervention. They
also investigated the anomalous behavior of three datasets [14]. Bronevetsky et
al. [15] designed a novel technique that combine classification algorithms with
information on the abnormality of application behavior to improve detection.
Gu et al. [16] developed an attack detection system LEAPS based on supervised
statistical learning to classify benign and malicious system events. Tati et al.
[17] proposed an algorithm to efficiently diagnose large-scale clustered failures
in computer networks which is based on greedy approach. Besides, several works
focus on the anomaly/fault pattern analysis. Birke et al. [18] conducted a failure
pattern analysis on 10K virtual and physical machines hosted on five commercial
datacenters over an observation period of one year. Their objective is to estab-
lish a sound understanding of the differences and similarities between failures of
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physical and virtual machines. Rosa et al. [19] studied three types of unsuccessful
executions in traces of a Google datacenter, namely fail, kill, and eviction. Their
objective is to identify their resource waste, impacts on application performance,
and root causes.

Most recently, with fast development of deep learning, there is a trend to
use deep learning on network anomaly detection. Maimó et al. [20] used deep
learning method for anomaly detection in 5G networks. Tang et al. [21] applied
a deep learning approach for flow-based anomaly detection in an SDN environ-
ment. They just use six basic features (that can be easily obtained in an SDN
environment) taken from the forty-one features of NSL-KDD Dataset. Yin et al.
[22] proposed a deep learning approach for intrusion detection using recurrent
neural networks (RNN). Javaid et al. [23] used Self-taught Learning (STL), a
deep learning based technique, to develop a Network Intrusion Detection System.
Roy et al. [24] used Deep Neural Network as a classifier for the different types
of intrusion attacks and did a comparative study with Support Vector Machine
(SVM). Li et al. [25] proposed a image conversion method of NSL-KDD data
and evaluated the performance of the image conversion method by binary class
classification experiments.

In comparison, this paper applies feedforward neural network model and
convolutional neural network model for network anomaly detection and studies
the impact of different model parameters. We also perform a detailed compar-
ison of detection accuracy with several traditional machine learning methods
and demonstrate the deep learning based detection models can achieve a better
accuracy.

7 Conclusion

This paper presents a new anomaly detection method based on deep learning
models, specifically the feedforward neural network (FNN) model and convolu-
tional neural network (CNN) model. The performance of the models is evaluated
by several experiments with a popular NSL-KDD dataset. From the experimen-
tal results, we find the FNN and CNN models not only have a strong modeling
ability for network anomaly detection, but also have relatively high accuracy.
Compared with several traditional machine learning methods, such as J48, Naive
Bayes, NB Tree, Random Forest, Random Tree and SVM, the proposed mod-
els obtain a higher accuracy and detection rate with lower false positive rate.
The deep learning models can effectively improve both the detection accuracy
and the ability to identify the anomaly types. With the continuous advancement
of deep learning technology and the development of hardware accelerators, we
believe better performance can be achieved in network anomaly detection by
using deep learning methods in the future.
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adaptive deep learning-based system for anomaly detection in 5G networks. IEEE
Access 6, 7700–7712 (2018)

http://www.unb.ca/cic/datasets/nsl.html


234 M. Zhu et al.

21. Tang, T.A., Mhamdi, L., McLernon, D., Zaidi, S.A.R., Ghogho, M.: Deep learn-
ing approach for network intrusion detection in software defined networking. In:
2016 International Conference on Wireless Networks and Mobile Communications
(WINCOM), pp. 258–263. IEEE (2016)

22. Yin, C., Zhu, Y., Fei, J., He, X.: A deep learning approach for intrusion detection
using recurrent neural networks. IEEE Access 5, 21954–21961 (2017)

23. Javaid, A., Niyaz, Q., Sun, W., Alam, M.: A deep learning approach for net-
work intrusion detection system. In: Proceedings of the 9th EAI International
Conference on Bio-inspired Information and Communications Technologies (for-
merly BIONETICS). ICST (Institute for Computer Sciences, Social-Informatics
and Telecommunications Engineering), pp. 21–26 (2016)

24. Roy, S.S., Mallik, A., Gulati, R., Obaidat, M.S., Krishna, P.V.: A deep learn-
ing based artificial neural network approach for intrusion detection. In: Giri, D.,
Mohapatra, R.N., Begehr, H., Obaidat, M.S. (eds.) ICMC 2017. CCIS, vol. 655,
pp. 44–53. Springer, Singapore (2017). https://doi.org/10.1007/978-981-10-4642-
1 5

25. Li, Z., Qin, Z., Huang, K., Yang, X., Ye, S.: Intrusion detection using convolutional
neural networks for representation learning. In: Liu, D., Xie, S., Li, Y., Zhao, D.,
El-Alfy, E.-S.M. (eds.) ICONIP 2017. LNCS, vol. 10638, pp. 858–866. Springer,
Cham (2017). https://doi.org/10.1007/978-3-319-70139-4 87

https://doi.org/10.1007/978-981-10-4642-1_5
https://doi.org/10.1007/978-981-10-4642-1_5
https://doi.org/10.1007/978-3-319-70139-4_87


A Feedback Prediction Model
for Resource Usage and Offloading Time

in Edge Computing

Menghan Zheng1, Yubin Zhao1(B), Xi Zhang1, Cheng-Zhong Xu1,
and Xiaofan Li2

1 Shenzhen Institutes of Advanced Technology, Chinese Academy of Sciences,
Shenzhen 518055, China

{zhengmh,zhaoyb,xi.zhang,cz.xu}@siat.ac.cn
2 Shenzhen Institute of Radio Testing and Technology, Shenzhen 518048, China

lixiaofan@srtc.org.cn

Abstract. Nowadays, edge computing which provides low delay ser-
vices has gained much attention in the research filed. However, the lim-
ited resources of the platform make it necessary to predict the usage,
execution time exactly and further optimize the resource utilization dur-
ing offloading. In this paper, we propose a feedback prediction model
(FPM), which includes three processes: the usage prediction process, the
time prediction process and the feedback process. Firstly, we use average
usage instead of instantaneous usage for usage prediction and calibrate
the prediction results with real data. Secondly, building the time pre-
diction process with the predicted usage values, then project the time
error to usage value and update the usage values. Meanwhile, our model
re-executes the time prediction process. Thirdly, setting a judgment and
feedback number to the correction process. If prediction values meet
the requirement or reach the number, FPM stops error feedback and
skips to the next training. We compare the testing results to other two
model which are BP neural network and FPM without feedback process
(NO-FP FPM). The average usage and time prediction errors of BP and
NO-FP FPM are 10%, 25% and 16%, 12%. The prediction accuracy in
FPM has a great improvements. The average usage prediction errors can
reach less than 8% and time error reach about 6%.

Keywords: Computation offloading · Resource optimization
Time prediction · Back propagation · Feedback process

1 Introduction

According to Internet Data Center (IDC), the market prospect of edge comput-
ing is very broad. And nearly 40% of IoT data will be processed near the clients
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with the use of fog computing and edge computing by 2018 [1]. Depending on
the increasing edge devices and users’ requirements which include real-time, high
efficiency and short delay, edge computing is quite suitable for IoT systems [2,3].
However, power consumption, storage and bandwidth size of the edge platform
are limited comparing to the cloud data centers. Therefore, edge computing is
not suitable for complex tasks and the importance of resource utilization.

In the process of services providing in edge computing, platform firstly
receives the service requests, then determine the service order according to the
corresponding rules of the platform. Afterwards, the platform allocates resource
for each task [6,7]. Lastly, the platform returns the results to the requesting
devices after the computing nodes complete computation process. In general,
the response times are regarded as a criterion for evaluating the performance
of the platform [5]. On the condition of the limited hardware capability of the
platform, we can only improve the response ability through the optimization
of resource utilization. In this case, we need to know the resource requirements
of each task before the allocation of resources. Then the platform can give the
reasonable allocation base on the expected execution time and current state of
resource utilization. Meanwhile we obtain the real execution time to help us how
to allocate the resources. Therefore the accuracy of execution time prediction
and resource requirement are essential in resource allocation.

In this paper, we propose a feedback prediction model (FPM) which is used
for resource usage prediction and offloading time prediction. These predictions
can be used as references and will benefit resource allocation in edge comput-
ing. Time prediction is for the queueing management and division of different
categories of tasks. Firstly, we calculate usage by accumulating the resource
consumption in the execution time. However curve of resource consumption is
difficult to solve, so we give the usage prediction through the average resource
consumption and correction base on real usage data. Secondly, we combine the
transmission time and predicted usage to give the time prediction model. Thirdly,
building a feedback process after we get the time prediction error. The time pre-
dicted error will be mapped to the resource usage. During the feedback process,
the weights of usage and time prediction model will update until the time error
reach our setting threshold or greater than upper bound which is used to pre-
vent the divergence caused by feedback. The main contributions of this paper
are listed as follows.

(1) We propose a resource usage prediction model. Because the dynamic change
curve of usage is difficult to express, predicted usage is obtained by average
predicted usage.

(2) We integrate the predicted usage and transmission time to build the time
prediction model, then calculate the time error.

(3) We design the backward propagation method, time error’s feedback and
usage’s correction to update the predicted weights. Then we set the stopping
condition of the feedback loop to promise efficiency of feedback process.

The rest of the paper is organized as follows: Sect. 2 introduces some related
work. In Sect. 3, we describe the architecture of the prediction model and
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introduce the three constituent processes of FPM. In Sect. 4, the simulation
results are presented. Finally, the conclusion is given in Sect. 5.

2 Related Work

Research on resource optimization based on cloud computing has been going
on for many years. At present, the role which edge computing plays in the IoT
has become more and more important. Low network delay make it suitable
for applications which demand high performance of real time. In addition, net-
work slicing and edge computing are the key technologies in 5G network [8].
However, the disadvantage is the limited computing power and limited carrying
capacity. Meanwhile, for lightweight loads, if you need the platform executes the
offloading tasks fast and efficient, the problem of resource optimization has been
highlighted. And accurate prediction is an important part of the optimization
problem.

In early 2003, AKAMAI which is a provider of content distribution network,
CDN and cloud services had been cooperated with IBM on edge computing.
Many network companies represented by CISCO are mainly based on fog com-
puting [4]. Strictly speaking, there is no essential difference between fog com-
puting and edge computing, they are both provide a nearby calculation. Up till
today, several existing research attempts to find the best resource matching, in
order to achieve better resource utilization. The common practice is establishing
a prediction model from hundreds of thousands of test data. And they always
choose the Artificial Neural Network (ANN) or other training models of artificial
intelligence as prototype of the prediction model.

In [9], Markov chain model and linear regression are used to predict the
CPU and memory utilizations, moreover, Markov chain model in [10,11] consid-
ers both current and future resource utilization to predict the future utilization
and give the usage prediction. In [12], they develop a heuristic algorithm which
is based on Artificial Fish Swam Algorithm (AFSA) to solve the energy opti-
mization problem. The prediction model in [13] is built by Fuzzy Information
Granulation (FIG) and Support Vector Regression (SVR). The main work of [14]
focus on resource prediction engines (RPEs) and epidemic models. The authors
in [15] establish the prediction algorithm based on BP neural network. Besides,
there are another methods used to predict the resource usage and optimal alloca-
tion, such as Simulated Annealing Algorithm (SA) in [16], GEO-CLUSTERING
ALGORITHM in [17], Deep Learning Approach in [18] and so on.

3 Prediction Model

3.1 Architecture Description

In order to give accurate prediction of execution time, we proposed a prediction
model which is called feedback prediction model (FPM). In this model, it com-
bines most affected factors which may bring strong influence to execution time,
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such as CPU’s current status α, ram’s current status β, the jitter of CPU and
memory, network bandwidth B, length of data l and so on. Firstly, we divide
the prediction model into two parts, part one is for cpu usage and ram usage
prediction, part two is for time prediction Secondly, the division always bring
error accumulation. So we build a feedback process for predicted correction after
comparing the training data to real-time data. Thirdly, we set a threshold as a
judgment. When prediction error of time is less than the threshold, model stops
the feedback process and continues the next training process. Defining tp, te are
the predicted time,expected time. Prediction process is shown in Fig. 1 as follows.

X = [x1, .xi., xn], Y = [y1, .yj ., ym],
m = 3, n = 6 (1)

Where X and Y are input layer and middle layer.

yj = WjFj(X)
t = VG(Y) (2)

Where t is output, Wj = [w1
j , ., wi

j , .w
n
j ]T ,V = [v1, .vj , .vm]T are weight

vectors. If middle layer node yj and input layer node xi are independent to each
other, wi

j = 0. So this network is not all connected. As the training process
goes on, we use the predicted error Δz to correct yj and update weight vectors
Wj ,V. When ||Δz||22 < η, the model stops feedback process and finish training.

Δtk −→ (Δ(Yk))
yj + Δyj = Wk

jFj(X)
tk = VkG(Yk)

(3)

where k is number of iterations.

Fig. 1. Prediction process, ID is the number of offloading method, c cpu(%) is the
current cpu status, c ram(Mb) is the current ram status, length(kb) is the string length
of data, E time(ms) is the expected time te.



A Feedback Prediction Model for Offloading Time in Edge Computing 239

3.2 Prediction Process

Usage Prediction. In this part, as followed in Fig. 1, we transform the input
parameters (id, α, β,B, l, te) to three outputs cpu usage Uc, ram usage Ur and
transmission time tt. For tt, it relates to computing data l and bindwidth B
directly. And assuming that tt is independent with computing machine’s status.
So we can define the fitting function as

tt =
l

8B
+ υt. (4)

Where υt is transmission noise, and υt ∼ N(0, δ2t ).
Excepting for the measurement values above, we have used multi threading

method to get the real-time resource usage data during the offloading process. In
general neural network, predicted values can have continuous corrections during
data training process. But measurement values of hidden-layers’ outputs are
always unknown and the corrections always depend on other nodes. It may make
the hidden-layers nodes’ unsensitive and bad performance of network. Comparing
to neural network, the proposed prediction model set usage prediction as middle-
layer and the real-time data helps to correct the training result of each layer.
Usage computing function can express as follows.

yj =
∫ tend

tstart
Fj(t, α, l, id)dt + υj . (5)

Where tend − tstart = te, υj respect for the shaking influence of current
CPU and RAM, υj ∼ N(0, δ2j ). The id means the complexity of each offloading
method. Fj is the changing curve of resource j during the execution time. When
method is known, prediction function F can be changed to

Fj(t, α, l, id) = Fj(t, α, λ(l, id)). (6)
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Fig. 2. Average value F̂ , Ĥ prediction. The blue line is the real-time changing curve,
and the red line means the average value of CPU or RAM usage in a expected execution
time. (Color figure online)
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Where λ is the computation function. When the training process start, Fj

will be given. Meanwhile the usage can be evaluated through definite integral.
However, because of the shaking characteristics and changing regular of CPU,
Fj are difficult to training or the rule of change curves is not obvious in unit
time as depicted in Fig. 2. Thus, we use average value F̂ of cpu status instead of
F during each offloading process. The predicted value are given as

ỹj = F̂j • te + υj . (7)

Where F̂j are the average value of cpu status and ram status, ỹj are the pre-
dicted values. And we transform the training targets from yj to F̂j . For training
number N , the training inputs and outputs are the (yj−υc)

te
, F̂ . Conversely, real

execution time probably not equals the expected time. Therefore F̂j need correc-
tions ΔFj to reach the expected value. Defining predicted average usage values
F̃j = F̂j +ΔFj . According to test, the cpu usage and ram usage follow the Gauss
distribution N(y0

j , (σc
j)

2). So the best training result F o
j can be given as

E(yj) = y0
j = te ∗ E(F o

j )

D(F o
j ) = D(yj)+(σc

j )
2

t2e

F o
j ∼ N(y0

j

te
,

D(yj)+(σc
j )

2

t2e
)

(8)

Where y0
j are the expected value of measurement values yj . Defining predicted

values as ỹj , cpu usage predicted error Δyj = ỹj − yj , E(Δyj) = 0,D(Δyj) =
(δΔ

j )2.
Δyj = g(te)
ΔFj = Δyj

te

(9)

The final predicted function can be given as

ỹj = (F̂j + ΔFj) • te + υj . (10)

Besides, E(ΔFj) = 0, performance evaluation are given like

E(ỹj) = y0
j ,

D(ỹj) = t2e ∗ D(F̂j) + (δΔ
j )2 + δ2j

(11)

Time Prediction. When the model finish the usage training, we can use
resource usage to predict offloading time to. The offloading process includes two
independent parts, one is data transition time tt, another is the execution time
tx. So

to = tx + tt + υt (12)

Where υt is the transition noise. tx relates to Y = [ỹ1, ỹj , ỹm].

t̃x = VG(Y)
Δt = t̃x − tx
Δt = ΔVG(Y)

(13)
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Where t̃x is the predicted time, Δt is prediction error, tx is the real execution
time, ΔV is adjust weights vector.

Feedback Process. When forward propagation process finish, feedback process
start back propagation. From part two, we can obtain the predicted error Δt. In
part one, predicted usage ỹk

j change to

ỹk
j = (F̂j + ΔFj) • (te + Δtj) (14)

Then feedback process start back propagation and correct the usage predictions.
Meanwhile weights of usage prediction model update by the corrections. So the
usage correction can be given like

Δỹk
j = (F̂j + ΔFj) • Δtj (15)

Time prediction process will be re-execute after usage correction. Therefore time
prediction error Δt will be updated. If Δt > η, η is the given training threshold,
model will go on back propagation and error feedback. Otherwise, when feedback
process satisfy the addition of Δt < η or reach the setting max training number,
model will skip to next training. In addition, we give a max training threshold
ρ to avoid the training divergence, if Δt > ρ, model stop back propagation.

The iterative process is as follows. Training flow chart is shown in Fig. 3.

Algorithm 1
Input: X,Y
Output: W,V
1: for i ≤ P do
2: ỹi

j = (F̂ i
j + ΔF i

j ) • tie

3: t̃ix = ViG(Yi)
4: Δti = t̃ix − tix
5: Δti = ΔVG(Yi)
6: Vi = Vi + ΔV
7: while ||Δti||22 > η && k < N do

8: ỹik
j = (F̂ ik

j + ΔF ik
j ) • (tie + Δti)

9: yi
j + Δyik

j = Wk
j F

i
j(X

i)
10: tk = VkG(Yk)
11: Δtik = tie − tk

12: if ||Δtik||22 < ρ then
13: ccontinue
14: else
15: break
16: end if
17: k + +
18: end while
19: end for
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Fig. 3. Flow chat of FPM.

4 Experiment and Analysis

In order to test the performance of FPM, we set up FPM experiment system
to obtain the needing training data. Meanwhile the system include five test
offloading methods which are Optical Character Recognition (OCR), AES, SHA,
MD5 (three encryption algorithms) and indoor localization method (GEO). We
measured all parameters mentioned in FPM and give performance comparison
with BP neural network and FPM without feedback process (NO-FP FPM).

4.1 Performance of Usage Prediction

Usage predictions include cpu usage prediction and ram usage prediction. From
Figs. 4 and 5, we can see the predicted performance with three prediction mod-
els which are FPM, NO-FP FPM, BP neural network. Comparing to the real
data, three models’ prediction errors are shown in Table 1. Besides, each method
has different requirements for memory and CPU. It always depends on its own
algorithm complexity and the length of the processed data.
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Fig. 5. Comparison of CPU usage prediction.

Table 1. Comparison of usage prediction errors.

Kind Method AES (%) MD5 (%) SHA (%) GEO (%) OCR (%)

CPU FPM 0.87 3.56 3.54 10.30 1.31

CPU NO-FP FPM 15.34 33.90 12.90 22.89 12.48

CPU BP 5.43 6.21 24.35 16.82 6.57

RAM FPM 5.56 6.27 4.38 6.25 3.31

RAM NO-FP FPM 24.07 30.69 40.07 93.75 44.19

RAM BP 20.37 41.58 44.47 156.25 16.57
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Table 2. Comparison of time prediction.

Method AES (ms) MD5 (ms) SHA (ms) GEO (ms) OCR (ms)

Real 331.9 239.8 205.6 16.2 1332.8

FPM 349.5 231.0 215.4 15.0 1375.3

NO-FP FPM 297.7 259.8 192.1 22.6 1262.5

BP 270.5 208.7 234.4 19.9 1398.8

In Figs. 4 and 5, without feedback process, NO-FP FPM has a large prediction
error which can reach nearly 100%. Thus, average value prediction F̂ has a large
deviation and it is necessary to give a correction. In Table 1, FPM’s prediction
accuracy can be raised at least 10 times after feedback process which uses output
error to finish the backward propagation process. Similarly, we also tested the
BP neural network with the same backward propagation process. It is better
than NO-FP FPM. However, prediction errors still reach about 5 times of FPM.
And the large prediction errors will accumulate to the time prediction.

4.2 Performance of Time Prediction

After finish usage prediction process, we can use them for time prediction. Then,
we have tested 500 times for each model. Likewise, we give the prediction per-
formances of three models in Fig. 6 and comparison between predictive values
and real values in Table 2.

In Fig. 6(a), (b), (c), (d) and (e) represent the comparison of predicted results
of three training models (FPM, NO-FP FPM, BP) respectively. And the results
are shown by their probability density function (PDF). In general, we hope that
the predicted results are as close to the true distribution of real-time data as
possible. In addition to predicted expectations, predicted errors of each model is
affected by predicted variances. In each comparison figures, probability density
curve of time prediction of FPM is closest to the real curve. And it’s hard to
choose a sub-optimal model between NO-FP FPM and NP neural network.

In Fig. 6(f), we can see the comparisons of prediction accuracy with the use
of three training model. We can clearly see that FPM is the best model and
the best accuracy can reach about 1%. In the estimation of AES and GEO, BP
neural network model is better than NO-FP FPM. But for MD5, SHA and OCR
NO-FP FPM is better.
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Fig. 6. PDF comparation of three models.

5 Conclusion

In this paper, we propose a time prediction model (FPM) during the computation
offloading in edge computing platform. In FPM, we divide the model into two
parts, resource usage prediction and time prediction. In usage prediction part, we
transfer the predicted target from usage to average usage. In time prediction part,
we utilize the training error to correct the predicted model and complete the back
propagation until the error reach the set threshold. Then we use the proposed
model to do the prediction process and give the comparisons of predicted results
with the other two models which are BP neural network and NO-FP FPM. It
shows a good performance and best accuracy can be less than 6%.
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Abstract. Emerging cloud systems, such as volunteer clouds and mobile
clouds, are getting momentum among the current topics that dominate
the research landscape of Cloud Computing. Volunteer cloud computing
is an economical, secure, and greener alternative solution to the current
Cloud Computing model that is based on data centers, where tens of
thousands of dedicated servers are setup to back the cloud services. This
paper presents cuCloud, a Volunteer Computing as a Service (VCaaS)
system that is based on the spare resources of personal computers owned
by individuals and/or organizations. The paper addresses the design and
implementation issues of cuCloud, including the technical details of its
integration with the well-known open source IaaS cloud management
system, CloudStack. The paper also presents the empirical performance
evidence of cuCloud in comparison with Amazon EC2 using a big-data
application based on Hadoop.

1 Introduction

Cloud Computing, the still fast growing and evolving technology, has kept draw-
ing significant attention from both the computing industry and academia for
nearly a decade. Extensive researches in Cloud Computing have resulted in the
fulfillment of many of the promised characteristics, such as utility computing,
pay-as-you-go, flexible (unlimited) capacity, etc. Emerging cloud systems such
as ad hoc and mobile clouds, volunteer clouds, federation of clouds, and hybrid
clouds are among the research topics that may jointly help to reshape the land-
scape of future Cloud Computing – to better satisfy computing needs.

Currently, more than 4 billion users use the Internet1. Supercomputing sites
and large cloud data centers provide the infrastructures that host applications
like Facebook and Twitter, which are accessed by millions2 of users concurrently.
The current cloud infrastructures that are based on tens (if not hundreds) of
thousands of dedicated servers are expensive to setup; running the infrastructure
needs expertise, a lot of electrical power for cooling the facilities, and redundant
1 http://www.internetworldstats.com/.
2 http://www.internetlivestats.com/.
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supply of everything in a data center to provide the desired resilience. Cloud
servers, specialized infrastructure for fault tolerance, and the electricity con-
sumption account for 45%, 25%, and 15% of the total amortized cost of a cloud
data center, respectively [1]. The servers and the cooling system make up about
80% of all the electricity consumption in a typical data center [2]. The high energy
consumption in data centers contributes to the environmental impact of global
warming. Currently, the ICT industry contributes 2% of the total greenhouse
gases emission and the contribution of data centers to this emission is expected
to increase to 18% by 2020 [3]. On top of the costs and environmental factors, the
current “datacenter based” cloud infrastructures, even though well-provisioned
and well-managed, are not suitable for some application scenarios. For instance,
the inevitable concerns of cloud clients for “no control” on their confidential
data and business logic can prohibit them from migrating their applications and
datasets to the clouds that are in the hands of third-parties. Self-provisioned,
on-premise, private cloud can be a suitable solution to these users. However, the
initial investment for setting up such a private cloud infrastructure based on a
dedicated data center can be prohibitively expensive.

In addition to the vast number of dedicated servers setup in cloud data cen-
ters, there are billions of Personal Computers (PCs) owned by individuals and
organizations worldwide. These PCs are underutilized, usually used only for a few
hours per day [4]. The computing power of these computers can be consolidated
as a huge cloud fabric and utilized as an alternative Cloud Computing solution,
i.e., volunteer cloud computing. Volunteer cloud computing based on consolidat-
ing the spare capacities of edge computing resources (within an organization or
community) and delivering on-premise private clouds is a rather economical and
greener alternative to the conventional “data center based” Cloud Computing
solutions.

Volunteer clouds come with multi-folds of benefits: no upfront investment
for procuring a large number of servers that are otherwise inevitable for data
center hosting, no maintenance costs such as electricity consumption for cooling
and running the servers in a conventional cloud data center, and boosting the
utilization of edge computing resources (such as individually owned PCs). In the
meantime, volunteer cloud computing introduces its own technical challenges
that are centred on the high dynamics and high heterogeneity of the volunteer
computers that are shared not only among the cloud users but also between
the cloud users and the local users of the machines. The key issues in Cloud
Computing such as availability, reliability, security, and privacy all need to be
readdressed in a more serious and critical way in volunteer cloud computing.
Nevertheless, exploitation of the untapped excessive capacity of the numerous
edge computers owned by individuals and/or organizations for volunteer cloud
computing is a worthwhile endeavour [5]. We believe “no data center based”
volunteer cloud computing is one of the most promising future research directions
of Cloud Computing [6,7].

This paper discusses cuCloud, a Volunteer Computing as a Service (VCaaS)
system that is based on the spare resources of personal computers owned by



cuCloud: Volunteer Computing as a Service (VCaaS) System 253

individuals and/or organizations. The paper addresses the design and imple-
mentation issues of cuCloud, including the technical details of its integration
with the well-known open source IaaS cloud management system, CloudStack.
The paper also presents the empirical performance evidence of cuCloud in com-
parison with Amazon EC2 using a big-data application based on Hadoop. To the
best of our knowledge, cuCloud is the first volunteer cloud system that is imple-
mented using an existing IaaS system with empirical evidence on its performance
in comparison with data center based cloud infrastructure.

The rest of the paper is organized as follows. Section 2 discusses cuCloud and
its client/server architecture in detail. It also elaborates on the internal details
of CloudStack together with the implementation of cuCloud using CloudStack
as a base support. Section 3 presents empirical performance comparison between
cuCloud and Amazon EC2 using a big-data application. Section 4 reviews related
works in regard to volunteer cloud computing and Sect. 5 concludes the paper.

2 Design and Implmentation of cuCloud

cuCloud is a Volunteer Computing as a Service (VCaaS) system that runs
over an existing computing infrastructure, which is not specifically setup for
cloud purposes. The system thus can be considered as an opportunistic pri-
vate/public cloud system that executes over scavenged resources of member PCs
(also referred to as member nodes or volunteer hosts) within an organization (or
community). Being non-dedicated, the PCs have other primary purposes, such as
word processing, data entry, web browsing, etc. Only the residual resource capac-
ity that is not used by the local processes is going to be extracted and utilized
by cuCloud. This setting decides numerous appealing advantages of cuCloud:
affordability, on-premise, self-provision, and greener computing. On the other
hand, full-fledged implementation of cuCloud raises unique technical challenges:
efficient management of highly dynamic and heterogeneous compute resources,
QoS assurance, and security/trust, which are all made more difficult due to
the high dynamic availability and heterogeneity of the non-dedicated volunteer
hosts. The following subsections discuss the design and implementation issues of
cuCloud in detail.

2.1 Design of cuCloud

The cuCloud adopts a client/server architecture with the volunteer hosts being
the clients and the dedicated management machine(s) being the server(s). The
server has various components as depicted in Fig. 1. The following are descrip-
tions for each of the server side components.

– Interface: is the first port of communication between users and cuCloud.
cuCloud has different types of users: admin users, cloud users, and local users.
Admin users use the Interface to manage the cuCloud system. The cloud users
(a.k.a clients or customers) specify their resource requirements and manage
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the allocated resources via the Interface. Local users (native users) are the
ones who contribute their spare computing resources to the cuCloud system
and use the Interface to check their resource contribution details, credits
earned, etc.

– Authentication and Authorization: component handles the user level
authentication, authorization, and security issues of cuCloud. Admin users
and cloud users should be preregistered and should be authenticated and
authorized before start using the system.

– Resource Manager and Allocator (RMA): component is the one that
manages all the volunteered computing resources possessed by cuCloud. It
communicates with the cuCloud member nodes and periodically updates the
availability of the resources from each member node. The component keeps
the reliability and availability profiles of all volunteer hosts. The profiles
together with the Service Level Agreement (SLA) are the basis of selecting
volunteer hosts for deploying Virtual Machines (VMs) to best satisfy cloud
users’ resource requirements and cuCloud’s system scheduling criteria.

– Scheduler: component receives cloud users’ requests and decides whether
to admit or deny the requests in consultation with the RMA and the Vir-
tual Machine Manager components. The Scheduler makes the admission deci-
sion and allocation of VM(s) to host(s) based on the dynamically updated
resource profiles maintained by the RMA. The Scheduler also handles the
(re)allocation of VMs in cooperation with the Virtual Machine Manager.

– Virtual Machine Manager (VMM): component handles the deployment
of VMs on volunteer hosts. More specifically, it performs the following tasks
regarding VM management: create a VM, migrate (live and cold) a VM,
suspend and resume a VM, kill and restart a VM, etc. The component also
monitors all deployed VMs and keeps track of their progress information.

– Security Module (SM): component handles the security of the VMs
deployed in cuCloud. There is no assumption of trust relationship between
the volunteer hosts and the VMs in cuCloud. Therefore, the SM secures VMs
from malicious volunteer hosts and vice versa.

– Monitoring and Management: component provides fine-grained informa-
tion about the aggregate computing resources of the cuCloud. This includes,
but not limited to, details of donated resource from each individual volun-
teer host, e.g., the total number of CPU cores, aggregated memory size, total
storage capacity, used/available CPU cores, etc.

In the system architecture (Fig. 1) of the cuCloud, member nodes are sub-
sidiary to the server. There is a critical piece of software, called Membership
Controller (MC), that resides on each member node that contributes resources
to the cuCloud system. Membership Controller monitors the resource utilization
of processes at each volunteer node and decides the node’s membership status,
which is highly dynamic. It also decides the availability and reliability of the
node based on the member’s historical data and the current resource availabil-
ity. The MC collects and sends information to the server about the types and
quantities of the available resources (CPU, RAM, Hard Disk) for contribution
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Fig. 1. System architecture of cuCloud

to the resource pool of cuCloud. It also allows the owner of a volunteer host to
adjust the proportions of the node’s resources for contribution to the cuCloud
system. The MC has the following components (Fig. 2):

– Sensor: component periodically monitors the resource utilization of processes
(both local and guest) on a volunteer host and sends that information to the
Node Profiler. The total resource capacity of the host such as the number
of CPU cores, RAM, and Hard Disk capacity as well as the used and idle
resources are monitored periodically. The Sensor also collects other pieces of
data that are used by the Node Profiler.

– Node Profiler: is the heart of the Membership Controller. It periodically
accepts the resource utilization information from the Sensor and calculates
the residual computing resource availability information. It also predicts the
future availability and reliability of the volunteer host using the historical
data it receives from the Sensor. The historical data includes time to failure,
mean time between failures, mean time to repair, etc. This reliability and
availability profile will be used by the RMA for further processing that may
result in actions taken by the VMM, for example migration of VM(s).

– Reporter: The availability and reliability profile of a volunteer host is
reported to the Resource Manager and Allocator of the server of cuCloud
via the Reporter. The Reporter periodically accepts the profile information
from the Node Profiler and pushes the information to the server of cuCloud.

– Virtual Environment Monitor: is the component that manages the VMs
that are deployed on a volunteer node. It monitors the deployed VMs on a
host and passes information regarding their progress and status to the Node
Profiler for building the availability and reliability profile of the host.

– Policy: component stores the native user’s preferences regarding donated
resources, such as the time the resource should not be used, the number of
cores or the RAM capacity donated, etc. This policy information is used by
the Node Profiler for building the profile of the volunteer host.
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The cuCloud, a “No Data Center” cloud system [8], is expected to fulfil
all the characteristics of Cloud Computing systems such as elasticity, metered
services, resource pooling, networked access, and automated on-demand service
provisioning. Besides, service provisioning using non-dedicated, highly heteroge-
neous, and dynamically available volunteer hosts are idiosyncratic to cuCloud.
The following are the design goals of the cuCloud.

– Volunteer based: Participation in cuCloud is purely voluntary. No host will
be forced to join the virtual infrastructure base of cuCloud.

– Unobtrusive: The local processes of a volunteer host always have higher
priority than the guest processes (cuCloud’s VMs).

– Scalable: It should be scalable to tens of thousands of volunteer hosts.
– Easy to use and deploy: Usage and deployment of cuCloud should be as

simple as possible.
– Security: The volunteer hosts should securely execute the deployed VMs

without tampering them and vice versa.

Fig. 2. Membership Controller of cuCloud

2.2 CloudStack Based Implementation of cuCloud

We chose CloudStack3, an open-source Infrastructure-as-a-Service (IaaS) man-
agement platform, to implement cuCloud. Apache CloudStack manages and
orchestrates pools of storage, network, and compute resources to build a public
or private IaaS cloud. It is a cloud system that supports multiple hypervisors,
high availability, complex networking, and VPN configurations in a multitenant
environment. According to a survey [9], CloudStack has a 13% adoption rate
as a private cloud solution for enterprises. CloudStack is chosen for the imple-
mentation of cuCloud because of its modular design, rich documentation, active
online development community, and highly extensible architecture. By using
3 http://cloudstack.apache.org/.

http://cloudstack.apache.org/
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CloudStack for the implementation of cuCloud, we can make use of its rich set
of functionalities such as Account Management, Virtual Machine Management,
etc., with little or no modification. This will increase the adoption of cuCloud
and avoid reinventing the wheel.

CloudStack follows a distributed client-server architecture where the Man-
agement Server(s) acts as a server and compute nodes act as clients. CloudStack
Management Server can manage tens of thousands of physical servers (com-
pute nodes) installed in geographically distributed datacenters. The Manage-
ment Server (MS) communicates with the compute nodes through the hypervi-
sors on the machines. Type I hypervisors such as Xen, Hyper-V, and VMWare
are supported in CloudStack.

As depicted in the basic layered architecture of CloudStack Management
Server (Fig. 3), the business logic is the one that accepts the user/admin requests
and applies the necessary checks such as authentication or resource availability
before sending it to the next layer. The Orchestration layer is responsible for
configuring, provisioning, and scheduling any operations such as VM creation
or storage allocation. Controllers are the one that directly communicate with
the underlining computing resources such as computing units and networking
devices, for the actual provisioning of resources. CloudStack is designed to be
extensible in such a way that plugin APIs are provided for extending the func-
tionality or modifying its behaviour [10]. Thus, a new plugin can be defined and
integrated with CloudStack as needed.

Fig. 3. Layered architecture of CloudStack [10]

CloudStack has Resource Manager component that is responsible for manag-
ing the compute, storage, and network resources. The addition of a new resource
(compute node or storage) in CloudStack is manual, i.e., the admin should give
the resource’s attributes such as IP address, root password, hypervisor type,
etc., via a web-based form. The resource information will then be stored in a
MySQL based database. Since CloudStack is an IaaS system that is developed
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to manage dedicated servers in data centers, we need to modify the Manage-
ment Server of CloudStack in such a way that it can handle the non-dedicated
volunteer nodes that we use as cloud infrastructure in cuCloud. This needs a
fundamental change of the Resource Manager component of the MS for two
reasons. First, the non-dedicated and high churn rate of the volunteer hosts cou-
pled with the unobtrusive nature of cuCloud require an automatic addition of
resources instead of the usual manual addition. Second, once a compute node is
added manually to the CloudStack database, the MS pulls servers to check their
availability and updates the status of the node in the database. This pull mech-
anism is not scalable for a highly dynamic resource base of cuCloud. Therefore,
a push mechanism should be deployed in cuCloud. Volunteer hosts push avail-
ability and reliability information periodically to the MS and if the MS doesn’t
receive this information for a certain duration, it will mark the volunteer host
as unavailable. A new plugin, called AdHoc component, is developed to handle
the volunteer hosts in coordination with the Resource Manager of CloudStack.

The Membership Controller (MC) (see Fig. 2) on the volunteer hosts contin-
uously monitors the resource utilization of processes on the host. This resource
utilization information will be used, together with the policy information, by
the Node Profiler to decide the availability and reliability of the volunteer host
[16]. Based on this information, the MC sends “active” availability message to
the AdHoc component of the CloudStack Management Server, if the volunteer
node is available to host Virtual Machine(s), “inactive” otherwise. Algorithm1
describes the actions the AdHoc component takes after receiving the message
from the volunteer node.

The host (compute node) is the smallest organizational unit within Cloud-
Stack deployment. Every host should have a hypervisor such as Xen or KVM,
which is abstracted as ServerResource in CloudStack. The Management Server
cannot directly communicate with the hypervisor of a compute node, instead
it communicates with ServerResource through the Agent. ServerResource is a
translation layer between the hypervisor on a compute node and the commands
of the Management Server. The ServerResources makes the inclusion of a new
hypervisor support in CloudStack simple.

Due to the full self-autonomy of volunteer hosts and the non-intrusiveness
of cuCloud, we cannot use type I hypervisors like Xen or Hyper-V that takes
full control of the underline hardware of a volunteer host. Instead, we need a
virtualization solution that runs along with local processes on member nodes.
Therefore, for the virtualization environment at member nodes, we can use Type
II hypervisors like VirtualBox or KVM. The current version of CloudStack (4.11)
supports KVM but not VirtualBox. Adding a support for VirtualBox in Cloud-
Stack is one of the entries in the to-do list of cuCloud. With the inclusion of
AdHoc component at the Management Sever and based on our client architecture,
we extend CloudStack in such a way that hosts (compute nodes) can be added
and removed from the resource pool dynamically, which is in high contrast with
the dedicated nature of the compute nodes in the original CloudStack. Moreover,
the VMs are now able to run along with non-cloud (local) tasks/processes on
the volunteer hosts.
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Algorithm 1. Member Node Addition Pseudo Code
1: message ← null;

status ← null;
message ← reciveFromHost();

2: if message is “active” then
3: if host in DB of CloudStack then
4: checkStatus();
5: if status is “maintenance” then
6: status ← enabled;
7: end if
8: else
9: addNewHost();

10: end if
11: else
12: if host in DB of CloudStack then
13: checkStatus();
14: if status is “enabled” then
15: status ← maintenance;
16: end if
17: end if
18: end if

3 Experimentation

In order to test the suitability of cuCloud for real applications, we run a big-
data workload using Hadoop over the system. To gain a more detailed com-
parative performance, the same workload was run on Amazon EC2 with similar
VMs specifications. We used BigDataBench4 software for the benchmarking. The
BigDataBench, which is a multi-discipline research and engineering effort from
both industry and academia, is an open-source big data and AI benchmark [11].
The current version of BigDataBench provides 13 representative real-world data
sets and 47 benchmarks. We used an offline analytics workload of PageRank
calculation using Hadoop MapReduce. Three VMs were deployed on cuCloud
for the experimentation (one master and 2 slaves). The master is deployed on
a machine with 8 GB of RAM, Intel 8 Core i7 2.4 GHz CPU, and a hard disk
of 250 GB. Each slave node has 8 GB of RAM, intel 4 Core i3 3.1 GHz CPU,
and 250 GB hard disk capacity. All the machines run Ubunu 14.04, are con-
nected to a 16 Gbps switch, and support intel hardware virtualization (VT-x).
The experimentation for cuCloud was done in the computer labs at Southern
Illinois University Carbondale. The PCs were being used by local users while the
PageRank calculation was computed, i.e., they were not dedicated only for the
cloud task. General-purpose instances with the same specifications as cuCloud
VMs were configured on Amazon EC2. The availability zone of all the EC2
instances was us-east-2b of Ohio region. The details of the VMs for both the
cuCloud and EC2 is given in Table 1.
4 http://prof.ict.ac.cn/.

http://prof.ict.ac.cn/
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Table 1. VMs specification

cuCloud Amazon EC2

Master medium t2.medium

CPU RAM HD CPU RAM HD

2 4 75 2 4 75

Slaves small t2.small

CPU RAM HD CPU RAM HD

1 2 50 1 2 50

The PageRank calculation was performed for different data sizes (numbers of
nodes with the corresponding number of edges). Table 2 gives the dataset used
in our experimentations. We run the experimentation for each data set 10 times
at different time of the day and week (morning vs. evening and weekend vs.
weekdays). Figure 4 depicts the average time required to run the application in
both infrastructures.

Table 2. Experimental data size

Nodes Edges

Run1 16 21

Run2 256 462

Run3 65, 536 214, 270

Run4 1, 048, 576 4, 610, 034

The experimental results showed that cuCloud outperforms Amazon EC2 on
the Hadoop MapReduce based PageRank calculation for all runs. This is mainly
due to the comparative advantage of cuCloud over EC2 with regard to the net-
work latency, as cuCloud runs over a LAN. The average round trip time (rtt)
between the master and slaves for 10 packets is 10.5 ms for EC2 vs. 0.5 ms for
cuCloud. Moreover, the runs on the general-purpose instances of EC2 showed
a very large processing time variation. For instance, calculating the PageRank
for Run3 took 352 min (during the afternoon) vs. 16 min (during early in the
morning). On the other hand the processing times in the cuCloud were more
or less uniform. Figure 5 depicts the variability of processing times of the 10
experiments performed on both systems for Run3 dataset. In general, the work-
loads deployed on EC2 run faster during night times and were slower during
afternoons. From the preliminary experimental results we can conclude that for
applications with a heavy inter-task network communications requirement like
MapReduce, cuCloud performs well. This indicates that volunteer clouds have
comparative advantages over public clouds, typically backed by remote data cen-
ters, in reducing the round trip time latency of applications. Therefore, volunteer
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clouds are a perfect fit to the concept of edge computing since most applications
naturally happen at the edge (of the Internet) and volunteer clouds can be most
conveniently deployed to directly serve these applications – edge applications.

Fig. 4. Average processing time of workloads cuCloud vs. EC2

4 Related Works

The next generation of Cloud Computing needs fundamental extension
approaches, to go beyond the capabilities of data centers. This means to include
resources at the edge of the network or voluntarily donated computing resources,
which are not considered in the existed conventional Cloud Computing model
[6]. The concept of using edge resources for computing has been investigated in
Cloud Computing as AdHoc Cloud [12], Volunteer Cloud Computing [13–15],
and Opportunistic Cloud Computing [17].

In order to make use of and derive the benefit from the preexisting computing
resources within an institution/organization scope, Rosales et al. built an oppor-
tunistic IaaS model through exploiting idle computing resources available in a
university campus called UnaCloud [17]. The UnaCloud follows a client/server
model, where the server hosts a web application that works as the main inter-
face for all the UnaCloud services and the client is a lightweight application,
based on the design concept of SETI@Home agent, installed on each node in
the system. All the resources are homogeneous where each resource can han-
dle one VM at a time in order to avoid resources competition. The UnaCloud
doesn’t provide any explanation on how to handle the associated challenges of
non-dedicated computing resources such high churn rate, unreliability, and het-
erogeneity. On the other hand, the model lacks Cloud Computing basic features
such as scalability, interoperability, and QoS. Another research work similar to
cuCloud is the AdHoc Cloud Computing system proposed in [12]. The idea of
AdHoc Cloud is to transform spare resource capacity from an infrastructure
owned locally, but non-exclusive and unreliable, into an overlay cloud platform.
The implemented client/server AdHoc cloud system is evaluated for its relia-
bility and performance. In comparison with Amazon EC2, the author claimed
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Fig. 5. Workload processing time variability cuCloud vs. EC2

a good comparable performance and concluded that AdHoc cloud is not only
feasible, but also a viable alternative to the current data center based Cloud
Computing systems. However, the authors mentioned nothing about the elas-
ticity, multitenancy, etc. characteristics of the system. Nebula, proposes to use
a widely distributed edge resources over the Internet [14]. It is a location and
context-aware distributed cloud infrastructure that provides data storage and
task computation. Nebula consists of volunteer nodes that donate their compu-
tation and storage resources, along with a set of global and application-specific
services that are hosted on dedicated, stable nodes [13]. The authors used Plan-
etlab based simulation to test their system. One typical characteristic of cuCloud
that differentiates it from all the above-mentioned works is that by extending
the already existing IaaS cloud system, it full-fills all the basic characteristics of
a cloud system such as elasticity, multitenancy, etc.

Cloud@home is a volunteer cloud system that provides similar or higher com-
puting capabilities than commercial providers’ data centers, by grouping small
computing resources from many single contributors [18]. In order to tackle the
node churn problem that occurs due to the random and unpredictable join and
leave of contributors, an OpenStack5 based Cloud@home architecture is pro-
posed [15]. Every contributing node has a virtualization layer and a Node Man-
ager that handle the allocation, migration, and destruction of a virtual resource
on the node. The authors detailed the mapping of the reference architecture of
Cloud@home to Openstack as well as a possible technical implementation. Com-
pare to our work, the proposed prototype is only a blueprint of implementing
Cloud@Home where the authors gave no such evaluation or validation of the
performance of the proposed system.

5 Conclusion

The cuCloud, an opportunistic private/public cloud system that executes over
scavenged resources of member PCs within an organization (or community),
is a cheaper and greener alternative Cloud Computing solution for organiza-
tions/communities. In this paper, we discussed cuCloud together with its archi-
tecture and its implementation based on the open-source IaaS CloudStack. We
5 https://www.openstack.org/.

https://www.openstack.org/
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also described the architecture and relevant components of CloudStack with
regard to cuCloud’s implementation. The paper presented the empirical perfor-
mance evidence of cuCloud in comparison with Amazon EC2 using a big-data
application based on Hadoop. From the results of the experimentation, we con-
cluded that cuCloud can handle big-data applications that need heavy commu-
nications well. However, we plan to do an experimentation at a larger scale and
with different workloads as well as applications in order to give general con-
clusions. Moreover, the cuCloud system is still under development. In general,
the cuCloud is a system that can be called a genuine volunteer cloud comput-
ing system, which manifests the concept of “Volunteer Computing as a Service”
(VCaaS) that finds particular significance in edge computing and related appli-
cations. In a highly dynamic and heterogeneous resource environment assumed
by cuCloud, research and re-investigation on scheduling algorithms, VM migra-
tion, QoS, Security, unobtrusiveness, resource management, etc. immediately
find new meanings and momentum.
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Abstract. Most current IaaS (Infrastructure-as-a-Service) clouds pro-
vide dedicated virtual infrastructure resources to cloud applications
with only limited programmability and controllability, which enlarges
the management gap between infrastructures and applications. Tradi-
tional DevOps (development and operations) approaches are not suitable
in today’s cloud environments, because of the slow, manual and error-
prone collaboration between developers and operations personnel. It is
essential to involve the operation into the cloud application development
phase, which needs to make the infrastructure able to be controlled by
the application directly. Moreover, each of these cloud providers offers
their own set of APIs to access the resources. It causes the vendor lock-
in problem for the application when managing its infrastructure across
federated clouds or multiple data centers. To mitigate this gap, we have
designed CloudsStorm, an application-driven DevOps framework that
allows the application directly program and control its infrastructure.
In particular, it provides multi-level programmability and controllability
according to the applications’ specifications. We evaluate it by compar-
ing its functionality to other proposed solutions. Moreover, we implement
an extensible TSV-Engine, which is the core component of CloudsStorm
for managing infrastructures. It is the first to be able to provision a net-
worked infrastructure among public clouds. At last, we conduct a set of
experiments on actual clouds and compare with other related DevOps
tools. The experimental results demonstrate our solution is efficient and
outperforms others.

1 Introduction

The purpose of DevOps is to put application development and infrastructure
runtime operations together to deliver good quality and reliable software. It
encompasses continuous integration, test-driven development, build/deployment

c© Springer International Publishing AG, part of Springer Nature 2018
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automation, etc. However, its main focus often is the application itself. Espe-
cially with the trend of migrating applications onto IaaS clouds, operations are
not limited to fixed private physical servers any more. The virtual infrastruc-
ture provided by clouds is dynamic and on-demand, but often lacks sufficient
programmability and controllability to fully satisfy complex application require-
ments. From the application perspective, cloud applications have become com-
plex and large-scale, no longer being just simple web services. Some applications
need to consider the geographical distribution of their components to achieve
better performance in edge computing. Moreover, some dynamic applications,
like IoT (Internet of Things) applications, even need to control their underlying
infrastructure during runtime, for instance to perform auto-scaling. Hence, it has
become vital to fill the gap between the cloud application and its virtual infras-
tructure in order to better migrate more complex and demanding applications
onto clouds.

Traditional DevOps approaches are slow, manual and error-prone, which
are difficult to make the infrastructure suitable for the application. In order
to settle this problem, some DevOps tools have been constructed to automate
the provisioning of virtual infrastructure. For example AWS CloudFormation1

provided by the Amazon Web Service, is a useful tool to create and manage
AWS resources. They also provide AWS Lambda2 to build serverless applica-
tions recently. Nevertheless, both of them mainly work for web applications. The
other limitation is that it is a vendor lock-in solution, which can only be used
on Amazon EC2 infrastructure. There are also tools to manage the infrastruc-
tures from different clouds, avoiding vendor lock-in, such as Libcloud3, jclouds4

and fog5. However, all the above tools are API-centric. They do not provide
high-level programmability and controllability for the application to manage its
infrastructure during the entire lifecycle.

To address this, there are some environment-centric [1] tools, including Pup-
pet6, Chef7, Ansible8, JuJu9 and Nimbus [2]. They help developers to orches-
trate the applications running on virtual infrastructures, but more concentrate
on deployment and configuration, which is the operation phase. In academic
research, there are also some DevOps systems, such as CodeCloud [3], Cloud-
Pick [4] and CometCloud [5]. Some of them leverage the concept of managing
“Infrastructure as Code”. The code here is preferred to be used for describ-
ing the infrastructure or configuration, such as Ansible using playbook to unify
the configuration process on different machines. However these static codes can
hardly describe how the infrastructure dynamically adapts to the application.

1 https://aws.amazon.com/es/.
2 https://aws.amazon.com/lambda/.
3 http://libcloud.apache.org/.
4 https://jclouds.apache.org/.
5 http://fog.io/.
6 https://puppet.com/.
7 https://www.chef.io/.
8 https://www.ansible.com/.
9 https://jujucharms.com/.
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Moreover, these tools cannot provision the networked infrastructure, especially
not able to manage cloud virtual infrastructures among different data centers or
clouds.

In this paper, we propose, CloudsStorm10, an application-driven DevOps
framework to enhance the programmability and controllability of the cloud vir-
tual infrastructure. CloudsStorm framework consists of three components. The
first one is the cloud resource metadata, which is the static resource descrip-
tion retrieved from each cloud provider, including resource types, prices, creden-
tials, etc. It contains the essential information needed by each cloud application.
Besides these existing metadata information, our main contributions focus on
following two components.

DevOps Framework. We design the DevOps framework, CloudsStorm. It
leverages YAML (YAML Ain’t Markup Language) based language to describe
all the applications’ requirements on their infrastructures. Via this, the appli-
cation can not only design its infrastructure network topology but also define
the control policy for its infrastructure, including failure recovery, auto-scaling,
etc. It brings the infrastructure into the application development phase and
enables the applications to directly program and control their virtual infrastruc-
tures instead of just describing what they desire. It also provides multiple levels
of programmability and controllability according to developers’ knowledge of
infrastructure. This is helpful to narrow the gap mentioned above. Furthermore,
there is no centralized third party to control the infrastructure for all users in
CloudsStorm, avoiding the existence of a single point of failure and a possible
privacy risk.

TSV-Engine. We implement a TSV-Engine to manage our partition-based
infrastructures, that are distributed across different data centers or clouds. It
is the key engine of CloudsStorm. It is also the first one to be able to provi-
sion a networked infrastructure among public clouds. With these three types
of engine at different levels, there are four advantages: (i) Fast. It can control
several sub-infrastructures simultaneously to reduce the management overhead,
such as provisioning, failure recovery and scaling, etc. (ii) Extensible. It is easy
for the application to derive its own engine to control the infrastructure in its
private cluster. (iii) Reliable. It partitions the entire infrastructure into small
sub-infrastructures in multiple data centers. Even if some data center is down
or not accessible, it may not influence the whole application.

The rest of this paper is organized as follows. Section 2 introduces the related
work. Section 3 presents the DevOps framework and model of CloudsStorm.
Then we describe the implementation of TSV-Engine in Sect. 4. Section 5 evalu-
ates CloudsStorm from two aspects, functionality and performance. Finally, we
conclude and discuss some application scenarios in Sect. 6.

10 https://github.com/zh9314/CloudsStorm.

https://github.com/zh9314/CloudsStorm
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2 Related Work

In order to mitigate the difficulty of virtual infrastructure maintenance for cloud
applications [6], there have been substantial academic research and industrial
tools developed in recent years. However many DevOps tools only focus on some
specific steps in the infrastructure management and provide limited controllabil-
ity. For example, Libcloud, jclouds and fog just unify several clouds’ provisioning
APIs. They automate the provisioning, but still need manual configuration and
management on the infrastructure. Conversely, tools such as Puppet, Chef and
Ansible all try to manage infrastructures by turning them into code. However,
they are infrastructure-centric, focusing on configuration and installation. They
standardize the configuration commands among different systems to make the
code reusable, such as the cookbook of Chef and playbook of Ansible. The Nim-
bus [2] team develops a Context Broker and cloudinit.d to create the “One-Click
Virtual Cluster”. Furthermore, they offer scaling capability allowing users to
automatically scale across multiple distributed clouds [7]. Juju is application-
centric which more focuses on application and services. CodeCloud [3] consists
of a IM [8] (Infrastructure Manager). IM provides some specific REST APIs
to control each individual VM (Virtual Machine). Based on this, CodeCloud
leverages CJDL (Cloud Job Description Language) to describe the application
and the elasticity of the infrastructure. CloudPick [4] is a system that consid-
ers the high-level constraints of the application on the infrastructure, including
deadline and budget. However, these systems work as centralized services asking
users to upload their cloud credentials, which requires trust in a third party.
CometCloud [5] provides a heterogeneous cloud framework to deploy several
programming models, such as master/worker, map/reduce and workflow. But it
needs provisioned resources in advance to set up a cloud agent for each cloud. In
general, most work focuses on either the infrastructure planning phase [9,10] or
the application deployment [11] and execution [12] phase. The key phase of pro-
visioning for applications to interact with the actual clouds is still missing. For
example, some distributed applications such as real-time interactive simulation
often require dedicated environment for system performance [13].

Most of above tools mentioned support multiple clouds, meaning no vender
lock-in for configuration and deployment; however this does not mean that they
are capable of provisioning a federated infrastructure for running applications.
On the other hand, none of above tools consider about provisioning a networked
infrastructure, which the VMs can be inter-connected with end-to-end private
connections. This is difficult to realize, especially in federated cloud environments.
ExoGENI [14] proposes Networked Infrastructure-as-a-Service (NIaaS) architec-
ture based on SDN to permit the customization of network used by the infrastruc-
ture. SAVI [15] builds up a test bed for IoT. It leverages OpenFlow to consider the
network topology of the virtual infrastructure. However, all these are established
on private data centers, which means the data centers in the federation must be
totally under the control of the proposed solutions. For instance, these solutions
must have direct access to the switch in the data center to control the network.
All of these solutions are not feasible to be applied on public clouds.
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Recently, Amazon even proposes AWS Lambda, which is a serverless solution.
They advocate that the infrastructure is not needed and developers should only
focus on their function development. Then the function is thrown onto cloud and
executed. It is useful to free the application from the cloud infrastructure for
most web applications, which are event-driven. However, for many time-critical
scientific applications or IoT applications in edge computing, the geographical
distribution of the application components must be considered. It means that the
application needs to spread across regions. Therefore, controlling on the cloud
infrastructure is inevitable in these cases.

3 DevOps Framework and Model

In this section, we start by introducing the overview of the DevOps framework,
CloudsStorm. The goal of this framework is to manage applications in the envi-
ronment of federated clouds. Subsequently, we describe its core models in detail.

3.1 Framework Overview

Figure 1 illustrates the overview of the DevOps framework we propose. With this
framework, cloud applications can achieve the goal of “Code as Infrastructures”.
It means that cloud application developers are not only able to develop their
own applications but also able to program on the virtual infrastructures. The
infrastructure management can be brought into the application development
phase.

In this framework, there are three kinds of code, including infrastructure
code, application code and runtime control policy. Cloud applications need only
leverage these to control the whole lifecycle of the infrastructure their appli-
cations rely on, including phases of provisioning, deployment, auto-scaling and
destruction. Among these code types, the infrastructure code is the core of the
framework. It first allows application developers to describe the infrastructure
they wish, which also includes the network topology. Then it indicates which
execution code should be running on which node of the infrastructure. The exe-
cution code is the part that the application developer should initially focus on.
It is the main logic for the cloud application. The difference here is that the con-
trolling logic can be embedded in the execution code to allow the application to
directly control the infrastructure on demand. This is explained in Sect. 3.2. At
last, the infrastructure code defines the runtime control policy for dynamically
managing the infrastructure at runtime.

The networked infrastructure designed by the application developer can be
automatically provisioned through executing the infrastructure code. The run-
time environment for the cloud application is configured immediately afterwards.
Then, the specified execution code is uploaded to the corresponding instance to
execute. There is a control agent in the whole infrastructure. It can be explic-
itly assigned by the developer or generated by CloudsStorm in an autonomous
way. It manages the infrastructure descriptions and has the whole view of the
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Fig. 1. Overview of CloudsStorm framework

infrastructure. On one aspect, it affords REST APIs to interact with the exe-
cution code to receive control requests and combines the runtime control pol-
icy defined by the application to control the infrastructure, including failure
recovery and auto-scaling, etc. On the other hand, it provides a graphical user
interface for developers to manually check the status of their infrastructure and
control it in a visual way. All the outward connections of this control agent use
public IP addresses. For federated clouds, we propose partition-based infrastruc-
ture management. The whole topology of the infrastructure is called the “top-
topology”. It is partitioned into small pieces of infrastructure, each referred to
as a “sub-topology”. Each sub-topology belongs to a data center domain of a
cloud provider. It describes how the nodes are connected in one data center and
the top-topology describes how the sub-topologies are connected. It is worth
mentioning that all the nodes are connected with private network IP addresses.
The implementation technique and advantage of this private networked infras-
tructure are demonstrated in following sections.

All these related descriptions and the infrastructure code are based on YAML
format, which is human readable and easy to learn. The detailed syntax can be
checked from the manual11 of CloudsStorm.

3.2 Runtime Controlling Model

After executing the infrastructure code, all the infrastructures are provisioned
and different components of the application run on the desired nodes. The infras-
tructure description is generated by the infrastructure code and uploaded to
the control agent. Then control agent takes over the responsibility to manage
the infrastructure. Here, the control agent is placed in a separate sub-topology,
subNI and its public IP is configured into all the other nodes for communication.
11 https://cloudsstorm.github.io/.

https://cloudsstorm.github.io/
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Fig. 2. Sequence diagram of runtime controlling model

Figure 2 illustrates the sequence diagram of runtime controlling model. It
consists of three controlling scenarios. In the failure recovery scenario, we assume
that there is an auto failure recovery mechanism provided by cloud provider for
each individual node. Therefore, we more focus on the failure that the data
center is not accessible. The control agent detects the availability of each sub-
topology, subNI. If it is not available, the control agent sets up a new subNI
from another data center DN of cloud CN to replace the failed one according
to the runtime control policy, RCP . Meanwhile, the private network topology
among the infrastructures is preserved. In the auto-scaling scenario, there are two
different modes for the application to control the infrastructure. One is an active
mode, which means the application actively controls the infrastructure. This is
responsible by the controlling logic embedded in the application code shown in
Fig. 1. It queries infrastructure information from the control agent, for example
how many nodes in this data center. Then according to input conditions such
as the input data size, the application decides whether to scale up or down and
sends the request to the control agent. After receiving the request, the control
agent takes the application-defined RCP into account, for instance budget, and
finally takes control of the infrastructures to scale up or down by the calculated
number num. The other mode is passive mode. The infrastructures are passively
controlled by the control agent based on RCP and the infrastructure’s system
information. In this model, the application invokes REST APIs to communicate
with the control agent.

4 Implementation

To demonstrate this framework, we implement a prototype12 of CloudsStorm. In
this section, we introduce fundamental techniques to realize the core component

12 https://youtu.be/Frc8VYjT51Q; Note: this is only to demonstrate some key
features.

https://youtu.be/Frc8VYjT51Q
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of CloudsStorm, TSV-Engine, which is a partition-based infrastructure control
engine. Then we describe the infrastructure lifecycle management based on TSV-
Engine. In addition, TSV-Engine is also responsible for connecting the VMs to
provision a networked infrastructure. To implement this, we adopt the IP tunnel
technique to connect VMs, which is proposed in our previous work [16].

4.1 TSV-Engine

TSV-Engine is the core engine of CloudsStorm. “TSV” is short for “Top-
topology”, “Sub-topology” and “VM” as shown in Fig. 3. A T-Engine is responsi-
ble for “Top-topology” management. In CloudsStorm, every application has one
T-Engine. It helps the application to control the whole infrastructure and man-
age the connections among sub-topologies, subNI. During runtime, the appli-
cation can generate different requests to dynamically change the infrastructure,
including provisioning, recovering, scaling, deleting or stopping. The T-Engine
takes these requests and queries the user database, UD, to set up a speci-
fied S-Engine for each cloud, for example, “S-Engine-EC2” for cloud “EC2”.
Meanwhile, the T-Engine queries the user credential, UC, to configure the S-
Engine with a proper credential, which makes the S-Engine able to access that
cloud. Then, the S-Engine manages each individual VM and its connections via
the specified V-Engine. The V-Engine is responsible for the VM lifecycle from
creation to stopping or deleting VMs. It also controls the connection between
the VM and other VMs. These connections are based on the IP tunnel mech-
anism proposed by us [16] to connect the VMs in different federated clouds
with application-defined private network. After provisioning, the V-Engine can
run the application-defined script to configure the runtime environment and
deploy the application. The V-Engine is a basic engine. Different customized
V-Engines can be derived from it depending on the VM’s features, such as “V-
Engine-ubuntu” for ubuntu VM, etc. If the application has specific operations
on some VM, it can also customize its own V-Engine. Meanwhile, this design

Fig. 3. Architecture of TSV-Engine



CloudsStorm: An Application-Driven Framework 273

makes our framework very extensible. For example, in order to take Cloud Azure
into account, we therefore first derive “S-Engine-Azure” to manage Azure cloud.
Afterwards, we add the credential and database information in “UserCredential”
and “UserDatabase”. Then, the T-Engine can take the new cloud into account
when doing partitioning and manage the whole lifecycle of the resource from
that cloud.

In addition, all the S-Engines and V-Engines are running in multi-thread. It
means that the T-Engine can start several S-Engines at the same time. If the sub-
topologies managed by these S-Engines belong to different data centers, there will
be no contention among them. It is the same for V-Engine. In other words, TSV-
Engine accelerates the controlling process. This engine has also been integrated
in the software release of EU project, SWITCH [17], to be the fundamental
provisioning engine.

4.2 Implementation of Control Mechanism

In order to control infrastructures, we define 5 statuses for the sub-topology
in CloudsStorm. These statuses are recorded in the infrastructure descriptions
shown in Fig. 1. Figure 4 is the status transition graph. It begins with the “Fresh”
status, which means the infrastructure is in the design phase and the public IPs
are not assigned. When the T-Engine controls the S-Engine to do provision-
ing, the status of the sub-topology infrastructure can transit into two statuses,
“Running” or “Failed”, depending on whether there are errors during provision-
ing. If becoming “Running”, the public IPs of VMs in the running sub-topology
must have been assigned. Afterwards, if the control agent detects some run-
ning sub-topology is not accessible or failed, the T-Engine marks its status as
“Failed” and controls the corresponding S-Engine to identify the failed sub-
topology. Meanwhile, all the sub-topologies which originally are connected with
this failed one should be detached. The failed sub-topology then can be recov-
ered within another data center according to the recovery requests. “Stopped”
status is circled with dashed line, because some clouds do not provide the stop-
ping function. If the cloud doesn’t support this function, there is no “Stopped”
status in its lifecycle. The reason for designing the status “Stopped” in the life-
cycle is that the stopped VM is faster to bring up again than provisioning new

Fig. 4. Status transition of infrastructure lifecycle in CloudsStorm
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one from “Fresh” when scaling up. Finally, “Deleted” is the terminated status
of the lifecycle. All the “Stopped” and “Running” infrastructures can be deleted
to release resources.

5 Evaluation

In this section, we compare CloudsStorm with other related DevOps tools and
evaluate it from two aspects, functionality and performance.

5.1 Functionality Evaluation

Table 1 shows the functionality comparison among different related tools and
frameworks. We classify these DevOps tools into three categories. They are
API-centric, infrastructure-centric and application-centric. The latter two both
belong to the category of environment-centric. In this table, × and

√
means sup-

ported and not supported respectively. − indicates partial support. For instance,
some tools partially support auto-scaling and failure recovery, because some
manual work is still needed to actually trigger the process. Another case is
where the auto-scaling refers to configuration scaling on pre-existing resources. In
the programmability comparison, “Abstract description” indicates whether the
tool allows the application to describe high level QoS constraints on the infras-
tructure. For controllability comparison, “Multi-Mode” is explained in Sect. 4.2.
“Decentralized” demonstrates the infrastructure management is in a decentral-
ized way. If it is not, it means all the application developers’ infrastructures are
managed by one administration, which requires everyone’s cloud credentials. If it
is partial, it means an application developer can set up his own server for man-
aging all his infrastructures instead for one application. Table 1 demonstrates
CloudsStorm is application-driven and enhances the application’s programma-
bility and controllability on its infrastructure.

5.2 Performance Evaluation

We conduct some experiments on actual clouds to evaluate CloudsStorm’s per-
formance on auto-scaling and failure recovery. We also compare its performance
with some other related tools.

Auto-Scaling and Failure Recovery. These two are the key controllability
of CloudsStorm. We design the experiment on ExoGENI to test the auto-scaling
performance. In this experiment, there are two sub-topologies in the beginning,
subNI1 containing 1 VM and subNI2 containing 8 “XOMedium” VMs. Each
VM in subNI2 is connected with the VM in subNI1 via a private network link.
This is a typical “Master/Slave” distributed framework. subNI2 is defined as
a scaling group. According to the scaling request, the infrastructure can scale
up to other data centers based on one or multiple copies of subNI2. At the



CloudsStorm: An Application-Driven Framework 275

T
a
b
le

1
.
F
u
n
ct

io
n
a
li
ty

co
m

p
a
ri

so
n

a
m

o
n
g

d
iff

er
en

t
D

ev
O

p
s

to
o
ls

a
n
d

fr
a
m

ew
o
rk

s



276 H. Zhou et al.

same time, all the network links between the scaled copies and subNI1 are
connected. These connections leverage private addresses, which can be defined
before actual provisioning. Hence, the “Master” in subNI1 can always know
where are the scaled resources are. Figure 5 illustrates that we scale up the 8
VMs of subNI2 accordingly at 1, 2, 3, 4, 8 and 16 times. Each scaled subNI2
is provisioned in independent data centers simultaneously. Therefore, the flat
dashed line is the ideal scaling performance in theory. However, the provisioning
performances of different data centers are not the same. This is demonstrated by
the varied dashed line, which is the average value of the maximum provisioning
overhead among the scaled subNI2. Moreover, the end-to-end connections need
to be set up. The more copies of subNI2 requested, the more connections need
to be configured. The solid line in the figure shows total cost. For each scale, we
conduct 10 repeated experiments. The error bar denotes the standard deviation.
It demonstrates that the scaling overhead does not grow at the same proportion
as the number of VMs being created. Therefore, it is able to complete large-
scale auto-scaling in a short time. In addition, most clouds have limitations on
the resource allocation. For instance, ExoGENI only allow one user to apply
a maximum of 10 VMs from one data center. The limitation for EC2 is 20.
Nevertheless, with CloudsStorm, we can break through these limits to realize
large-scale scaling by combining resources from different data centers and even
clouds.

Fig. 5. Auto-scaling performance Fig. 6. Failure recovery performance

Figure 6 shows the experimental result on failure recovery. In this experiment,
there are still two sub-topologies in the beginning, subNI1 and subNI2. Each of
them contains only one VM, n1 and n2. These two nodes are connected with the
private network. Then we simulate the case where the data center of subNI2 is
not available. CloudsStorm recovers the same sub-topology from another data
center or cloud. Finally, the private network is resumed. Hence, the application
is not aware of this infrastructure modification. We get the detaching overhead
from CloudsStorm, which is the time for subNI1 to disconnect the original link.
It is illustrated by the bar covered with dots. On the other aspect, we continually
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test the private link from n1 of subNI1 to n2 of subNI2 and record the time from
lost connection to the time that the link is resumed. This is the total recovery
overhead. We conduct this experiment on 3 clouds currently supported and pick
6 data centers from them. In order to compare, n2 always has 2 cores and around
8G memory with “Ubuntu 14.04”. Correspondingly, they are “t2.large” of EC2,
“XOLarge” of ExoGENI and “mem medium” of EGI. The results show Exo-
GENI has a relative higher recovery overhead and some of its data centers are
not stable. The performance of EC2 and EGI are close, however, most data cen-
ters of EC2 are more stable. These information are important to decide where to
recover to satisfy the application QoS, considering about the recovery overhead
and data center geographic information.

Comparison. Finally, we conduct a set of experiments to compare CloudsStorm
with other DevOps tools. We pick jclouds from API-centric tools. It is adopted
by a lot of environment-centric tools to be the basic provisioning engine, such
as CloudPick [4]. From environment-centric tools, we pick Nimbus team’s clou-
dinit.d. Other tools like Juju and IM provide graphical interfaces, which makes
it difficult to measure performance. Both of jclouds and cloudinti.d do not sup-
port networked infrastructure. The ones which support networked infrastructure
can only be applied in private data centers, which CloudsStorm cannot have the
access permission, like SAVI. We pick EC2 to do these experiments, because
this is the most popular cloud provider and commonly supported by these tools.
First, we compare the scaling performance. The scaling request is to add 5 more
“t2.micro” VMs in EC2 California data center. However, jclouds and cloudinit.d
cannot directly support auto-scaling behavior, we use them to provision 5 new
VMs in California data center to simulate this scenario. For each operation,
we repeated 10 times. Figure 7(a) illustrates the results. For jclouds, the provi-
sioning process proceeds in sequence, hence, its scaling overhead is much more
bigger than the other two. If only considering the scaling performance from
“Fresh” (defined in Sect. 4.2) state, cloudinit.d and CloudsStorm have similar
performance, demonstrated by the bars covered with slashes. CloudsStorm is a
little bit stable than cloudinit.d. Moreover, EC2 supports stopping a instance.
CloudsStorm can perform auto-scaling from “Stopped” status. It reduces the
overhead, shown by the bars covered with dots. It is worth to mention that we
do not consider deployment overhead in this experiment. Scaling from “Stopped”
status can even omit the deployment. Through this way, CloudsStorm outper-
forms cloudinit.d much better, reducing the scaling overhead by more than half
referring to Fig. 7(b) and (c).

The second experiment is to compare the provisioning performance including
deployments. All of these three allow users to define a script to deploy applica-
tions immediately after provisioning. In this experiment, we choose California
data center to provision 5 “t2.micro” VMs and install tomcat on each of them.
Each test is repeated 10 times. Figure 7(b) shows the results. With jclouds, the
application are installed one by one, which costs plenty of time. For CloudsStorm,
there is a V-Engine responsible for each individual VM to provision and deploy.
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Fig. 7. Performance comparison

Therefore, it achieves the best performance according to the overhead and sta-
bility. The last experiment is based on the second experiment considering about
the deployment dependency. In this experiment, 4 out of 5 VMs install tom-
cat and the remaining one installs a mysql database. In this case, there is a
dependency when using jclouds and cloudinit.d, because they do not provision
networked infrastructure and use public addresses. Tomcat can only be deployed
after provisioning mysql VM to know the server address. Hence, jclouds needs
to provision mysql VM first in its sequence. Cloudinit.d defines different lev-
els to realize the dependency. In this scenario, the first level is the mysql VM
and the second level contains four tomcat VMs. The difference for CloudsStorm
is that it can provision networked infrastructure. The nodes are connected with
application-defined private network links. The mysql server address is pre-defined
before actual provisioning. Therefore, all the deployments can proceed simulta-
neously even with the dependency. Figure 7(c) demonstrates that the deployment
dependency makes smaller influence on CloudsStorm’s performance comparing
to that on jclouds and cloudinit.d. We can reason out that if there are more
dependencies, CloudsStorm has a greater advantage over others.

6 Discussion

There are plenty of application scenarios for CloudsStorm. To benefit from the
networked infrastructure, a lot of programming models are easy to deploy, such
as Master/Slave (including docker cluster), Map/Reduce and workflow. These
models are usually leveraged by big data processing. To benefit from the sufficient
and efficient controllability, it is useful for IoT applications and sensor-cloud. To
benefit from the application-driven design, we can bring the infrastructure into
the application incremental development phase. For example, testing the appli-
cation with several VMs in the beginning and final release running on a large-
scale infrastructure. Therefore, CloudsStorm narrows the DevOps gap and we
are going to try to migrate more applications onto clouds through CloudsStorm
in the future work.
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Abstract. An effective application framework design for e-governance
is definitely a challenging task. The majority of the prior research has
focused on designing e-governance architecture where people identity ver-
ification takes long time using manual verification system. We develop an
efficient application framework that verifies peoples identity. It provides
cloud based REST API using deep learning based recognition approach
and stores face meta data in neural networks for rapid facial recognition.
After each successful identity verification, we store the facial data in the
neural network if there is a match between 80–95%. This decreases the
error rate in each iteration and enhance the network. Finally, our system
is compared with the existing system on the basis of CPU utilization,
error rate and cost metrics to show the novelty of this framework. We
implement and evaluate our proposed framework which allows any orga-
nization and institute to verify people identity in a reliable and secure
manner.

Keywords: E-Governance · Cloud computing · RESTful API
ID verification

1 Introduction

E-governance applications are based on Government to Government (G2G), Gov-
ernment to Business (G2B), Government to Citizens (G2C) and Government to
Enterprise (G2E) [1]. It is nothing but a service that act as a medium of exchange
of information, transactions and services. Cloud Computing is the delivery of
computing services servers, storage, databases, networking, software, analytics
and more over the Internet.

A number of issues have risen in e-governance application. The lack of appro-
priate framework, content development, citizen access are the main problems.
Every government needs to record the data of its citizens including national ID
(NID) information and photo which are not updated regularly. In the mean time
c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 281–294, 2018.
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a person’s look changes with his age. Thus verification can be problematic in that
case. Here, updating photo is necessary which might be costly and requires more
space that remains idle mostly. Again large amount of data can make chaos and
redundancy. For that an effective E-Governance system should be cost effective,
reliable and easy to maintain. Unfortunately,current technologies are not enough
to meet the overall requirements of E-Governance [1].

To overcome the scenario, Cloud technology or mobile computing [2] is the
solution to the problems. E-governance is facing failure in meeting require-
ments of public services, high IT budgets compared to low utilization of existing
resources, poor security mechanisms, costly operations and maintenance (O &
M) etc. [3]. Hence cloud based E-Governance application framework provides
many benefits in particular to government. It provides a comparatively better
platform for efficient deployment of E-governance System [1] than the traditional
manual processes.

Fig. 1. Block diagram of the proposed system

In this paper, we implemented a smart approach that the government can
keep only the vector co-ordination information in cloud for further verification.
By adding images of a unique face and updating it with AWS AI approaches
decrease the error rate of people identity verification. The feature of deep learn-
ing based image recognition technique make the system efficient for authorized
access. The increase of facial data of the citizens will open the door of future
study. Our system provides better CPU utilization, scope for migration to new
technologies.Here, we used police verification data which eliminate manual ver-
ification process and reduce the delay. Moreover, REST approach confirms the
instant response from verification framework that can be integrated to any autho-
rized application. Overall, the primary contributions of this work are a people
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verification framework, utilization of cloud for E-Governance application, REST-
ful approach for better and secure service provision. For better understanding,
the block diagram of the proposed system is showed on Fig. 1.

The remainder of the paper is organized as follows. Section 2 describes dif-
ferent E-governance system proposed by several researchers. Section 3 describes
our proposed methodology. Section 4 presents the architecture of the framework,
Sect. 5 shows the results. Finally, Sect. 6 presents the conclusion and future work
of this study.

2 Related Work and Motivation

In this section, we discuss several existing E-governance system and also describe
our motivation for this study.

2.1 Related Work

Several researchers have developed and surveyed some system for E-governance.
For example Witarsyah, et al. in [4] studied on adding some important variables:
trust, information quality, system quality of e-government adoption in improving
service to the citizen. In [5] Rao and Krishna proposed a system comparing with
existing system on the basis of browsing performance, response time, and security
to show that novelty nature of the software architecture to support e-governance
of India on highly distributed evaluation environment. Hence, information qual-
ity and data scaling are ignored here. In [6] Zissis and Lekkas proposed a high
level electronic governance and electronic voting solution, supported by cloud
computing architecture and cryptographic technologies. It is quite clear from
this paper that there is a large scope for further research.

Zhang and Chen in [7] introduced a new concept of C-government that uti-
lizes cloud computing in e-governance. Authors designed the architecture and
discussed about the implementation and deployment of the c-government system.
The paper also explained how citizen engagement is maximized with enhanced
collaboration towards government productivity and service delivery. Hashemi
et al. In [8], authors discussed about the benefits of using cloud computation
in e-governance including improvement and optimization providing public ser-
vices, governments enhanced ability to interact and collaborate, achieving trans-
parency and accountability as well as overall improvement of the relationship
between the government and its citizens etc. How developed countries like Sin-
gapore, USA and UK are adapting to the cloud technology is also mentioned
here. In [9] Cellary and Strykowski researched on two levels of aggregation: orga-
nizational units and functional modules. Some mentionable advantages of cloud
are: dynamic load of resources, proper maintenance and administration, higher
performance etc. Authors also claims that REST based web technology is gaining
a lot of attractions.

Face verification across ages has importances in some potential applications
such as passport photo verification, image retrieval and post processing, surveil-
lance etc. [10]. As human faces change in course of time and still the face image
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may need some verification. Photo identification means the matching accuracy in
percentage using 3D modeling [11], discriminative methods [10], feature extrac-
tion and modeling through deep learning etc [12–14].

In [15] Christensen et al. implies to the integration of REST-based web service
and cloud computing in order to create futuristic web and mobile applications
along with optimization and security. As REST architecture ensures the data
security as well as maintains a secure communication [16]; that is the reason
behind choosing this technology in our work.

2.2 Motivation

From our observation, as discussed in Subsection A of Sect. 2 we can come to a
conclusion that we needed to develop an framework that includes digitization,
proper citizen access, increase facial data of each citizen, lowest cost, lower error
rate of face recognition. To get the best performance of E-governance system
we need to focus on this trade-off. Therefore, in our proposed policy we take a
more holistic approach by considering a RESTful API can be accessed from any
device that is connected with internet.

3 Methodology

We designed the architecture to verify people identity and personal information
in G-cloud using the secure RESTful API. The process starts with searching
information in the database using NID; matches the facial vector data with the
stored data mapped with the NID. The system flowchart and algorithm are
shown in Fig. 2 and Algorithm 1 accordingly.

4 Architecture of the Framework

Our proposed system developed an E-Governance application framework which
includes hardware and software requirements and it uses cloud based artificial
neural network.

4.1 Structural Description

The proposed framework uses the Amazon Web Service (AWS) for all operations.
The REST API is hosted in EC2 instance and can be accessible via API calls
from any other systems. The REST API is built using Python Flask Framework
and it abides by the prescribed standard of HTTP status codes. JSON Web
Token (JWT) which is a JSON based open standard for creating access tokens
is used to authenticate the API calls. For storing the newly compared faces, the
framework uses Rekognition and Elastic Load Balancer (ELB) from Amazon
Web Services. For storing the public people data it utilizes the functionalities of
SQLAlchemy, Python SQL Toolkit and Object Relational Mapper (ORM) that
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Fig. 2. System flowchart

provides full power and flexibility of SQL. The ORM is connected with MySQL
database for handling the queries.

In this scenario, there are 4 subnets in the (Virtual Private Cloud) VPC.
Three of them are private and one public. In each subnets the proposed frame-
work used Application server, Database server, API Server which are in the
private subnets. In the public subnet there is a bastion host which is used by
the developer to SSH on each server in the VPC.

4.2 Functionalities

There are two Classic Load Balancers are used in this application. One is public
facing load balancer in which users can connect to its port 80 and internally
it connects to the web application. Other is internal load balancer by which
the application communicates with the API. Each load balancer there is an
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Fig. 3. System architecture

auto scaling group which scales the application and API servers. Mobile users
can directly hit the API server through the public facing elastic load balancer
(Fig. 3).

4.3 Requirement Analysis

The necessary software and hardware tools needed to complete this work are
described in Tables 1 and 2 accordingly.

4.4 Security

The instances in the public subnet can send outbound traffic directly to the Inter-
net, whereas the instances in the private subnet can’t. Instead, the instances in
the private subnet can access the Internet by using a network address trans-
lation (NAT) gateway that resides in the public subnet. The database servers
can connect to the Internet for software updates using the NAT gateway, but
the Internet cannot establish connections to the database servers. Web appli-
cation, API and database cannot accessible from the Internet. Each subnet has
its own security groups. In the security groups inbound and outbound rules are
configured for the security and application needs.

5 Implementation and Results

We used Machine Learning approaches in E- governance system and developed
a framework with RESTful API for citizen access.
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5.1 Implementation Environment

The deployment procedure of our proposed framework in started with creating
new VPC which includes three public and one private subnet. Later we create an
Internet gateway and a NAT gateway from which NAT gateway is placed in pub-
lic subnet and associate an EIP to it Then finally create route by adding IGW to
the public subnet and NAT Gateway to the private subnet.After that we initial-
ize security group for each subnet for security purpose and create dashboard-sec
for dashboard subnet, db-sec for db-subnet, api-sec for api segment and jump sec
for jump subnet. Then we create an EC2 instance for dashboard application. We
deployed the code base and create an Internet facing classic load balancer.After
creating a launch configuration with dashboard application, we also create auto
scaling group and add load balancer that previously created. We add the scal-
ing policy on CPU utilization which scales the servers and send alerts through
emails.

We designed four tables for our database named authenticated organization,
people, aws face, and police record. The fields needed for the tables are listed
in Table 3. People table has relation with aws face and police record using the
national id field. To create JSON Web Token for API call authenticity, a com-
bination of organization’s id, email address and password will be used.

5.2 Performance Evaluation

Primarily the neural network contains one picture per person mapped to the
persons NID. For this reason, falsification of face recognition is occurred in some
cases. We used the face recognition technology (FERET) database [17] which
is a dataset used for facial recognition system evaluation to measure the error
rate. We mapped one individual photo with one national id. Then we tested the
system using same individual’s other photos available in the FERET database.

We calculate the error rate of the framework by measuring number of false
results returned by the API. At first, the neural network has only one image per
person. We mark this stage as single image stage. In each verification request if
there is 80–95 % similarity then the framework adds the new image to neural
network. By using this machine learning approach provided by AWS, it becomes
easy and efficient to verify people by the increasing number of iterations. As the
number of iteration is increases, the error rate is decreases. Even for this deep
learning approach, this image data can be used further for video verification.

Error rate in this single image per person scenario is 1.60%. After this iter-
ation, each searched persons have two facial data (on average) available. The
error rate in this scenario is 1.13%. In third iteration, there are three facial data
(on average) is available for each person. The error rate in this step is 0.27%.
The improvement of each iteration is shown in Fig. 4.

5.3 Scalability Evaluation

To evaluate the scalability of our framework we chose CPU utilization as pri-
mary metric. The auto load testing script which is developed is used to generate
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Fig. 4. Performance chart in each verification iteration

artificial hit on the API endpoints. The CPU utilization of EC2 instances of
People Identity Verification API is shown in Fig. 5. The Y axis reflects the CPU
utilization and is measured in percentage which go up by 5 percent at each level.
The X axis represents time frame. The instances are configured to add multiple
instances instantly in case of high CPU utilization.

Fig. 5. CPU utilization of People Identity Verification API

Furthermore, we generate excessive hit on the API endpoints using test script
and exceeds the maximum limit of CPU power. Our system is configured to
generate alert for low and excessive CPU utilization within a time range and add
additional computing resources as needed. The additional resources are detached
from the system when the CPU utilization becomes normal. Figure 6 shows a
scenario of live monitoring the instances.

5.4 Cost Evaluation

For any application framework, cost assumption is important to evaluate the
efficiency and usability. We deployed our application in Amazon Web Services
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Fig. 6. Auto scaling alert monitoring

(AWS) which offers a pay-as-you-go approach. With AWS the application needs
to pay only for the individual services it needs, for as long as it uses them. It
requires to pay for the services the application framework consumes, and once
it stop using them, there are no additional costs or termination fees. If we used
non cloud hosting for our application framework neither it would not scalable
nor efficient. The charges of various services utilization are shown in Fig. 7. This
figure proves that costing is reliable and efficient for this application framework.

Fig. 7. People Identity Verification API costing graph

6 Discussion

In this section, we discuss the advantages, application areas, scopes and limita-
tions of our framework.
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Algorithm 1: Algorithm for people verification
API call;
if TOKEN in Request = True then

if V alidityTOKEN = True then
if NID, personal information & image in Request then

if NIDfound = True then
if personal information & image matches with database then

Get Face List from Database;
Set MaxScore = 0 ;
foreach Face in Face List do

Calculate similarity score;
Set MaxScore = max(score,max score);

end
if MaxScore > 80 then

if MaxScore < 95 then
Store image in Collection;

end
Get RecordsPolice ;
if Clearence = True then

Return: Verification Success with all data;
end
else

Return Error with case record details;
end

end
else

Return Error: Image match failed;
end

end
else

Return V erified = True;
end

end
else

Return Error: NID not found;
end

end
else

Return Error: Missing mandatory fields;
end

end
else

Return: TOKEN not valid;
end

end
else

Return: TOKEN not found;
end



A RESTful E-Governance Application Framework 291

6.1 Advantages

The work is useful for updating and verifying public data as well as for utiliz-
ing the e-government processes along with better government to citizen (G2C)
relationship. The REST-based web API approach secures the access to the gov-
ernment cloud. It also enhance the artificial neural network of citizens facial
data in each use of the verification API. So, our work ensures the shortening of
time updating and verifying public citizen data by digitalizing the processes in
a secure way.

6.2 Potential Application Areas

Government and different organizations or institutions verifies applicant’s data
while recruiting them. They can easily verify people by accessing the g-cloud
where all the citizen’s data are stored. As the access mechanism is completely
secure due to the RESTful API where all of them can access to the database using
JWT (JSON Web Token); government need not to worry about data security. In
the mean time, the appearance and other variable information can be changed;
now, face image or personal profile can be updated alongside verification. Also,
government can construct a secure, scalable and highly available hybrid g-cloud
utilizing this framework.

6.3 Scope and Limitations

While updating the data still there is a possibility of fraud. Government must
ensure that the request comes from authenticated organization as well as pri-
oritize the previous data primarily stored in the g-cloud. Although, our work
eradicate the possibility of updating wrong images as we are collecting meta-
data of that face and considering the maximum similarities before storing new
meta-data.

Table 1. Software description

Software Version

Python Python 3.6.1

Flask Flask version 0.12.2

MySQL MySQL version 5.7.19

SQLAlchemy Flask-SQLAlchemy version 2.2

JSON Web Tokens PyJWT version 1.5.2 and Flask-JWT 0.3.2

AWS CLI awscli version 1.11.112, boto3 version 1.4.4 and botocore version 1.5.75
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Table 2. Hardware description

Hardware Description

VPC A VPC with three private subnets and one public subnet is
created to host the whole application

Bastion node Bastion server is needed to access the others servers as it
includes the public inbound rules and private outbound rules.
We have chosen m1-large EC2 instance for this node

API and API
dashboard node

The main Flask API and its dashboard are deployed in EC2
instances. For both operation, we have chosen m1-large instance
which include Auto scaling groups. The AWS services like
Rekognition, AMI, AWSCLI are performed from these nodes

Database node The database is hosted in this node. It is also a m1-large EC2
instance and has only private access from the other nodes

Load balancers Two Elastic Load Balancers ensure to handle the inbound traffic
for both API access and API dashboard access

Security groups Proper security groups are created for handing the inbound and
outbound traffic in each node and services to restrict
unauthenticated access of the application

Table 3. Fields of database

Table name Fields

authenticated organization organization id (PK), organization email address,
organization password, organization name,
organization address, organization phone number,
organization email address, organization registration id,
organization registration address, organization details

people national id (PK), full name, father name, mother name,
date of birth, gender, birth district, permanent address,
present address, email address, phone number, blood group,
nationality, religion, marital status, spouse name, tin number,
passport number, driver license number, photo url,
created timestamp, updated timestamp

aws face face id (PK), face created time, face url, national id (FK)

police record case id (PK), case status, case description, case location,
case outcome, case created time, case updated time,
case complainer national id (FK), case investigator national id
(FK), case defendant national id (FK)

7 Conclusion

We developed an efficient approach towards the verification of people through
securely accessing the public database supervised by government. We utilized the
benefits of RESTful approach for ensuring security. All governments can utilize
the hybrid architecture to ease the entire process thereby. Overall, this system
provides public services in a faster way eradicating long time-wasting analog pro-
cesses with its’ features of digitization, citizen access, developed content. Here,
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the deep learning based people verification approach improves the performance
rapidly in each iteration. It is proved by the improvement of identity verification
by 29.38% and 76.11% in first and second iteration. Again application pay only
for the individual services it needs by using AWS which ultimately reduce the
cost. We are storing the meta-data of every updated face image of people in a
neural network. Increasing number of stored meta-data opens door to track all
the people in a country or within a particular region boundary. The framework
can be integrated with any authorized application to verify people’s identity
with ease.
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Abstract. In this paper, we propose a novel anomaly detection algo-
rithm, named T-Forest, which is implemented by multiple trident trees
(T-trees). Each T-tree is constructed recursively by isolating the data
outside of 3 sigma into the left and right subtree and isolating the oth-
ers into the middle subtree, and each node in a T-tree records the size
of datasets that falls on this node, so that each T-tree can be used as
a local density estimator for data points. The density value for each
instance is the average of all trees evaluation instance densities, and it
can be used as the anomaly score of the instance. Since each T-tree is
constructed according to 3 sigma principle, each tree in TB-Forest can
obtain good anomaly detection results without a large tree height. Com-
pared with some state-of-the-art methods, our algorithm performs well
in AUC value, and needs linear time complexity and space complexity.
The experimental results show that our approach can not only effec-
tively detect anomaly points, but also tend to converge within a certain
parameters range.

Keywords: Anomaly detection · Isolation · Forest · 3 sigma
Gaussian

1 Introduction

Anomaly points are the data points that deviate from most data and do not
obey the distribution of most data points [1–3]. Anomaly detection has been a
widely researched problem in several application domains such as system health
management, intrusion detection, healthy-care, bio-informatics, fraud detection,
and mechanical fault detection. For these applications, anomaly detection as
an unsupervised learning task is very important. The significance of anomaly
detection is due to the fact that anomaly data can be translated into important
operational information in various application domains. For example, with the
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development of cloud computing [4–7], it is very important to detect abnormal
traffic in the cloud in a timely manner. And with the development of the cloud
storage [8,9], timely detection of abnormal disk reads and writes in cloud storage
can greatly reduce the potential risk of cloud storage.

Many unsupervised anomaly detection approaches, including classification-
based [10,11], clustering-based [12,13], density-based [14–17], and angle-baed
[18], calculate the distance between data points to determine their similarity,
and then determine whether the data points are abnormal. There are many
ways to calculate the distance, such as Euclidean distance, DTW, and so on. By
analyzing the characteristics of these distance calculation formulas, we can get
that the result can be easily affected by the data values and the number of data
attributes. And many of the above algorithms are constrained to low dimensional
data and small data size due to the high computational complexity of its original
algorithm. In order to solving the above problems, Liu et.al proposed a different
approach that detects anomalies by isolating instances, without relying on any
distance or density measure [19,20]. In this approach, since the attribute and
the split value of each node in the isolation tree are randomly selected, the built
isolation tree can also be called a completely random tree. Consequently, there
is often a certain degree of randomness in the anomaly detection results by using
such a model.

In response to these challenges, we propose a novel anomaly detection algo-
rithm on the basis of isolation-forest [19]. The key insight of our proposed algo-
rithm is a fast and accurate local density estimator implemented by multiple tri-
dent trees(T-trees), called T-Forest. The proposed approach can isolate anomaly
data faster and more accurately. To achieve this, we extend the binary tree struc-
ture of the original isolation tree to the structure of the trident tree. And instead
of selecting the split value randomly, we take advantage of sigma principle to
select two split values at a time to split the inconsistent attribute data as soon
as possible. In this paper, we will show that trident trees can effectively isolate
anomaly points.

The main contributions of this paper are summarized as follows:

– We propose a novel anomaly detection algorithm, called TB-Forest. Data
points which have short average path on the T-tree, may be seen as anomaly
points.

– We propose a local density assessment method, which is used to estimate the
anomaly degree of data points. We perform many experiments on benchmark
dataSets. The experiment results show that our proposed approaches outper-
forms the competing methods on most of the benchmark dataSets in AUC
score.

The remainder of this paper is organized as follows. In Sect. 1, we review the
related work. In Sect. 2, we present the proposed anomaly detection algorithm. In
Sect. 3, we perform some empirical experiments to demonstrate the effectiveness
of our algorithm. Lastly, the conclusion will be shown in Sect. 4.
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2 Anomaly Detection by Our Method

In this section, we will show the detailed steps of our proposed detection algo-
rithm. We first show some definitions used in this paper. Then we present the
implementation details. Table 1 summarizes the symbols used in this paper.

2.1 Definitions

In this section, we will present the definition of T-tree and introduce the
attributes of each node in a T-tree. And we definite the formula for calculating
the anomaly score.

Table 1. Symbols and descriptions

Symbols Description

N Number of instances in a dataset

x An instance

X A dataset of N instances

Q A set of attributes

q An attribute

uq The mean of the attribute q

σq The standard deviation of the attribute q

T A tree

Tr A right tree of a node τ

Tl A left tree of a node τ

Tm A middle tree of a node τ

pl The split value between left tree and middle tree, uq − 3σq

pr The split value between middle tree and left tree, uq + 3σq

t Number of trees

ψ Sample ratio

den(x) The number of contained instances of the external node that x belongs to

hlim Height limit

slim Size limit in training a tree

Definition 1. T-tree: Let T denote a T-tree and τ be a node in this T-tree.
It is either an external-node with no child, or an internal-node with a set and
exactly three child trees(Tl,Tm,Tr). Each node in a T-tree contains the following
elements:(1) variables pl and pr, which are used to divide data points into Tl, Tm,
and Tr subtree; (2) variable size, which is used to record the instances number
located in this node; (3) three node pointers, which are used to the left subtree,
the right subtree, and the middle subtree.

Given a sample of data X={x1, x2, ..., xn} of n instances, in which each xi

has d attributes, to build a trident tree(T-tree). Figure 1 is used as an example
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to illustrate the structure of a T-tree. We recursively divide X by randomly
selecting an attribute q and calculating the left split value pl and the right split
value pr, until either: (1) the tree height reaches limit, hlim, (2) the number
of instances at a node τ is less than the size limit, slim or (3) all points of the
selected attribute have the same value in X. An T-tree has the property as BST,
that is, the value of an attribute in left child tree is less than the middle side and
the middle size is less than the right side. Assuming all instances are distinct,
the number of instances in left child tree is equal to the number in the right side.
Since each leaf node in the MB-Tree contains no fewer than one instance and
each internal node contains exactly three children, the total number of nodes in
a T-tree is less than 3N

2 − 1. Hence, an MB-Tree is only linear storage overhead.

Fig. 1. This figure is used as an example to illustrate the structure of a T-tree and
show the process of the division. Round nodes represent internal nodes, and square
nodes represent external nodes.

In this paper, calculating a score for each data point that reflects the anomaly
degree of each data point. Since all instances in the dataSets fall on different
external nodes after being divided several times according to different attribute
values, each node in a T-tree forms a local subspace and instances located on
each node have similar data characteristics. Instances on each node become K-
nearest-neighbors to each other. Hence, we calculate the local density of the
instance by counting the number of instances in each node where the instance
falls, to determine the anomaly degree of the instance.

Anomaly Score: The anomaly score of each point x is measured by the average
local density, den(x). den(x) denotes the number of instances contained in the
terminational node of x. Since we have adopted the idea of ensemble learning
and the number of instances used to train each T-tree may be different, we need
to normalise the value den(x) in order to calculate the final anomaly score by
using all results in the TB-Forest. Therefore, the anomaly score of an instance
can be defined as follows:
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score(x) =
1
t

t∑

i=1

deni(x)
Ni

(1)

where deni(x) is the local density in a T-tree and Ni is the instances number
in T-treei. Because of the characteristics “less and different” of anomaly points,
the value of score(x) will be less than the normal points. Therefore, the smaller
the value of score(x), the more abnormal it is. In other words, the closer of
the value of score(x) is to 0, the more likely the corresponding instance is an
anomaly point.

2.2 Training for T-Forest

In this section, we will introduce the concrete steps of building a T-Forest, which
is composed of many T-trees. Each T-tree is built on the dataset sampled by
using the variable bagging technique.

Building a T-tree: A T-tree can be constructed by recursively dividing the
training datasets until the tree reaches height limit or the instances number is
less than the size limit. During the construction of each node of a T-tree, an
attribute will be randomly selected from the attributes of the datasets as the
splitting attribute. And these two splitting values, pl and pr, will be obtained
by calculating the mean value and the standard derivation of this attribute, and
then are used to divide the training datasets. The concrete steps to build a T-
tree are described in Algorithm 1. The time complexity of this algorithm is only
O(log3(N)), and the space complexity is liner O(N).

Building a T-Forest: There are three parameters that need to be set manually
to the TB-Forest. They are the height limit of a T-tree hlim, the size limit of
each node slim, and the tree number t. There is also a variable, sample ratio ψ,
which is generated uniformly from the range between 0.2 and 0.8. This parameter
may be different in each T-tree, so it can increase the diversity of samples in
each T-tree. The changes of these parameters will affect the evaluation effect.
For example, many trees or a high T-tree can increase the accuracy of the result.
However, after increasing to a certain value, the result will tend to converge. If
these two parameters are set too large, it not only did not improve the detection
performance, but increase the model’s runtime and memory consumption. The
size limit is always set to 15, because if the number of samples is less than 15, the
criteria 3 sigma will no longer apply. The concrete steps of TB-Forest algorithm
are described as Algorithm 2. The time complexity of building a TB-Forest is
O(t ∗ ψ ∗ log3(N)). The space complexity of building a TB-Forest O(t ∗ ψ ∗ N).

2.3 Evaluation Stage

In this evaluation stage, an anomaly score of instance x can be estimated by
the average local density E(den(x)). den(x) can be calculated by Algorithm3.
After getting all den(x) of instance x by TB-Forest, we can use the formula
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Algorithm 1: Building a T-tree(Data, cur, hlim, slim)
Input: A dataSet Data, a current height cur, a height limit hlim, a size limit

slim.
Output: A T-tree

1 if |Data| ≤ slim and cur ≥ hlim then
2 return node(size=|Data|,exteral=TRUE);
3 end
4 Randomly select an attribute q ∈ Q.
5 Calculate the mean value, uq, of the attribute q.
6 Calculate the standard derivation, σ, of the attribute q.
7 left-split ← uq − 3σ
8 right-split ← uq + 3σ
9 Datal ← data-filter(Data, x ≤ left-split)

10 Datam ← data-filter(Data, x >left-split and x <right-split)
11 Datar ← data-filter(Data, x ≥ right-split)
12 Left-Tree ← Building-Tree(Datal,cur + 1, hlim, slim)
13 Middle-Tree ← Building-Tree(Datam,cur + 1, hlim, slim)
14 Right-Tree ← Building-Tree(Datar,cur + 1, hlim, slim)
15 return node(Left-Tree,Middle-Tree,Right-Tree,size=|Data|,pl =left-

split,pr =right-split,exteral=FALSE);

1 to calculate the average local density E(den(x)). The closer of the value of
E(den(x)) is to 0, the more likely the instance x is an anomaly point. For the
test dataSet, we can sort the anomaly scores of these instances to get the top
K anomaly points. The time complexity of getting the average local density
E(den(x)) of this test dataSet is O(M ∗ t∗ log3(N ∗ϕ)), where N is the instances
number of training dataSets, and M is the instances number of this test dataSet.

3 Experimental Evaluation

In this section, we will present the performance of our proposed algorithm from
many experiments using the public dataset from UCI. For comparability, we
implemented all experiments on our workstation with 2.5 GHz, 6 bits operation
system, 4 cores CPU and 16 GB RAM, and the algorithms codes are built in
Python 2.7.

3.1 Experimental Metrics and Experimental Setup

Metrics: In our experiment, we use Area Under Curve(AUC) as the evalua-
tion metric with other classic anomaly detection algorithms. AUC denotes the
area under of Receiver Operating Characteristic(ROC) curve and illustrates the
diagnostic ability of a binary classifier system. AUC is created by plotting the
true positive rate against the false positive rate at various threshold settings1.
1 https://en.wikipedia.org/wiki/Receiver operating characteristic.

https://en.wikipedia.org/wiki/Receiver_operating_characteristic
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Algorithm 2: Building a TB-Forest
Input: A dataSet Data,number of trees t, height limit hlim, size limit slim
Output: A set of TB-Trees, TB-Forest

1 Forest ← set();
2 sample-size ← uniform(min())
3 for i=1 to t do
4 ψ ← uniform(0.2,0.8)

5 ˜Data ← sample(Data, ψ).

6 tree ← Building-Tree(˜Data,0,hlim,slim)
7 Forest ← [Forest, tree]

8 end
9 return Forest;

Algorithm 3: Local density of an instance(den(x))
Input: An instance x, a height limit hlim, A T-tree root
Output: The anomaly score of this instance

1 if root is external or cur >= hlim then
2 return root→size

N
;

3 end
4 if xq ≤ root.ql then
5 return Local-density(x,cur + 1,hlim, root → left);
6 else if xq ≥ root.ql then
7 return Local-density(x,cur + 1,hlim, root → right);
8 else
9 return Local-density(x,cur + 1,hlim, root → middle);

10 end

The detection algorithm with larger AUC has the better detection accuracy,
otherwise, the detection algorithm is less effective.

Experimental Setup: There are two types of experiments. First, we compare
the differences in the AUC value between our proposed algorithm and other
classic algorithms. Second, we compare the effect of parameters on our proposed
algorithm and iForest. All above experiments are performed on the selected
twelve datasets from public UCI datasets [21], which are summarized in Table 2.
Most of these datasets include two labels, and we use the most class as the normal
class and the less class as the anomaly class, for example, Http which is from
KDD CUP 99 network intrusion data [22] includes two classes 0, 1. For other
datasets that include multiple classes, we need process these into two labels.
Arrhythmia has 15 classes, and we choose 3, 4, 5, 7,8,9, 14, 15 as the anomaly
class and other classes as the normal class. We choose NON-MUSK-252, NON-
MUSK-j146, and NON-MUSK-j147 as the normal class, and choose MUSK-213,
MUSK-211 as the anomaly class in musk dataset. In HAPT dataset, we choose
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the class 5 as the normal class and the class 11 as the anomaly class to form the
hapt511 dataset.

In order to present the efficiency of our proposed algorithm, we choose four
representative anomaly detection algorithms, which include LOF [23], iForest
[19], HS-Forest [24], RS-Forest [25]. LOF is the same as our proposed algorithm
to determine the abnormality of data points by calculating the local density of
data points, but LOF calculate the local density of data points by calculating the
similarity between data points and it needs O(N2) time complexity. HS-Forest,
RS-Forest are the same as our proposed algorithm to calculating the local density
of data points by counting the instances number of a terminal node in model
tree, but each model tree in these two algorithms is constructed without training
datasets. And these two algorithms can be used to stream data, but we only use
their function on static datasets. Because our algorithm is an improvement on
iForest, we choose it as a comparision algorithms. As for LOF, we set k = 10
in our experiment. As for HS-Forest, RS-Forest, and iForest, we set height limit
hlim = 6 and the trees number t = 25. For our proposed algorithm, we set the
height limit hlim = 4 and the trees number t = 25.

Table 2. Benchmark data sets, where n denotes the size of datasets, and d denotes
the number of attributes of datasets.

Datasets n d Anomaly ratio

Http 567497 3 0.4%

Satellite 6435 37 31.6%

ann throid 7200 6 7.4%

Cardiotocography 1831 20 9.6%

Musk 5682 165 1.7%

Epileptic 11500 178 20%

hapt511 1513 561 5.9%

Breast 569 10 35.7%

Arrhythmia 452 273 14.6%

Shuttle 14500 10 5.9%

Pima 768 9 35%

Ionosphere 351 34 35.8%

3.2 Performance on AUC

This experiment is to compare our proposed algorithm with other algorithms
in term of AUC. Table 3 presents the results of all compared algorithms on
benchmark datsets. From this table, we can find that our algorithm outperforms
other algorithms on most of this benchmark datasets. The AUC performance
of our algorithms are approximative to RS-Forest, HS-Forest, and iForest, but
it is much better than LOF algorithm on all these datasets. From this table,
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we can find that our proposed algorithm outperforms iForest on nine of twelve
datasets, which can illustrate that our improvement is successful. And we can
observe that our algorithms performs well on these datasets, which contain a
small percentage of anomaly class from Table 2.

As we all known, the Http dataset is a network traffic data set provided by
KDD99. There is a small amount of traffic data in this dataset as abnormal
traffic, and we treat these small amount of abnormal data as data with class
0. Our detection algorithm can efficiently detect such abnormal network traffic,
and our algorithm only requires a logarithmic level of runtime. So our algorithm
can be used to detect whether there is abnormal traffic in the public cloud of
private cloud.

Table 3. Performance comparison of different methods on different benchmark data
sets. AUC score is measured, and the bold font indicates that the algorithm performs
significantly better.

Data sets TB-Forest* iForest LOF RS-Forest HS-Forest

Http 0.9925 1.00 NA 0.999 0.996

Satellite 0.68 0.71 0.52 0.7 0.59

ann thyroid 0.85 0.81 0.72 0.68 0.8

Cardiotocography 0.93 0.92 0.539 0.88 0.74

Musk 0.77 0.64 0.531 0.64 0.66

Epileptic 0.984 0.98 0.57 0.88 0.94

hapt511 0.999 0.998 0.595 0.997 0.982

Breast 0.88 0.84 0.6293 0.518 0.94

Arrhythmia 0.836 0.80 0.69 0.695 0.686

Shuttle 0.992 1.00 0.55 0.998 0.999

Pima 0.71 0.67 0.513 0.49 0.71

Ionosphere 0.94 0.85 0.546 0.89 0.78

Parameters Analysis: In this experiment, we show the effect of two parame-
ter (hlim and t) values on the detection results of all compared algorithms on
benchmark datasets. Due to the space limitations, we only show the experiment
results on Http and shuttle datasets.

Figure 2 shows that the value of AUC changes as the tree height changing in
the Http dataset, when the number of trees is set to 25. This figure shows that
our proposed algorithm performs better when the height limit is in the range 2
to 6. Since Http dataset has only three attributes, it does not require a very high
tree to get good performance. Figure 3 shows that the value of AUC changes as
the tree height changing in the shuttle dataset, when the number of trees is
set to 25. In this figure, with the increasement of height limit, all comparable
algorithms perform better and better and tend to converge. From these two
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Fig. 2. AUC changes with hlim, when
fixed t = 25, on http data.

Fig. 3. AUC changes with hlim, when
fixed t = 25, on shuttle data.

examples, we can find that the tree height limit of each T-tree in T-Forest can
be in the range of 4 to 6, in our proposed algorithm.

Therefore, we run two experiments to detect the effect of changes in the
number of trees on the AUC value with height limit hlim = 6. Figure 4 shows
that the value of AUC changes as the number of trees changing in the http
dataset, when the height limit of trees is set to 6. Figure 5 shows that the value
of AUC changes as the number of trees changing in the shuttle dataset, when
the height limit of trees is set to 6. From these two figures, we can observe
that changes in the number of trees have little effect on the effectiveness of our
algorithm. To accommodate most data sets, the parameters t can be in the range
of 10 to 25.

Fig. 4. AUC changes with t, when fixed
hlim = 6, on http data.

Fig. 5. AUC changes with t, when fixed
hlim = 6, on shuttle data.
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4 Conclusions

In this paper, we propose a novel anomaly detection, T-Forest, based on isolation
principle. Our algorithm constructs many TB-Trees using sampled datasets by
variable sample technique, and each T-tree is a trigeminal tree which is built by
recursively segmenting dataset to map dataset to different subtrees by 3 sigma
principle. Then, we have performed some experiments to illustrate the detection
effect of our algorithm. The experiment results show that our algorithm can
detect anomaly data points effectively and efficiently. In the future, we will focus
on how to improve the detection accuracy of our algorithm on the datasets, in
which normal and anomaly points are mixed distributions.
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Abstract. The benefits of using container-based microservices for the devel-
opment of cloud applications have been widely reported in the literature and are
supported by empirical evidence. However, it is also becoming clear that the
management of large-scale container-based environments has its challenges.
This is particularly true in multi-tenant environments operating across multiple
cloud platforms. In this paper, we discuss the challenges of managing container-
based environments and review the various initiatives directed towards
addressing this problem. We then describe the architecture of the Unicorn
Universe Cloud framework and the Unicorn Cloud Control Centre designed to
facilitate the management and operation of containerized microservices in multi-
tenant cloud environments.

Keywords: Cloud computing � Multi-tenancy � Resource management

1 Introduction

Forrester Research estimates that the cloud computing market could reach 236 billion
by 2020 [1]. This rapid rate of adoption of cloud computing is likely to have a dramatic
impact on how organizations develop and operate enterprise applications. Public cloud
platforms (e.g. AWS [2], Microsoft Azure [3], etc.) offer highly elastic and practically
unlimited compute power and storage capacity, allowing flexible acquisition of IT
(Information Technology) resources in the form of cloud services, avoiding many of
the limitations of on-premises IT solutions. This new technology environment is cre-
ating opportunities for innovative solutions at a fraction of the cost of traditional
enterprise applications. However, to take full advantage of these developments, orga-
nizations involved in the production of enterprise applications must adopt a suitable
enterprise architecture and application development frameworks. The architecture
should reduce the complexity of application development and maintenance and facil-
itate effective reuse of application components and infrastructure services. These
requirements demand a revision of existing architectural principles and application
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development methods. Enterprise IT architecture needs to reflect current technology
trends and provide framework services that support cloud deployment of applications,
mobile computing and integration with IoT devices. This allows application developers
to concentrate on the functionality that directly supports business processes and adds
value for the end users. Framework services should enable a single sign-on and user
authentication regardless of the physical location of the user and the device used, and
the application should run on different end user devices such as mobile phones, tablets,
notebooks, etc. without the need for excessive modifications. Reusing standard
framework services across all projects saves programming effort and improves the
reliability of the applications.

Unlike traditional enterprise applications that store data on local servers
on-premises, most mobile applications store data and applications in the cloud to allow
applications to be shared by very large population of users. Furthermore, given the
requirements of modern business environments, the architecture needs to facilitate fast
incremental development of application components and ensure rapid cloud deploy-
ment. The need for continuous delivery and monitoring of application components
impacts on the structure and skills profile of IT teams, favoring small cross-functional
teams leading to the convergence of development and operations (DevOps).

There is now increasing empirical evidence that to effectively address such
requirements, the architecture needs to support microservices and container-based
virtualization. A major advantage of using containers to implement microservices is
that the microservices architecture hides the technical details of the underlying hard-
ware and operating systems, and allows developers to focus on managing applications
using application level APIs (Application Programming Interfaces). It also allows the
replacement of hardware and operating systems upgrades without impacting on
existing applications. Finally, as the unit of deployment is the application, monitoring
information (e.g. metrics such as CPU and memory usage) is tied to applications rather
than machines, which dramatically improves application monitoring and introspection
[4]. It can also be argued that using containers for virtualization improves isolation in
multi-tenant environments [5]. However, it is also becoming clear that the management
of large-scale container-based environments has its own challenges and requires
automation of application deployment, auto-scaling and predictability of resource
usage. At the same time, there is a requirement for portability across different public
and private clouds. While the use of public cloud platforms is economically com-
pelling, an important function of the architecture is to ensure independence from
individual cloud providers, avoiding a provider lock-in.

Platforms and frameworks that support the development and deployment of
container-based applications have become an active area of research and development
with a number of open source projects, including Cloud Foundry [6], OpenShift [7],
OpenStack [8] and Kubernetes [9] recently initiated. These projects share many
common concepts and in some cases common technologies. A key idea of such open
source platforms is to abstract the complexity of the underlying cloud infrastructure and
present a well-designed API that simplifies the management of container-based cloud
environments. An important requirement that is often not fully addressed by these
frameworks concerns the management of multi-tenancy. Management of multiple
tenants across multiple public cloud platform presents a number of significant

310 M. Beranek et al.



challenges. Each tenant has to be allocated separate resources that are separately
monitored and billed. Moreover, the access to tenants’ resources must be controlled so
that only authorized users are able to deploy applications on specific resources (i.e.
physical or virtual servers) and access these applications.

In this paper, we describe the Unicorn Universe Cloud Framework (uuCloud) -
framework designed to manage multi-tenant cloud environments. Unicorn is group of
companies based in Prague, Czech Republic that specializes in providing information
systems solutions for private and government organizations across a range of industry
domains including banking, insurance, energy and utilities, telecommunications,
manufacturing and trade (https://unicorn.com/). Unicorn Universe Cloud (uuCloud) is
an integral part of the Unicorn Application Framework (UAF), a framework developed
by Unicorn that comprises a reference architecture and fully documented methods and
tools that support the collaboration of teams of developers during the entire develop-
ment life-cycle of enterprise applications. A key UAF architectural objective is to
support various types of mobile and IoT devices and to facilitate deployment of con-
tainerized cloud-based applications using standard framework services [10].

In the next section (Sect. 2) we review related literature focusing on frameworks for
the management of container-based cloud environments. Section 3 describes the main
components of uuCloud framework and Sect. 4 includes our conclusions and directions
for further work.

We note that all diagrams in this paper are drawn using uuBML (Unicorn Universe
Business Modeling Language: https://unicornuniverse.eu/en/uubml.html), UML-like
graphical notation used throughout Unicorn organizations. Figure 1 illustrates basic
relationships and their graphical representation. The prefix uu abbreviates Unicorn
Universe, and is a naming convention used throughout the paper to indicate UAF
objects.

Type of relationship Graphical representation 

Association One-to-Many

Association One-to-One

Association Many-to-Many

Fig. 1. uuBML relationships
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2 Related Work

Claus Pahl [11, 12] reviews container virtualization principles and investigates the
relevance of container technology for PaaS clouds. The author argues that while VMs
are ultimately the medium to provision a PaaS platform and application components at
the infrastructure layer, containers appear to be more suitable for application packaging
and management in PaaS clouds. The paper compares different container models and
concludes that container technology has a huge potential to substantially advance PaaS
technology, but that significant improvements are required to deal with data and net-
work management aspects of container-based architectures.

Brewer [13] in his keynote “Kubernetes The Path to Cloud Native” argues that we
are in middle of a great transition toward cloud native applications characterized by
highly available unlimited “ethereal” cloud resources. This environment consists of
co-designed, but independent microservices and APIs, abstracting away from machines
and operating systems. Microservices resemble objects as they encapsulate state and
interact via well-define APIs. This allows independent evolution and scaling of indi-
vidual microservices. The Kubernetes project initiated by Google in 2014 as an open
source cluster manager for Docker containers has its origins in an earlier Google
container management systems called Borg [14] and Omega [15]. The Kubernetes
project is hosted by the Cloud Native Computing Foundation (CNCF) [16] that has a
mission “to create and drive the adoption of a new computing paradigm that is opti-
mized for modern distributed systems environments capable of scaling to tens
of thousands of self-healing multi-tenant nodes”. The objective is to facilitate cloud
native systems that run applications and processes in isolated units of application
deployment (i.e. software containers). Containers implement microservices which are
dynamically managed to maximize resource utilization and minimize the cost associ-
ated with maintenance and operations. CNCF promotes well-defined APIs as the main
mechanism for ensuring extensibility and portability. The state of objects in Kubernetes
is accessed exclusively through a domain-specific REST API that supports versioning,
validation, authentication and authorization for a diverse range of clients [4]. A basic
Kubernetes building block is a Pod - a REST object that encapsulates a set of logically
connected application containers with storage resources (Volumes) and a unique IP
address. Pods constitute a unit of deployment (and a unit of failure) and are deployed to
Nodes (physical or logical machines). Lifetime of a Volume is the same as the lifetime
of the enclosing Pod allowing restart of individual containers without the loss of data,
however restarting the Pod results in the loss of Volume data. Pods are externalized as
Services; Kubernetes service is an abstraction that defines a logical set of Pods and a
policy for accessing the Pods. Replication Controller is used to create replica Pods to
match the demand of the application and provide auto-scaling. Kubernetes uses
Namespaces to avoid object name conflicts and to partition resources allocated to
different groups of users. Although namespaces can be used to enable multi-tenancy in
Kubernetes, this approach appears to have limitations. The application of Docker and
Kubernetes container architecture to multi-tenant SaaS (Software as a Service) appli-
cations has been investigated and assessed using SWOT (Strength, Weakness,
Opportunities and Threats) analysis and contrasted with developing multi-tenant SaaS
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applications using middleware services [17]. The authors conclude that more research
is needed to understand the true potential and risks associated with container orches-
tration platforms such as Kubernetes. Other authors have considered multi-tenancy
from the viewpoint of security challenges and proposed a model for identifying sus-
picious tenant activities [18].

Other efforts in this area include OpensStack [19] - a cloud operating system
designed to control large pools of compute, storage, and networking resources.
Administrators manage resources using a dashboard, and provision resources through a
web interface. In [20], the authors argue that many existing frameworks have a high
degree of centralization and do not tolerate system component failures; they present the
design, implementation and evaluation of a scalable and autonomic virtual machine
(VM) management framework called Snooze.

Li et al. [21] describe a REST service framework based on the concept of
Resource-Oriented Network (RON). The authors discuss the advantages of
container-based virtualization over VMs (Virtual Machines) that include lower CPU
and memory consumption, faster reboot time, and significantly higher deployment
density (6–12 times), requiring fewer physical servers for the same workload and
resulting in significant savings in capital expenditure. They identify a trend towards
RaaS (Resource-as-a-Service) that allows consumers to rent fine-grained resources
such as memory, CPU and storage on demand for short periods of time. The authors
point out advances in Network Functions Virtualization (NFV) that make it possible to
control network elements, and advances in computer architecture that make it possible
to disaggregate CPU cores from the internal memory. The authors argue that a new
service abstraction layer is required to control and monitor fine-grained resources and
to overcome the heterogeneity of the underlying Linux resource control models. They
and note that RaaS cloud brings new challenges, in particular the ability to efficiently
control a very large number of fine-grain resources that are rented for short periods of
time. According to Ben-Yehuda [22], the trend toward increasingly finer resource
granularity is set to continue resulting in increased flexibility and efficiency of
cloud-based solutions. Resources such as compute, memory, I/O, storage, etc. will be
charged for in dynamically changing amounts, not in fixed bundles. The authors draw
an analogy between cloud providers and phone companies that have progressed from
billing landlines per several minutes to billing cellphones by the minute, or even per
second. They conclude that the RaaS cloud requires new mechanisms for allocating,
metering, charging for, reclaiming, and redistributing CPU, memory, and I/O resources
among multiple clients every few seconds.

In another publication [23] the authors explore the potential of vertical scalability,
and propose a system for autonomic vertical elasticity of Docker containers (Elas-
ticDocker). ElasticDocker performs live migration when the resources on the hosting
machine are exhausted. Experimental results show improved efficiency of live
migration technique, with a gain of 37.63% when compared to Kubernetes. As a result
of increase or decrease of workload, ElasticDocker scales up and down CPU and
memory assigned to containers, modifying resource limits directly in the Linux control
groups (cgroups) associated with Docker containers. When the host resource limits are
reached, the container is migrated to another host (i.e. the container image is transferred
from a source to a target host). The authors argue that vertical scalability has many
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benefits when compared to horizontal scalability, including fine-grained scaling and
avoiding the need for additional resources such as load balancers or replicated instances
and delays caused by starting up new instances. Furthermore, horizontal scalability is
only applicable to applications that can be replicated and decomposed into independent
components. The experimental verification was performed using Kubernetes platform
running CentOS Linux 7.2 on 4 nodes compared to running identical workload on
ElasticDocker, showing an improvement in the average total execution time of almost
40%.

While Kubernetes appears to be gaining momentum as a platform for the man-
agement of cloud resources with support for major public cloud platforms including
Google Cloud Platform, Microsoft Azure, and most recently Amazon AWS, there is a
number of other projects that aim to address the need for universal framework for the
development and deployment of cloud applications. This rapidly evolving area is of
research interest to both academia and industry practitioners, but currently there is lack
of agreement about a standard application framework designed specifically for cloud
development and deployment. This is particularly true in the context of multi-tenant
cloud applications where the framework needs to support the management of resources
allocated to a large number of individual tenants, potentially across multiple public
cloud platforms. Moreover, some proposals lack empirical verification using
large-scale real-life applications. Further complicating the situation is the rapid rate of
innovation in this area characterized by the current trend toward increasingly finer
resource granularity with corresponding impact on the complexity of cloud resource
management frameworks.

3 Unicorn Universe Cloud (uuCloud)

uuCloud framework facilitates the provisioning of elastic cloud services using con-
tainers and virtual servers, and consist of two basic components: the uuCloud Oper-
ation Registry (uuOR) - a database that maintains active information about uuCloud
objects, and the uuCloud Control Centre (uuC3) - a tool that is used to automate
deployment and operation of container-based microservices. To ensure portability and
to reduce overheads, uuCloud uses Docker [24] container-based virtualization. Docker
containers can be deployed either to a public cloud infrastructure (e.g. AWS or
Microsoft Azure) or to a private (on-premises) infrastructure (e.g. Plus4U – Unicorn
Universe cloud infrastructure). uuCloud supports the deployment of virtualized Uni-
corn Universe Applications (uuApps). uuApp implements a cohesive set of functions,
and in general is composed of sub-applications (uuSubApps); each uuSubApp is an
independent unit of functionality that implements a specific business use case (e.g.
booking a visit to a doctor’s surgery). We made an architectural decision to implement
each uuSubApp as a containerized microservice using a Docker container.

Access to sub-applications is controlled using identities that are derived from user
Roles (typically derived from the organizational structure), and are assigned to users
and system commands. The uuCloud security model is based on a combination of
Application Profiles (collection of application functions that the application executes)
and Application Workspaces (collection of application objects). Access to Application
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Workspaces is granted according to identities associated with the corresponding
Application Profile.

In the following sections, we describe the uuCloud Operation Registry (Sect. 3.1)
and the Cloud Control Centre (Sect. 3.2). In Sect. 3.3 we describe the process of
application deployment in the context of a multi-tenant cloud environment.

3.1 uuCloud Operation Registry

uuCloud Operation (uuOR) is a component of the uuCloud environment that maintains
active information about uuCloud objects (i.e. tenants, resource pools, regions, resource
groups, hosts, nodes, etc.). Table 1 contains a list of uuCloud objects and their brief
descriptions, and Fig. 2. shows the attributes of uuCloud objects and relationships
between these objects.

Each Host is allocated to a single logical unit called Resource Group. Resource
groups can be allocated additional Resources (e.g. MongoDB [25], gateways, etc.);
Resource attributes are not indicated on the diagram as different attributes apply to
different types of resources. Each Resource Group belongs to a Region – a separate IT
infrastructure from a single provider with co-located compute, storage and network
resources with low latency and high bandwidth connectivity (e.g. Azure North

Table 1. uuCloud objects

Object Description

Cloud Public or private cloud platform (e.g. AWS or Plus4U)
Host Physical or virtual server
Node Unit of deployment - (a containerized application, e.g. Docker container)

created on a Host within a given Resource Pool that has free capacity
Node Image Binary image of the Node
Node Set Set of Nodes with identical functionality, i.e. based on the same Node Image
Node size Size of the Node, based on the number of CPUs, size of RAM, and size of

ephemeral storage
Region IT infrastructure with co-located compute, storage and network resources

with low latency and high bandwidth connectivity
Resource Service allocated to the application, e.g. MongoDB or a gateway
Resource
Group

Logical grouping of Hosts in a given Region

Resource
Lease

Mechanism for allocating resources to a resource pool. Resource Lease
specifies the usage constraints, i.e. the contracted capacity of resources

Resource
Pool

Resources assigned to a tenant, i.e. Nodes that belong to a single Resource
Group

Runtime
Stack

Archives and components needed to run the application (i.e. system tools,
system libraries, etc.) that are used to create the Node Image

Tenant A tenant is assigned Resources from a Resource Pool using the mechanism of
Resource Lease; Tenant typically represents a separate organization
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(EU-N-AZ)). Regions are grouped into a (hybrid) Cloud that can be composed of
multiple public (e.g. AWS, Microsoft Azure) and private clouds (e.g. Plus4U).

uuCloud supports multi-tenant operation; each Tenant typically represents a sep-
arate organization (e.g. a doctor’s surgery). Tenants are assigned resources from
Resource Pools using the mechanism of Resource Lease that specifies the usage
constraints, such as the contracted capacity, free capacity, etc. A Resource Pool defines
the maximum amount of resources (i.e. number of vCPUs, RAM size, size of storage,
etc.) that are available for the operation of a specific Tenant. A Tenant can be allocated
several Resource Pools, for example separate Resource Pool for production and
development, preventing application development from consuming production
resources. Each Tenant consumes its own resources and is monitored and billed sep-
arately. Applications can be shared among multiple Tenants using the Share command
(see Table 2), with the Tenant in whose Resource Pool the application is deployed
being responsible for the consumed resources.

3.2 Cloud Control Center

The Operation Registry described in the previous section stores and manages uuCloud
metadata and is used by the Cloud Control Center (uuC3) to automate the management
and operation of container-based microservices deployed on public or private cloud
infrastructure. The Operation Registry database is managed using REST commands

Fig. 2. Structure of the uuCloud Operation Registry
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that include commands for creating and deleting repository objects and commands for
generating various repository reports. uuC3 defines an API that abstracts the com-
plexity of the proprietary cloud infrastructures and supports node deployment and host
management operations listed in Table 2.

3.3 Application Deployment Process

The first step in the application deployment process is to create a Node Image. As
illustrated in Fig. 3, Node Image is created from a uuSubApp and a Runtime Stack that
contains all the related archives and components needed to run the application (i.e.
system tools, system libraries, etc.). During deployment, the uuC3 application
deployment command (Deploy) reads the corresponding Deployment Descriptor
(JSON file that contains parameter that define the application runtime environment).
The resulting Node Image constitutes a unit of deployment. Node Image metadata are
recorded in the uuOR and the Node Image is published to the private Docker Image
Registry.

The JSON code fragment in Fig. 4 shows the structure of the deployment descriptor,
and the Table 3 below contains the description of the Deployment Descriptor attributes.

Figure 5 shows the relationship between objects used during the process of
deployment of containerized applications. Node (i.e. Docker container) is a unit of
deployment with characteristics that include virtual CPU (vCPU) count, RAM size and

Table 2. uuC3 REST API

Operation Description

Deploy Deploys a specified application (uuSubApp) to a specified
Resource Pool

Redeploy Redeploys a specified application (uuSubApp) to a specified
Resource Pool

Undeploy Undeploys a specified application (uuSubApp) from the
ResourcePool, deletes its Nodes, and releases all associated
resources

Reinit Reinitializes the specified Host to a consistent state as per uuOR
Scale Increases or decreases the number of deployed Nodes
Share Shares the specified application (uuSubApp) with specified

tenants
Unshare Terminates sharing of the specified application (uuSubApp) with

the specified tenant
getAppDeploymentList Returns a list of applications (uuSubApps) and their Nodes

deployed to a specified Resource Pool
getAttributes Returns the attributes for a specified application (uuSubApps)

deployment
getResourcePoolCapacity Returns information about Resource Pool Capacity
getStatus Returns the status of a specified host
getNodeImageList Returns the list of node images
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the size of ephemeral storage. A Node can be deployed to an available Host (physical
or virtual server with computational resources, i.e. CPU, RAM, and storage). Nodes are
classified according to NodeSize (Small: 1x vCPU, 1 GB of RAM, 0.5 GB of disk
storage, Medium: 1x vCPU, 1 GB of RAM, 1 GB of disk storage, and Large: 2x
vCPU, 2 GB of RAM, 1 GB of disk storage). uuCloud Nodes are stateless and use
external resources (e.g. MongoDB) to implement persistent storage. Nodes are further
classified as synchronous or asynchronous depending on the behavior of the application
that the node virtualizes. Nodes are grouped into NodeSets - sets of Nodes with

Fig. 3. Process of creating a Node Image

{ 

{ 

"schemaUri": "ues:SYSTEM:UU.OS/UUAPP-DEPLOY-SCHEMA-
V2.1",
"data": {
"code": "<vendor>.<app>.<subApp>",
"name": "<app name>",
"version": "<app version>",
"multitenant": true,
"packs": [{
"code": "<vendor>.<app>.<subApp>/SERVER-PACK",
"targetNodeSets": [
"<vendor>.<app>.<subApp>/CMD-CONTAINER"]}],

"nodeSets": [{
"code": "<vendor>.<app>.<subApp>/CMD-CONTAINER",
"nodeSize": "G1_M",
"runtimeStack": "UU.OS9/UC_RUBY_STACK-V1.0"}]}

Fig. 4. Deployment descriptor
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identical functionality (i.e. nodes that virtualize the same applications). NodeSets
support elasticity by increasing or decreasing the number of available nodes. At run-
time, a gateway (uuGateway) forwards client requests to a router that passes each
request to a load balancer. The load balancer selects a Node from a NodeSet of
functionally identical nodes, optimizing the use of the hardware infrastructure and
providing a failover capability (if the Node is not responsive the request is re-directed
to an alternative Node).

The deployment of the application is performed using the uuC3 Deploy command.
The Deploy command searches for an existing application deployment object in

Table 3. Deployment descriptor attributes

Attribute Description

code Unique identifier of the sub-application to be deployed to the Node
name Application name
version Application version
multitenant Determines if application can be shared across different tenants
packs List of packages that make up the application
packs:code Package code
packs:targetNodeSets List of Node Sets where the applications is to be deployed
nodeSets Defines the requirements for individual Node Sets
nodeSets:code Unique identifier of the Node Set
nodeSets.nodeSize Defines the minimum size of the Node where the application can be

deployed (e.g. G1_M)
nodeSets.
runtimeStack

Runtime environment that is deployed to the Node

Fig. 5. Application deployment scenario
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uuOperation Registry, which can be identified by a composite key (ResourcePool URI,
ASID, uuAppBox URI). If the deployment already exists, it will be updated, else a new
application deployment is created for each instance of a particular application
(uuSubApp).

The input parameters of uuC3 Deploy command in the code fragment illustrated in
Fig. 6 include: DEPLOY_POOL_URI (URI of the Resource Pool that the application is
to be deployed into), appBoxUri (URI of the application distribution package), ASID
(Application Server Identifier) – an application identifier generated by uuCloud to
uniquely identify each sub-application, uuEEs (list of identities that the application
uses), TID (Tenant Identifier of the Tenant whose resources the application uses),
uuSubAppDataStoreMap (mapping between the logical SubApplication Data Store and
the physical Data Store identifier values), privilegedUserMap (mapping between log-
ical identity names and the actual user identities that are associated with access rights),
uuSubAppInstanceSysOwner (identity of the system user who is authorized to deploy
the application).

4 Conclusions

Wide-spread adoption of cloud computing and extensive use of mobile and IoT devices
have impacted on the architecture of enterprise applications with corresponding impact
on application development frameworks [26]. Microservices architecture has evolved
from SOA (Service Oriented Architecture) and is currently the most popular approach
to implementing cloud-based applications. However, the management of large-scale
container-based microservices requires automation to ensure fast and predictable
application deployment, auto-scaling and control of resource usage. Platforms and

UU::C3::AppDeployment.deploy
('<DEPLOY_POOL_URI>',
appBoxUri: '<APPBOX_URI>',
asid: '<ASID>',
uuEEs: ['<SYS_OWNER_UID>'],
config: {
tid: '<TID>',
asid: '<ASID>',
uuSubAppDataStoreMap: {
primary: '<OSID>'

},
privilegedUserMap: {
uuSubAppInstanceSysOwner: '<SYS_OWNER_UID>'

}}
) 

Fig. 6. uuC3 Deploy command
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frameworks that support the development and deployment of container-based appli-
cations have become an active area of research and development, and a number of open
source projects have been recently initiated. Kubernetes project, in particular, appears
to be gaining acceptance by major public cloud providers including Google, Microsoft
and most recently Amazon AWS, as well as other important industry players. However,
currently there is a lack of agreement about a standard application development
framework designed specifically for cloud development and deployment. This situation
is further complicated by the high rate of innovation in this area. It is quite likely that
the present approach of implementing applications as containerized microservices will
evolve to take advantage of much finer grained cloud resources with dramatic impact
on the design, implementation and operation of cloud-based applications.

In this paper, we have described the uuCloud framework that is designed to
facilitate the management of large-scale container-based microservices with specific
extensions to handle multi-tenancy. An important benefit of the uuCloud framework is
its ability to manage complex multi-tenant environments deployed across multiple
(hybrid) cloud platforms, hiding the heterogeneity of the underlying infrastructures (i.e.
hardware, operating systems, virtualization technologies, etc.). uuCloud manages cloud
metadata, supports automatic application deployment and autonomic scaling of
applications.

We are continuously monitoring the rapidly evolving landscape of cloud man-
agement platforms and frameworks, and we may consider alignment of the uuCloud
framework with Kubernetes in the future as both frameworks mature and the direction
of cloud standardization becomes clearer.
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Abstract. Cloud computing applications are expected to guarantee the
service performance which is determined by the Service Level Agreement
(SLA) between cloud owner and client. While satisfying SLA, Virtual
Machines (VMs) may be consolidated based on their utilization in order
to balance the load or optimize energy efficiency of physical resources.
Since, these physical resources are prone to system failure, any optimiza-
tion approach should consider the probability of a failure on a physical
resource and orchestrate the VMs over the physical plane accordingly.
Otherwise, it is possible to experience unfavorable results such as numer-
ous redundant application migrations and consolidations of VMs that
may easily cause in SLA violations. In this paper, a novel approach
is proposed to reduce energy consumption and number of application
migration without violating SLA while considering the fault tolerance
of the cloud system in the face of physical resource failures. Simulation
results show that proposed model reduce energy consumption by approx-
imately 37% and number of application migration by approximately 9%.
Besides, in case of faults the increase of energy consumption is less than
11% when the proposed approach is used.

Keywords: VM consolidation · Fault tolerance · Cloud computing
Green cloud · Live-migration · Application migration

1 Introduction

Cloud computing has many trending features such as on-demand services, virtu-
alization and automatic scaling which leads remarkable increase in cloud usage.
Data centers that host major cloud services contain enormous servers which
cause tremendously high energy consumption levels [1]. Along with the increase
in the number of cloud users and powerful data centers, energy consumption of
cloud systems gained significant importance [2,3] over the last decade.

Growing importance of energy efficiency in cloud systems caused recent aca-
demic studies to concentrate on energy efficiency on cloud systems as well. In
this manner, virtual machine (VM) consolidation is a widely used method to
promote more efficient energy consumption and utilization. On the other hand,
c© Springer International Publishing AG, part of Springer Nature 2018
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in cloud computing, service performance is leveraged mostly with automatic
scaling that may frequently led over-provisioned infrastructure and high energy
consumption.

Automatic scaling can be achieved in terms of vertical scaling and horizontal
scaling. In this paper, horizontal scaling is focused where VM creation and VM
consolidation policies becomes important aspects of energy consumption trade-
offs.

VM consolidation can be used as a means to reduce energy consumption
and optimize the VM utilization in horizontal scaling process. Consolidating
applications in multiple VMs into a single VM may cause high utilization and
reduced fault tolerance. Fault tolerance can be achieved either using a reactive
approach or a proactive approach. Reactive fault tolerance policies aim to reduce
the damage of failures after the failure whereas, proactive fault tolerance policies
try to predict the faults and reacts before the failure [4].

In modern cloud systems, three aspects; fault tolerance, energy efficiency
and performance requirements form a trade-off. High performance and fault tol-
erant cloud environments require horizontal scaling, and energy efficient cloud
systems need VM consolidation for preventing unnecessary energy consumption.
An approach is necessary to keep fault tolerance, energy efficiency and perfor-
mance requirements in an optimized balance.

In this paper, a reactive fault tolerance approach is proposed for cloud envi-
ronments which try to minimize the energy consumption by using VM consolida-
tion. There are three different cases in the study; no-consolidation, consolidation
by threshold and consolidation according to fault tolerant consolidation algo-
rithm (FTC). No-consolidation case is presented as the control experiment for
the proposed approaches; when a new VM is created it will not be consolidated
even if it runs no applications. In the second case, consolidation by threshold,
VMs would be consolidated when their utilization is less then defined threshold
value. In the last case, FTC algorithm is used to accept or reject consolidation
by threshold requests using the measure defined latter in the paper.

Major contributions of this paper are:

1. A novel measure to evaluate fault tolerance vulnerabilities.
2. An algorithm (FTC) to orchestrate energy efficiency and fault tolerance

together.
3. Simulating application placement, VM consolidation and fault tolerance

together to analyze trade-offs among them.
4. Reduced number of application migration and energy consumption in hori-

zontal scaling.

The rest of this paper is organized as follows. The related work in this research
field is presented in Sect. 2. Then, the simulation system features and structural
details are described in Sect. 3. In Sect. 4, experiment details and results are
presented, finally, followed by conclusion and planned future work in the last
section.
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2 Related Work

VM consolidation has become a significant technique for data center energy
and resource management. For consolidation of VM several methods are car-
ried on already such as Ant Colony Optimization, K-Nearest Neighbor, Greedy
Heuristics [5–7]. On the other hand, VM consolidation requires live migration of
the applications which are hosted by the corresponding VM [8]. Besides in [9],
authors analyzed CO2 emissions of the data centers by considering their energy
consumption in network level. In [3], the authors are proposed a model which
migrates highly utilized virtual machines to the low utilized hosts while keeping
the energy efficiency of the data center by realizing firefly algorithm. However,
these techniques do not consider the fault toleration of the VMs.

In the real world, cloud systems could encounter system failures by their
dynamic nature [10] which must be prevented to achieve guaranteed Quality of
Service (QoS). Hence, various fault tolerant cloud environment approaches are
investigated. In [11], fault occurrences are more similar to Weibull Distribution
(WD).

The authors proposed an active replication model to provide fault tolerance
in [12]. Then, in [13], the replication approach is further enhanced by using
byzantine fault tolerance gain to optimize the overall cost. However, all of these
studies require user experience and knowledge for configuration and application
preparation phase. Since most of the approaches utilize VM level live-migration
among data centers to create fault tolerant cloud environment, the techniques
represented in [14] distinguishes these approaches by using application level live-
migration.

In [15], the authors emphases the gap of fault tolerant, energy efficient cloud
environment approaches by using VM consolidation.

3 Simulation System Structure of the Proposed Approach

Simulation software1 used in this study is developed in Java 8 and tested on PC
which has Intel Core i7 7700HQ @ 2.80 GHz, 16 GB DDR4-2400, 4 GB NVidia
GTX1050, on a Windows 10 64-bit environment. Typically, a simulation run
takes 15 s. The application creation time and resource usage data are generated
randomly by using uniform distribution. The simulation framework works for
only one physical machine and all the VMs are created and consolidated on the
same physical machine.

The main structure of the simulation is shown in Fig. 1. The simulation con-
sists of two main phases; application assignment of VM and VM consolidation
on physical machine. The application placement [16] is a divergent and huge area
for covering in this paper hence Round Robin algorithm is used to ease imple-
mentation of this part. So, it is same for all three test cases (no-consolidation,
consolidation by threshold, consolidation by FTC). The second phase of the
simulation is the main focus of enhancement.
1 https://github.com/secintic/CloudSimulation.git.

https://github.com/secintic/CloudSimulation.git
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Fig. 1. Simulation flow chart
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In the first phase, basically, the simulation engine checks the simulation end
period of time and continue if it has more period to work. Then generate cer-
tain number of applications according to Gaussian Distribution and search for
available VM if it is able to find the VM then assign corresponding application
to VM and return to the simulation counter. If it cannot find any available VM
for assignment, then it will create a new VM and assign application to currently
created VM.

In the second phase, after all application assignments are completed on cor-
responding period, simulation framework checks the VMs utilization if their
utilization is less then defined threshold. Depending on that, it will consolidate
VM on consolidation by threshold case. But in consolidation by FTC case it
sends a consolidation request to FTC algorithm and the algorithm determines
the request is accepted or rejected. On no consolidation test case this step will
be skipped because in that scenario there is no consolidation checks.

3.1 Fault Tolerant Consolidation Algorithm

The FTC Algorithm works on every period of simulation lifetime. As shown in
Algorithm 1, it checks every VMs running on the physical machine and compare
their utilization with the defined threshold value.

Algorithm 1: Fault Tolerant Consolidation Algorithm
1 n: number of virtual machines V: list of virtual machines
2 for i ← 1 to n do
3 if util(Vi) < threshold then
4 Vs ←findByPolicy(util(V ));
5 if isMigratable(Vs) then
6 consolidate(Vi);
7 end

8 else
9 continue;

10 end

11 end

After the threshold control on line 3, findByPolicy function works to find
guaranteed VM according to its policy value which can be defined as minimum
utilized, median utilized or maximum utilized. The effects of these policies are
also demonstrated on the Sect. 4. In line 5, isMigratable function checks all VMs
except VM which has less utilization than threshold and is selected by previous
line to guarantee all applications of the selected VM could be migrated to the
rest of VMs.

In consolidate function of the algorithm, the applications which are hosted
by the VM should be migrated to other VMs before consolidation process of
the VM. However, live-migration of applications causes overhead on resources
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consumption of the VMs which may easily result in higher energy consumption
by 10% [17]. Therefore, the key factor of the consolidation is to reduce number
of application migration to reduce energy consumption and it is not significant
to migration application to which VM.

In general, the main purpose of the algorithm is to prevent new VM creation
when a failure occurrence on any of the VMs. Therefore, it determines consol-
idation request approval by checking the other VMs are capable of to manage
all its applications. If they are capable then the algorithm will accept the con-
solidation request and VM will be consolidated. Otherwise, the request will be
rejected and consolidation would not be happened.

Energy consumption of VMi is calculated in Eq. 1.

Ei = k +
m∑

j =1

cpu(aj) + memory(aj) (1)

where variable k represents idle energy consumption, a denotes for application
and m is the total number of applications hosted by VMi. cpu and memory
functions return the memory and CPU consumption of aj . The equation sums
the idle energy consumption and all utilized resources (CPU and Memory in case
of suggested model) which is used by applications.

In Eq. 2, total energy consumption is calculated by using VM energy con-
sumption and application migration’ energy overhead.

TE =
n∑

i=1

(1 +
s(p)
10

) × Ei (2)

where variable s(p) represents the number of the application migration among
the VMs on period p.

4 Simulation Results

In the simulation, energy consumption and number of the application migra-
tions are compared for three different cases (no-consolidation, consolidation by
threshold and FTC) which are mentioned in Sect. 1.

Number of generated applications are shown in Fig. 2. To test model on a
fluctuating application generated environment several Gaussian Distributions
are overlapped independently from fault occurrence distribution.

In the first experiment, energy consumption on various threshold values are
checked for all cases. The threshold values are defined as utilization percentage
of the VM and shown in Table 1. In the other experiments, number of application
migrations and energy consumption changes on simulation time are analyzed by
using a constant 50% threshold value.

Defined simulation variables are shown in Table 1. For resources types CPU
and Memory are used and application resources consumption are selected from
uniform distribution on the interval of 0.1 and 0.3. The variables are defined
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Fig. 2. Application generation distribution

Table 1. Simulation variables

Variables Values

Resources {CPU, Memory}
VM Capacities {CPU: 20, Memory: 20}
Application resource consumption {CPU: 0.1 – 0.3, Memory: 0.1 – 0.3}
Fault Occurrence times WD random points period: {49, 72,

88, 137, 157, 337, 364, 475, 733, 891}
Simulation duration 1000 periods

Threshold (%) {30, 40, 50, 60, 70}

according to Google Cluster Data [18,19]. The VM capacities defined as 20
core CPU and normalized 20 units of memory. Faults occurrences are gathered
from Weibull Distribution and it happens 10 times in a simulation lifetime. The
simulation runs for 1000 period to collect results.

In Fig. 3, total energy consumption of the simulation lifetime has calculated
by using Eq. 2 for different threshold values. In No-consolidation case, model
do not consolidate any VM and if it is necessary it creates new one so energy
consumption values are higher than other two case. In normal conditions, the
threshold value changes would not affect no-consolidation energy consumption
but in this simulation model, faulty VM is selected randomly so it can be increase
when occurred on VMs with high utilization or vice-versa. In Consolidation
case, keeping the threshold value low gives the advantage of reduced energy
consumption. Hence, consolidation of VMs with high utilization causes costly
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Fig. 3. Energy consumption comparison for different threshold values

application migrations because of having more number of applications also fault
occurrences affect Consolidation case worse than the other cases. The FTC model
is not affected from threshold value changes by the advantage of its rejection
capability. But its slightly more robust on higher threshold values. Instead of
consolidating low threshold VMs by considering fault possibility, consolidation
of VMs with high threshold results the better energy efficiency. In results, the
FTC approach has reduced energy consumption by 30% to 50%.

In Fig. 4, number of application migration and energy consumption of whole
system are compared for all three test cases. the FTC algorithm has the min-
imum number of application migration and also 50% less energy consumption
according to consolidation by threshold case. When an error occurred in all
cases, applications are migrated from faulty VM to other VMs which causes to
increase of energy consumption on fault occurrence times of the simulation. The
FTC model degrades impacts of fault occurrence and prevents the unnecessary
application migrations for fault tolerance so it keeps energy consumption more
stabilized.

In Fig. 5, three different guaranteed VM finder policies are compared; max-
imum, minimum and median utilized as mentioned in Sect. 3. The results show
that if it is selected as minimum it will converge to the consolidation case, other-
wise it is selected as two times maximum it will converge to the no-consolidation
case. The best results are found when the maximum utilized VM is selected and
other VMs are checked by hosting the maximum utilized VM applications.
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Fig. 4. Threshold value is selected as 50%

Fig. 5. Max, Min, Median FTC Algorithm policies on 50% threshold value

5 Conclusion and Future Works

In this paper, a novel approach is proposed to satisfy fault tolerance and energy
efficiency together. Hence, two different experiment are created to prove FTC
model and its advantages. Energy consumption and number of application migra-
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tion results are compared under various threshold values. The experiments show
that with the FTC approach the energy consumption ca be reduced by 30% to
50% and number of application migrations can be reduced by %10 in a faulty
cloud environment. The proposed approach also reduces the impact of faults on
VMs.

In the future, the proposed approach is planned to be validated using different
real-world data sets. An additional contribution to proposed approach can be to
adapt machine learning techniques in order to perform time series analysis and
smart prediction of future fluctuations on VM resource demands.
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Abstract. The imbalanced classification problem is a problem that violates the
assumption of uniform distribution of samples, classes differ in sample size,
sample distribution and misclassification cost. The traditional classifiers tend to
ignore the important minority samples because of their rarity. Oversampling, the
algorithm uses various methods to increase the minority samples in the training
set to increase the recognition rate of them. However, these over-sampling
methods are too coarse to improve the classification effect of the minority
samples, because they can’t make full use of the information in the original
samples, but increase the training time because of adding extra samples. In this
paper, we propose to use the distribution information of the minority samples,
use the variational auto-encoder to fit the probability distribution function of
them without any prior assumption, and reasonably expand the minority class
sample set. The experimental results prove the effectiveness of the proposed
algorithm.

Keywords: Imbalanced classification � Variational auto-encoder
Oversampling

1 Introduction

The classification problem is a very important part of machine learning, and it is also
the first step for artificial intelligence to understand human life. At present, most
classifiers assume that the samples of different classes are evenly distributed, and the
classification costs are the same. However, in reality, the data people are more con-
cerned about is often scarce, such as the detection of credit card fraud and medical
disease diagnosis. In the medical disease diagnosis, most of the results are normal while
only a small proportion of the results are diagnosed as diseases, which indicates the
different distribution in different classes samples. Second, if healthy people are mis-
diagnosed as diseases, they can be removed by other inspection methods, errors do not
cause very serious accidents, but if the disease people are diagnosed as healthy, it may
cause the patients to miss the best treatment time and cause serious consequences. This
is the second feature of the imbalanced classification problems: different classes of
misclassification costs are inconsistent. At the same time, if samples are classified as
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diseases as much as possible because they are afraid to miss the disease samples, it will
cause a huge waste of medical resources and intensify conflicts between doctors and
patients. Therefore, it is not feasible to determine all samples as disease, and the best
way is to try to separate these two results as correct as possible. Due to the scarcity of
the minority samples and the definition of global accuracy, the classifier pays less
attention to the minority class, so the recognition performance is unsatisfying. Imbal-
anced classification problems arise in many fields, such as bioinformatics [1, 2], remote
sensing image recognition [3], and privacy protection in cybersecurity [4–6]. The
imbalanced problems cover widely and have a very important practical significance.

The traditional solutions to the imbalanced problems are divided into two parts: the
algorithm-level methods and the data-level methods. The algorithm-level methods
mainly focus on the different misclassification costs, such as improved neural network
[7]: it uses the approximation of F1 value of the minority class as the cost function; the
bagging algorithm [8] continues to enhance the misclassified the minority samples, and
improve the recognition rate of the minority samples; structured SVM [9] uses the F1
value of the minority samples as the optimization function, and has a better perfor-
mance in the classification of the minority samples.

The data-level methods focus on the imbalance of sample size, which mainly adjust
the data sample size through resampling to reduce the impact on classification per-
formance. The data-level methods can be divided into over-sampling, under-sampling
and hybrid sampling. Over-sampling adds the minority samples in the training process,
Over-sampling can effectively improve the classification performance of the minority
class but it has no idea of the rationality. Under-sampling [10] removes the majority
samples before training, which can quickly reach equilibrium, but may take a risk of
losing valuable samples.

The oversampling method can be divided into random sampling and informed
sampling. Random sampling means repeating the known samples, which includes
simple repetition [11], linear interpolation [12], nonlinear interpolation [13], etc.;
SMOTE [12], as a classic over-sampling algorithm, interpolates linearly in the minority
samples, will increase the amount of information and rationality of synthesized samples
in random oversampling, which improves the classification effect. Border-line-smote
[14], to reduce the risk of overfitting, it selects the minority samples needing to be
interpolated called boundary samples. The above oversampling methods only consider
the influence of the sample size and the local sample distribution on the classification
performance, ignoring the overall distribution of the sample, which is more informative
for classification performance.

Informed sampling [15] uses the distribution information in the sample to fit its
probability distribution function (PDF) and sample it according to the PDF. Chen [16]
proposed a normal distribution based oversampling approach, and this approach
assumes the minority class distribution as the Gaussian normal distribution, the
parameters are calculated from the minority samples with EM algorithm, the experi-
mental results are better than SMOTE and random oversampling. Different scholars
have proposed oversampling algorithms based on various distributions, such as the
Gaussian distribution [16, 17], Weibull distribution [18], etc. Due to the distribution
information, these algorithms have made greater progress than random oversampling
method. However, the problems are also obvious: there is a prior assumption about the
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real distribution and all the features are dependent from each other. If the real distri-
bution meets this hypothesis, it will get better results, otherwise, the improvement is
limited, so it is inconsistent in their effect on different datasets.

Data level methods are of great matter in imbalanced classification, as it can be
regarded as a step in data preprocessing, it will have a positive effect on the final
classification results. Since the factors that affect the datasets classification include not
only the sample size, but also the sample distribution, while the current over-sampling
methods do not make full use of distribution information and cannot guarantee the
rationality of the generated samples.

In this paper, we propose a oversampling method based on the variational
auto-encoder [19] (VAE) model to generate the minority samples. The proposed
method is motivated that the distribution information plays an important role in
oversampling methods, and aims at the rationality of the generated samples, we use
VAE to increase minority instances, to our knowledge, first, the output dimension of
the neural network is not limited so it can generate data of any dimension; second, the
strong fitting ability of the neural network can simulate any distribution function
without any prior knowledge in advance. We use this model to model the distribution
of minority samples and oversample according to the model, the proposed method
shows the superiority that it doesn’t need any prior distribution assumption nor the
dependent features assumption, the experimental results prove the effectiveness of the
algorithm.

We organize the paper as follows. Section 2 describes related work of this paper.
Section 3 presents the proposed algorithm and analyze it. Section 4 shows the
experimental results. Section 5 concludes the paper.

2 Related Work

In 2013, KM [19] proposed VAE: add variational inference to auto-encoder and use
parameterization trick to make the variational inference combined with stochastic
gradient descent. The overall structure of vae network is shown in Fig. 1, while it
assumes the hidden variables to be a Gaussian standard distribution, it is easy to sample
and the final probability distribution function is uncertain, coincides with the charac-
teristics of distribution-based oversampling.

In VAE, we assume the variables are determined by the hidden compression code z,
the encoder can map z to X, which makes z obey a particular distribution (such as
Gaussian distribution, etc.). Knowing the possibility distribution function and its
mapping function, we can sample z and encode z, to get new x to generate infinite
sample theoretically. The structure of vae as shown below:

Assume z is a latent variable, and its distribution function is p(z), use Bayesian
conditional probability formula to calculate P(X):

p Xð Þ ¼ Z
p Xjzð Þp zð Þ dz ð1Þ

However, in z’s prior distribution, most of z cannot generate reliable samples, that is p
(X|z) tends to 0, so p(X|z)p(z) tends to 0. To simplify the calculation, only p(X│z) need
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to be calculated. Considering the z with larger P(X|z), which is represented by P(z|X)
form the encoder, but only considering this part of z cannot generate samples that are not
in original data, so we need to assume the distribution of P(z│X) and complete the error
through the decoder.

Q(z) is the assumption of the real distribution, we use KL divergence to calculate
the difference between the real distribution and the assumption:

D(pjjq) ¼ Z
p xð Þ log p xð Þ

q xð Þ dx ð2Þ

Formula (2) shows that if two distribution is close, KL divergence will tend to 0.
And the loss function of VAE model is

argmin D(Q(z)jjP(zjX)) ð3Þ

Apply the formula (2) to the formula (3)

D½QðzÞjjP zjXð Þ� ¼ Ez�Q½log Q zð Þ � log P zjXð Þ� ð4Þ

Apply Bayes rule to PðzjXÞ, we can get both P Xð Þ and PðXjzÞ

DðQ zð ÞjjPðzjXÞÞ ¼ Ez�Q log Q zð Þ � log P zð Þ½ � þ log PðXÞ ð5Þ

Apply the D½QðzÞjjP zjXð Þ� into it, note that X is fixed, and Q can be any distri-
bution, not just a distribution which does a good job at mapping X to the z’s to produce
X. since we’re interested in inferring P(X), it makes sense to construct a Q which does
depend on X, and in particular, one which makes DðQ zð ÞjjPðzjXÞÞ small: Because
P Xð Þ is fixed, the minimum DðQ zð ÞjjP zjXð ÞÞ will transform to maximize the value of
the right side of the equation, and log PðXjzÞ is the probability of X decoded by z. It is
calculated as the cross-entropy or mean-squared error of the original sample. The latter

Fig. 1. Structure of variational auto-encoder.
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can be regarded as the difference between the assumption and the distribution of z in
the encoder.

log P Xð Þ � D½QðzÞjjPðzjXÞ� ¼ Ez�Q log P Xjzð Þ½ � � D½Q½z�jjPðzÞ� ð6Þ

3 The Proposed Method

In this paper, an oversampling method based on VAE is proposed, motivated by the
idea that the distribution information is important in oversampling method. Without
any prior assumption of the real PDF of the minority samples nor the independent
assumption in the features, the proposed method can automatically model the PDF with
the oral data. However, there is also a trick in the proposed, there might have discrete
features in the data, while the features generated by the stochastic gradient descent must
be continuously differentiable, so this part of the features must be selected before vae
training using formula (9), and after generating the continuous features, use 1-NN to
classify the generated continuous and combine the continuous features with the discrete
features of the nearest original sample into a new composite sample.

We don’t have enough information about whether a feature is discrete or not, so we
assume that it is a discrete feature if there are no more than 2 distinct values in all the
feature values. In fact, it is useless in classification if there is only one distinct value
among the whole dataset.

Given training dataset X ¼ x1; y1ð Þ; x2; y2ð Þ; � � � ; xN; yNð Þf g, xi 2 Rd is the
sample of d dimension, yi 2 0; 1f g is the labels represent negative and positive. We
use P and N to represents a positive class sample subset and a negative class sample
subset, where P contains Nþ positive samples, N contains N� negative samples, and
Nþ þN� ¼ N.

During the training of the VAE model, nelementsj represents the number of distinct
feature values in jth dimension in the positive subset, the formula is shown as (7):

nelementsj ¼
XNþ

i
distinct xij

� �
; 1� j� d ð7Þ

xi ¼ xi1; xi2; � � � ; xikf g [ f xi kþ 1ð Þ; � � � ; xidg ð8Þ

s:t:
nelementsj [ 2; 1� j� k
nelementsj � 2; kþ 1� j� d

�
ð9Þ

If nelementsj is no more than 2, the feature j is discrete, otherwise, the feature is
continuous. Divide the features in the positive subset into continuous and discrete
features in order and the continuous features are used as the final training set.

Xtrainvae ¼
x11 � � � x1k
..
. . .

. ..
.

xNþ 1 � � � xNþ k

2
64

3
75 ð10Þ
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Train a VAE model with Xtrain and randomly sample it, assume Xnew is synthetic
a sample:

Xfinalij ¼ Xnewij [ Xlm; kþ 1�m� d

s:t: agrmin
P

Xnewij � Xlj

�� ���� ��2; 1� j� k

�
ð11Þ

Xfinal is the final synthetic sample, and X [Xfinal is the final training set called Xov.

The whole process is described as Algorithm 1, firstly, normalize the dataset to
scale the range of data, and divide(X) is a function which can split the dataset as
training set and testing set, in imbalanced classification, to keep the distribution
unchanged in these subsets, the positive and negative samples are split separately.
Secondly, choose the features with over two distinct values and use them as the
Xtrainvae. Thirdly, train a VAE model and sample from the trained model, suppose the
generated samples as Xnew. Finally, add the discrete features for the generated samples
using their nearest neighbors’ discrete features, and these are Xfinal(Table 1).

Table 1. Dataset.

Index Dataset Samples Attributes Minority Imbalance ratio

1 breast-w 699 9 241 1.90
2 vehicle 846 18 199 3.25
3 segment-challenge 1500 19 205 6.32
4 Diabetes 768 8 268 1.87
5 Ionosphere 351 34 126 1.79
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4 Experiment

4.1 Dataset and Evaluation

In this paper, all datasets are from UCI [20] Machine Learning Repository, and some of
them are multi-label datasets, so we select one class as the minority class and the
remaining samples as majority class. The missing values are supplemented by the most
frequent value. After that we use normalization, the formula is shown in (12):

xinew ¼ xi � �x
s

ð12Þ

�x ¼ 1
n

Xn

i¼1
xi; s ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1

n� 1

Xn

i
ðxi � �xÞ

� �2
s

ð13Þ

In traditional classification method, global accuracy is used as the evaluation, but in
the imbalanced problem, this evaluation will mask the classification performance of the
minority class. In extreme conditions, assume the dataset only contain 1% minority
class, if the classifier decides all samples as majority class, the accuracy still can reach
99%, and however, the recognition rate of the minority samples is 0. In binary
imbalanced classification, the confusion matrix in Table 2. Confusion metrics. is often
used to evaluate the performance of the classifier.

Among them, FN is the number of the positive samples misclassified as negative,
and FP is the number of the negative samples misclassified as positive. There are some
new evaluation metrics based on confusion matrix to calculate the accuracy and recall
of imbalance data such as F-value, G-mean [21].

precision ¼ TP
TPþFP

ð14Þ

recall ¼ TP
TPþFN

ð15Þ

F � value ¼ ð1þ b2Þ � recall � precision

b2 � recall þ precision
ð16Þ

Where b 2 0; þ1½ �:

Table 2. Confusion metrics.

Positive prediction Negative prediction

Positive class True positive(TP) False negative(FN)
Negative class False positive(FP) True negative(TN)
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Gmean ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

TP
TP + FN

� TN
TN + FP

r
ð17Þ

In this experiment, we choose b ¼ 1 for F-value, it is the average between recall
and precision. Gmean is the geometric mean of the classification accuracy of the
minority class and majority class. Only when the precision of minority class and
precision of majority are high at the same time, gmean will be maximum.

4.2 Experiment Results

In this paper, we compare different oversampling algorithms such as NDO-sampling
[17] and random interpolation algorithm SMOTE [12] (SMO). The classifier is naïve
Bayes to reduce the impact of classifier’s parameters on classification performance. To
reduce the randomness in the final results, each algorithm calculates the average of 10
times with 10-fold cross-validation. The results of NDO are from the corresponding
paper, and k = 5 in SMOTE, the structure of the proposed method is shown in Fig. 1,
we use the random sample in generating new samples.

The result shown in the Table 3 indicate that vae performs better in generating
samples than NDO and SMOTE when the number of oversampling is the same, as the
VAE can generate more reasonable samples with more information. With the growth of
oversampling rate, all the sampling methods can help to improve the classification
performance, which indicate that the original minority samples don’t contain enough
information for a classifier to recognize them correctly from the negative samples.

In the meanwhile, from the result in Table 4, compared with the traditional over-
sampling algorithms which sacrifice some majority samples to ensure the classification
performance of minority, the proposed method can guarantee the rational distribution
of synthetic samples and improve the classification performance of the majority sam-
ples, which indicates a stronger classifier.

The proposed method can produce more reasonable samples, which can be con-
cluded form the result shown in Table 5, as the classifier trained with the samples
generated by the proposed method can get a better overall classification performance,
as the Gmean is the geometric mean of the accuracy of the minority samples and the
majority samples, and with a higher oversampling rate, the classifier gets a best result
with the proposed oversampling method.

Table 3. F1-min of different algorithms and oversampling rate.

100% 200% 300%
VAE NDO SMO VAE NDO SMO VAE NDO SMO

1 94.65 94.38 94.38 94.63 94.38 94.38 94.67 94.38 94.38
2 58.22 55.66 56.26 58.12 56.63 56.45 58.78 56.27 56.45
3 66.88 65.47 62.44 69.45 66.55 61.15 71.21 61.90 61.15
4 65.51 65.93 66.27 66.96 66.74 66.33 66.34 65.59 66.33
5 87.00 82.34 80.54 85.89 82.63 82.71 84.26 81.44 82.71
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The experimental results also show that for all oversampling methods, a higher
oversampling rate can lead to a better classification performance, when the minority
samples after oversampling are equal to the majority ones in size, the best classification
performance is reached, this indicates that the size has limited effect on the classifi-
cation performance, more informative samples and stronger classifier play a bigger
role.

5 Conclusion

In this paper, we propose an oversampling algorithm based on VAE, in order to make
full use of the distribution information in the dataset, it can generate more reasonable
samples with no prior assumption of the real distribution nor the assumption that the
features are independent, what’s more, we separate the features into discrete and
continuous ones, use the nearest discrete features as the features of the generated
samples, to generate samples with real meaning as can as possible. The experiment
results prove the effectiveness of the proposed method, it can improve the overall
performance rather than the minority samples. The sampling is still too rough to
guarantee the generated samples’ impact on the classifiers, and the future work is to
overcome this drawback.

Acknowledgements. This study was supported by the Shenzhen Research Council (Grant
No. JSGG20170822160842949, JCYJ20170307151518535, JCYJ20160226201453085, JCYJ
20170307151831260).

Table 4. F1-maj of different algorithms and oversampling rate.

100% 200% 300%
VAE NDO SMO VAE NDO SMO VAE NDO SMO

1 96.95 96.89 96.89 96.94 96.89 96.89 96.96 96.89 96.89
2 74.50 72.06 72.35 75.90 71.98 71.87 77.82 71.73 71.90
3 91.68 91.79 89.69 92.78 92.22 89.41 93.43 92.47 89.03
4 79.78 79.73 80.25 77.44 77.78 76.71 76.29 74.95 74.48
5 93.70 89.62 87.79 93.42 89.84 88.56 92.82 90.07 89.45

Table 5. Gmean of different algorithms and oversampling rate.

100% 200% 300%
VAE NDO SMO VAE NDO SMO VAE NDO SMO

1 96.50 96.35 96.35 96.50 96.35 96.35 96.55 96.35 96.35
2 75.14 72.71 73.27 75.19 73.50 73.18 75.79 73.30 73.34
3 90.34 89.55 88.91 91.40 89.23 89.36 91.88 89.41 89.01
4 73.15 73.57 73.84 74.04 74.07 73.01 73.35 73.24 73.03
5 88.54 86.47 85.32 87.46 86.66 85.99 86.07 86.86 86.98
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Abstract. To enable the individual data block files of a distributed big
data set to be used as random samples for big data analysis, a two-stage
data processing (TSDP) algorithm is proposed in this paper to convert a
big data set into a random sample partition (RSP) representation which
ensures that each individual data block in the RSP is a random sam-
ple of the big data, therefore, it can be used to estimate the statistical
properties of the big data. The first stage of this algorithm is to sequen-
tially chunk the big data set into non-overlapping subsets and distribute
these subsets as data block files to the nodes of a cluster. The second
stage is to take a random sample from each subset without replacement
to form a new subset saved as an RSP data block file and the random
sampling step is repeated until all data records in all subsets are used
up and a new set of RSP data block files are created to form an RSP
of the big data. It is formally proved that the expectation of the sample
distribution function (s.d.f.) of each RSP data block equals to the s.d.f.
of the big data set, therefore, each RSP data block is a random sample
of the big data set. Implementation of the TSDP algorithm on Apache
Spark and HDFS is presented. Performance evaluations on terabyte data
sets show the efficiency of this algorithm in converting HDFS big data
files into HDFS RSP big data files. We also show an example that uses
only a small number of RSP data blocks to build ensemble models which
perform better than the single model built from the entire data set.

Keywords: Big data analysis · Random sample partition · RSP
HDFS · Apache Spark

The work of this paper was supported by National Natural Science Founda-
tions of China (61503252 and 61473194), China Postdoctoral Science Foundation
(2016T90799), Scientific Research Foundation of Shenzhen University for Newly-
introduced Teachers (2018060) and Shenzhen-Hong Kong Technology Cooperation
Foundation (SGLH20161209101100926).

c© Springer International Publishing AG, part of Springer Nature 2018
M. Luo and L.-J. Zhang (Eds.): CLOUD 2018, LNCS 10967, pp. 347–364, 2018.
https://doi.org/10.1007/978-3-319-94295-7_24

http://crossmark.crossref.org/dialog/?doi=10.1007/978-3-319-94295-7_24&domain=pdf


348 C. Wei et al.

1 Introduction

In the era of big data, large files of millions of objects with thousands of features
are frequently encountered in many applications [1]. For example, millions of
customers in a telecom company are required to be segmented into a large num-
ber of small groups for targeted marketing and product promotion [2]. Millions
of people in a social network are analyzed to understand their opinions on differ-
ent policies in different social groups [3]. Analyzing such an ever increasing big
data is a challenging problem, even on computing clusters, especially when data
volume goes beyond the available computing resources. In this regard, divide-
and-conquer has become a common and necessary computing strategy to handle
big data [4] by distributing both data and computation tasks to the nodes of clus-
ters using distributed file systems (e.g., Hadoop distributed file system (HDFS))
[5] and big data processing frameworks (e.g., Hadoop’s MapReduce [6,7], Apache
Spark [8,9] and Microsoft R Server1). Nevertheless, all distributed data blocks of
a data set must be loaded and processed when running data analysis algorithms
with current big data frameworks. If the data set to be analyzed exceeds the
memory of the cluster system, the algorithms will be inefficient or may not be
able to analyze the data. Therefore, the size of memory is an important factor
to the ability and performance of the current big data processing and analysis
platforms. However, memory may never be enough considering the speed of the
increase of big data in size. Can we have a technology with which analysis of big
data will not be limited to the size of memory? The answer is affirmative.

If we only analyze some small distributed data blocks without considering
the entire big data set and use the results of these blocks to estimate or infer the
results of the entire big data set, then the above problem can be solved. In our
previous empirical study [10], we found that it is possible if the distributed data
blocks have similar probability distributions to the probability distribution of
the big data set. We also found that if the records of a big data set are randomly
organized, i.e., satisfying the i.i.d. condition, sequentially chunking the big data
set into a set of data block files will make each data block a random sample of
the big data, i.e., making the probability distribution of each data block similar
to the probability distribution of the big data set. In statistical analysis, using
random samples is a basic strategy to analyze a large data set or an unknown
population [11]. The statistical properties of a big data set can be estimated and
inferred from the results of random samples of the big data [12]. However, having
a naturally randomized data set can only be taken as an exception rather than
a rule in big data because it depends on the data generation process. Moreover,
the data partitioning methods in current distributed file systems do not take
the statistical properties of data into consideration. Consequently, data blocks
produced by such methods may not necessarily be random samples of the big
data set and using these data blocks as random samples to directly estimate
statistics of the big data or build analytical models will lead to biased or incorrect

1 https://www.microsoft.com/en-us/cloud-platform/r-server.

https://www.microsoft.com/en-us/cloud-platform/r-server
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results. Therefore, a new big data representation model is required to support
scalable, efficient and effective big data analysis.

Recently, we have proposed the random sample partition (RSP) data model
for big data analysis. The RSP model represents a big data set as a set of non-
overlapping subsets which forms a partition of the big data set. Each subset is
saved as an RSP data block file that is used as a random sample of the big data
set. In this way, analysis of a big data set approximately equals to analysis of one
or more RSP data blocks which can be easily read in the nodes of a cluster and
computed without the need of big memory. Therefore, the memory limitation
on big data analysis is removed in the new RSP data representation model.
However, current big data sets are usually saved as HDFS files on computing
clusters. Efficient and scalable algorithms are required to convert existing big
HDFS files into RSP representations in the scale of Terabyte to support big
data analysis. Currently, such algorithms are not available.

In this paper, we propose a two-stage data processing (TSDP) algorithm that
is used to convert a big HDFS data set into an RSP representation which ensures
that each RSP data block is a random sample of the big data, therefore, it can be
used to estimate the statistical properties of the big data. The first stage of this
algorithm is to sequentially chunk a big data set into non-overlapping subsets
and distribute these subsets as data block files on the nodes of a cluster. This
operation is provided in HDFS. The second stage is to take a random sample
from each subset without replacement to form a new subset saved as an RSP
data block file. The random sampling step is repeated until all data records in all
subsets are used up and a new set of RSP data block files are created to form an
RSP of the big data. We formally prove that the expectation of the probability
distribution of each RSP data block equals to the probability distribution of the
big data set, therefore, each RSP data block is a random sample of the big data
set.

We present the implementation of the TSDP algorithm on Apache Spark and
HDFS and the performance evaluations of this algorithm on terabyte data sets.
The experiments were conducted on a computing cluster with 29 nodes. The
evaluation results have shown that the TSDP algorithm is efficient in converting
HDFS big data files into HDFS RSP big data files. We also show an example
that uses only few RSP data blocks to build ensemble models which perform
better than the single model built from the entire data set.

The remainder of this paper is organized as follows. Section 2 presents pre-
liminaries used in this research, including two basic definitions. The proposed
TSDP algorithm is introduced in Sect. 3. Section 4 presents the TSDP implemen-
tation on Apache Spark. Experimental results are discussed in Sect. 5. Further
discussions on the advantages of the RSP model for big data analysis and the
TSDP algorithm are given in Sect. 6. Finally, the conclusions are given in Sect. 7.
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2 Preliminaries

This section briefly reviews big data representations in Hadoop distributed file
system (HDFS) and Apache Spark, and gives a formal data definition of the
random sample partition (RSP) representation model.

2.1 Big Data Representations in HDFS and Spark

The current big data frameworks use divide-and-conquer as a general strategy to
analyze big data on computing clusters. A big data set is chunked into small data
blocks and distributed on the nodes of a computing cluster using distributed file
systems such as Hadoop distributed file system (HDFS) [13]. To tackle a big data
analysis task, the data blocks of a big data set are processed in parallel on the
cluster. The intermediate results from the local data blocks processed on local
nodes are integrated to produce the final result for the entire data set. To save a
big data set as an HDFS file, HDFS operation sequentially chunks the big data
set into small data blocks of fixed size (e.g., 64 MB or 128 MB) and distribute the
data blocks randomly on the local nodes of the cluster. For data safety, 3 copies
of the same data block are usually stored on three different nodes. Apache Spark
provides processing-level distributed data abstractions as the resilient distributed
data set (RDD) which is held in memory to facilitate the data processing and
analysis. The RDDs APIs are provided to import HDFS files or other data files
to Spark RDD, control RDD partitioning and manipulate RDD using a rich
set of operators. An RDD can be partitioned and repartitioned using different
partitioning methods such as hash partitioner and range partitioner.

However, these data partitioning methods, whether HDFS or Spark RDD,
do not consider the statistical properties of the big data set. As a result, the
data blocks in HDFS files and Spark RDDs cannot be used as random samples
for statistical analysis of the big data set. Using these data blocks to estimate
the big data tends to produce statistically biased results.

2.2 RSP Data Representation Model

To enable HDFS distributed data blocks to be used as random samples for esti-
mation and analysis of the entire big data set, we propose to use RSP distributed
data representation model to represent big data, which ensures that each data
block in the RSP model is a random sample of the big data set. The main
properties of the RSP model are given in the following two definitions.

Definition 1 (Partition of Data Set): Let D = {x1 , x2, · · · , xN} be a data
set containing N objects. Let T be an operation which divides D into a family
of subsets T = {D1, D2, · · · , DK}. T is called a partition of data set D if

(1)
K⋃

k=1

Dk = D;

(2) Di ∩ Dj = ∅, when i, j ∈ {1, 2, · · · ,K} and i �= j.
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Accordingly, T is called a partition operation on D and each Dk(k =
1, 2, · · · ,K) is called a data block of D.

An HDFS file is a partition of data set D where data blocks {D1, D2, · · · , DK}
are generated by sequentially cutting the big data. Usually, these data blocks in
HDFS files do not have similar distribution properties as the big data, therefore,
cannot be used in general as random samples for analysis of the big data set.
However, the data blocks in the RSP as defined below can be used as random
samples of the big data set.

Definition 2 (Random Sample Partition): Let D = {x1 , x2, · · · , xN} be
a big data set which is a random sample of a population and assume F (x) to
be the sample distribution function (s.d.f.) of D. Let T be a partition operation
on D and T = {D1 ,D2, · · · , DK} be a partition of data set D accordingly. T is
called a random sample partition of D if

E[F̃k(x)] = F (x) for each k = 1, 2, · · · ,K,

where F̃k(x) denotes the sample distribution function of Dk and E[F̃k(x)] denotes
its expectation. Accordingly, each Dk is called an RSP block of D and T is called
an RSP operation on D.

3 Two-Stage Data Processing Algorithm

In this section, we present a two stage data processing algorithm for generating
RSP from a big data set. Let D = {x1, x2, · · · , xN} be a data set with N objects
and M features. To generate RSP data blocks (i.e., random samples) from D, if
N is not big, we can easily use the following steps to convert D into Q RSP data
blocks.

– Step 1: Generate N unique random integer numbers for N objects from a
uniform distribution;

– Step 2: Sort N objects on the random numbers to reorganize D;
– Step 3: Sequentially cut N reordered objects into Q small data blocks, each

with N/Q objects.

Corollary 1. Let {D1 ,D2, · · · , DQ} denote the above Q small blocks. Each Dk

is an RSP data block of D.

Proof: Set Dk =
{

x(k)
1 , x(k)

2 , · · · , x(k)
Nk

}
, k ∈ {1, 2, · · · , Q} and Nk is the number

of objects in Dk. It is obvious that

P
{

Dk =
{

xs1 , xs2 , · · · , xsNk

}}
=

1
CNk

N

, (1)

where xs1 , xs2 , · · · , xsNk
are sNk

objects selected arbitrarily from D.
Assume F (x) is the s.d.f. of D. On one hand, for each real number x ∈ R1, the

number of samples whose values are not greater than x is F (x) ·N . On the other
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hand, for each data block Dk and object xi ∈ D, P{xi ∈ Dk} = CNk−1
N−1 · 1

C
Nk
N

=
Nk

N . Thus the number of objects in Dk whose values are not greater than x is
F (x) · N · Nk

N = F (x) · Nk. We therefore obtain that the expectation of the s.d.f.
of Dk is 1

Nk
· F (x) · Nk = F (x). According to Definition 2, Dk is an RSP data

block of D.

When N is not large and D can be sorted in memory, the above algorithm
works well. However, when N is large and D is big, e.g., in terabyte, if Q is also
large, e.g., 100000 data blocks, the execution of this algorithm on the cluster
becomes impractical, e.g., running extremely long time or bringing the cluster
down due to many processes competing for resources. To deal with that situation,
a general two-stage data-processing (TSDP) algorithm is designed for converting
a big data set to a set of RSP data blocks below. Firstly, we give the following
theorem before we present the TSDP algorithm.

Theorem 1. Let D1 and D2 be two big data sets with N1 and N2 objects respec-
tively. Assume that D1 with n1 objects is an RSP data block of D1 and D2 with
n2 objects is an RSP data block of D2. Then, D1

⋃
D2 is an RSP data block of

D1

⋃
D2 under the condition that n1

n2
= N1

N2
.

Proof: Let F1(x) and F2(x) denote the s.d.f.s of D1 and D2 respectively. Assume
that the s.d.f.s of D1 and D2 are F̃1(x) and F̃2(x), respectively. According to
Definition 2, we have E[F̃1(x)] = F1(x), E[F̃2(x)] = F2(x). For any real number
x, the number of objects in D1

⋃
D2 whose values are not greater than x is

n1F̃1(x) + n2F̃2(x). Therefore, the s.d.f. of D1

⋃
D2 is:

F̃ (x) =
n1F̃1(x) + n2F̃2(x)

n1 + n2
.

Similarly, the s.d.f. of D1

⋃
D2 is:

F (x) =
N1F1(x) + N2F2(x)

N1 + N2
.

The expectation of F̃ (x) is

E[F̃ (x)] = E[
n1F̃1(x) + n2F̃2(x)

n1 + n2
] =

n1E[F̃1(x)] + n2E[F̃2(x)]
n1 + n2

=
n1F1(x) + n2F2(x)

n1 + n2
=

N1F1(x) + N2F2(x)
N1 + N2

= F (x).

Therefore, D1

⋃
D2 is an RSP data block of D1

⋃
D2.

Remark: With a subtle modification, the proof of Corollary 1 can be extended
to data in multiple dimensions and the proof of Theorem1 can also be extended
to the multiple dimensions and more than two data sets.
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Fig. 1. Illustration of TSDP algorithm.

Let D be a data set of N objects and M features where N is too big for sta-
tistical analysis on a single machine. The following TSDF algorithm is designed
to generate an RSP with Q RSP data blocks from D on a computing cluster.

Stage 1 (Data-Chunking): D is sequentially chunked into P data blocks
{Di}Pi=1 which form a partition of D. HDFS provides functions to perform this
operation. We call these blocks as HDFS data blocks which are not necessarily
random samples of D.
Stage 2 (Data-Randomization): Each RSP data block is built using ran-
dom samples from P HDFS data blocks. This requires a distributed ran-
domization operation where a slice of samples is selected randomly without
replacement from each HDFS data block to form a new RSP data block. This
operation is repeated Q times to produce Q RSP data blocks. The main steps
in this stage are summarized as follows:

– Step 1: Randomizing Di in parallel for 1 ≤ i ≤ P ;
– Step 2: Cutting each Di in parallel into Q subsets {D(i, j)}Qj=1 which form an

RSP of Di, for 1 ≤ i ≤ P ;
– Step 3: From P ×Q subsets {D(i, j)} for 1 ≤ i ≤ P and 1 ≤ j ≤ Q which form

a partition of data set D, merge the subsets of {D(i, j)}Pi=1 for 1 ≤ j ≤ Q to
form Q subsets {D(·,j)}Qj=1 which form an RSP of D.

TSDP algorithm is illustrated in Fig. 1. The first stage generates the first
level partition {D (1, ·) ,D (2, ·) , · · · , D (P, ·)} of D. The second stage random-
izes each subset D(i, ·) independently, generates the second level partitions
{D(i, 1),D(i, 2), . . . ,D(i, Q)} for 1 ≤ i ≤ P and merges the column parti-
tions into {D(·, 1),D(·, 2), . . . ,D(·, Q)}. By repeatedly applying Theorem1, we
can deduce that the new data block D(·, j), (j = 1, · · · , Q) is an RSP data
block of D.
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4 TSDP Implementation on Apache Spark

In this section, we present an implementation of the TSDP algorithm on Apache
Spark with HDFS. This implementation is called the round-random partitioner
which is a hybrid between the range partitioner and the hash partitioner in
Spark. Algorithm 1 shows the Pseudocode of this TSDP implementation in which
the two stages are fulfilled as follows:

Algorithm 1. Round-Random Partitioner
Input:
- DHDFS : The HDFS file of a big data set D;
- P : the number of RDD partitions in DHDFS ;
- Q: the number of RSP data blocks in the RSP output HDFS file;
Method:
DRDD ← read DHDFS ; load HDFS file into an RDD
for all block i in DRDD do

K = Seq (1 to n)
shuffle K;

end for
bind K with DRDD partitions to generate pairRDD(K, V );
repartition pairRDD using HashPartitioner(Q)
DHDFS−RSP = values of pairRDD; ignore the random numbers in DHDFS−RSP

Output:
- DHDFS−RSP : the final RSP; Generate the RSP HDFS file.

Stage 1 (Data-Chunking): This stage is performed using HDFS. A given
big data set D is converted to an HDFS file with P HDFS data blocks. The
HDFS file of D is loaded to a Spark RDD using SparkContext.textFile()
function. By default, each HDFS data block is mapped into an RDD partition
and the Spark RDD consists of P RDD partitions. The number of RDD
partitions to be generated can also be specified in the Spark data loading
function. This step is basically a range partitioner which produces P HDFS
data blocks2.
Stage 2 (Data-Randomization): This stage randomizes all Spark parti-
tions in parallel, randomly takes samples from each partition to form a set of
Q RDD partitions and saves these RDD partitions as RSP data blocks in an
HDFS file. This stage is completed with the following operations:

– Key generation: Generate an array of a sequence of integers Ki (1 ≤ i ≤ P )
for each RDD partition. The length of the sequence equals to the number of
records in the RDD partition. This operation is carried out in parallel.

2 Note: In Spark’s terminology, an RDD is equal to a partition of the big data set. A
partition is equal to a data block of the big data set. In this section, we use partition
to indicate a data block of the big data set loaded to an Spark RDD in order to be
consistent with Spark’ terminology in this Spark implementation.



Generate Random Sample Partitions for Big Data Analysis 355

– Key Randomizing and Binding: Use Spark shuffle operation to randomize the
integer sequences in the arrays Ks in parallel. Use the randomized integers
in each array as random numbers and bind them to its corresponding RDD
partition in a Spark partition pair named as pairRDD.

– Repartitioning: Repartition the pair RDD by hashing the random numbers
in the pairRDD to generate Q new RDD partitions in the pairRDD.

– RSP HDFS file generation: Ignore the random numbers in the pairRDD and
save the rest partitions as RSP data blocks in an HDFS file. This HDFS file
is an RSP representation of the big data set D.

Algorithm 2. Synthetic Data Generation
Input:
- M : number of features;
- P : number of data blocks;
- N : number of objects;
- H: number of clusters;
Method:
for all h = 1 to H do in parallel

μ(M) =Fill (μm)|μm ∈ U [0, 10]
σ(M) =Fill (σm)|σm ∈ U (0, 1)
D RDD ← GenerateRandomRDD(N/H, M, P, μ, σ)
save D RDD on HDFS

end for
Collect all files under one directory using HDFS APIs

5 Experiments and Results

In this section, we demonstrate the performance of Spark implementation of the
TSDP algorithm on a computing cluster consisting of 2 name nodes and 27 data
nodes, all running Centos 6.8. Each node has 16 cores (32 with Hyper-threading),
128 GB RAM and 1.1 TB disk storage. Several synthetic data sets were used in
the experiments. We first present the method used to generate synthetic data
sets. Then, we present the time performance of the algorithm in generating RSP
data blocks from HDFS data sets of different sizes, and the time performance
in generating different numbers of RSP data blocks from 1 terabyte HDFS data
set in 1000 HDFS data blocks, and the time performance in generating the
same number of RSP data blocks from 1 terabyte HDFS data set with different
numbers of HDFS data blocks. After that, we illustrate the changes of probability
distributions of HDFS data blocks and RSP data blocks. Finally, we use a real
data example to show how the RSP data blocks are used to build ensemble
models from only few RSP data blocks with accuracies equivalent to or even
better than the model built from the entire data set.
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5.1 Synthetic Data Generation

Different synthetic data sets with different numbers of objects N , different num-
bers of features M and different numbers of clusters H were generated and saved
as HDFS files with different numbers of data blocks P . The clusters in the data
sets have normal distributions with different means μ and standard deviations σ.
Table 1 shows the characteristics of the synthetic data sets. The data generation
algorithm is illustrated in Algorithm2 which was implemented in Apache Spark.
The data generation is performed in the following steps:

– Mean Generation: For each cluster, create a mean array for all features
μ(M) and fill the array with values generated from the uniform distribution
U (0, 10).

– Standard Deviation Generation: For each cluster, create a standard deviation
array for all features σ(M) and fill this array with values generated from the
continuous uniform distribution U (0, 10).

– Cluster RDD Generation: Randomly generate a cluster RDD, D RDD, for
each cluster from the normal distribution with the following parameters,
the number of objects N

H , the number of features M , the number of data
blocks P , the array of features’ means μ, and the array of features’ standard
deviations σ.

– Save and Collect: Save D RDD on HDFS. After saving the RDDs for all
clusters, they are collected under the same directory using HDFS APIs.

Table 1. Characteristics of synthetic data sets: N , M and H are the numbers of
objects, features and clusters, respectively.

DS name Total size N M H Associated tasks

DS001 �100 GB 100,000,000 100 100 Classification

DS002 �200 GB 200,000,000 100 100 Classification

DS003 �300 GB 300,000,000 100 100 Classification

DS004 �400 GB 400,000,000 100 100 Classification

DS005 �500 GB 500,000,000 100 100 Classification

DS006 �600 GB 600,000,000 100 100 Classification

DS007 �700 GB 700,000,000 100 100 Classification

DS008 �800 GB 800,000,000 100 100 Classification

DS009 �900 GB 900,000,000 100 100 Classification

DS010 �1 TB 1,000,000,000 100 100 Classification
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Fig. 2. Execution time for different data sets. The size of data set is changed from
100GB to 1TB, with 100 GB increase in each run.

5.2 Time Performance of TSDP

Three experiments were conducted with the synthetic data sets in Table 1 on
the computing cluster. In the first experiment, all 10 synthetic data sets from
100 GB to 1 TB were used to convert HDFS data blocks to RSP data blocks of
the these data sets. The size of both HDFS and RSP data blocks was fixed to
100 MB. The execution time for converting all HDFS data blocks to RSP data
blocks for each data set by the TSDP algorithm on the computing cluster was
recorded. Figure 2 shows the result of this experiment. We can see that when
the size of data blocks is fixed, the time to generate RSP data blocks increases
linearly to the size of the data set. We can observe that the execution time for
1 TB data set is about 35 min. Since we only need to transform each data set
once, this time is quite acceptable in real applications. With this transformation,
analysis on terabyte data becomes easier.

In the second experiment, only the data set in 1 TB was used. The number
of HDFS data blocks was fixed to 1000. The number of RSP data blocks to be
generated was increased from 10000 to 100000 with 10000 increase in each step.
Figure 3(a) shows the execution time of ten runs on the computing cluster. We
can see that the execution time increases linearly as the increase of the number
of RSP data blocks to be generated when the number of HDFS data blocks was
fixed to 10000. However, the time increase is not significant in each step, which
indicates that the number of RSP data blocks is not an important factor to the
execution time in this algorithm.

In the third experiment, only the data set in 1 TB was used. The number
of RSP data blocks was fixed to 10000. The number of HDFS data blocks was
changed from 10000 to 100000 with 10000 increase in each step. Figure 3(b) shows
the execution time of ten runs on the computing cluster. Again, we can see the
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linear increase in execution time as increase in the number of HDFS data blocks
in the HDFS file. However, the increase is more significant in each step. This
indicates that the number of HDFS blocks in the HDFS file is an important factor
to the execution time of this algorithm. We can see that converting 1 terabyte
HDFS data set with 10000 HDFS blocks to 10000 RSP data blocks took about
30 min where converting the same data with 100000 HDFS blocks to 10000 RSP
data blocks took more than 1 h. The reason is that the HDFS data blocks need
to be randomized in this algorithm, which requires more memory resource to
execute in parallel when the size and number of HDFS data block become large.
These three experiments show that the TSDP algorithm is scalable to terabyte
data, which facilitates the analysis of big data in terabyte size.

5.3 Distribution of Data Blocks

In this section, we show the probability distributions of features in HDFS data
blocks and RSP data blocks and demonstrate that RSP data blocks of the same
data set have similar probability distributions among themselves whereas the
HDFS data blocks do not have similar probability distributions among them-
selves. Given a sequence of values of one feature from an HDFS data block, the
probability density function (p.d.f.) is represented as a kernel density function
which can be estimated by Parzen window method [14]. The density estima-
tion algorithm is used to disperse the mass of the empirical p.d.f. over a regular
grid with at least 512 points. The fast Fourier transform is used to convolve the
approximation with a discredited version of the kernel. Gaussian basis functions
are used to approximate univariate data. The rule-of-thumb is used to determine
the bandwidth h of Parzen window [14] as

h =
(

4σ5

3n

)1/5

≈ 1.06σn−1/5 (2)

where σ is the standard deviation of the feature and n is the number of points.
With this method, we plot the p.d.f. of any continuous feature in an HDFS data
block and an RSP data block.

Figure 4(a) and (c) show the p.d.f. of two features from 6 randomly chosen
HDFS data blocks in data set DS010. We can see that different HDFS data
blocks have different probability distributions of two features. This indicates
that these data blocks cannot be used to estimate and analyze the big data set
because they are not representatives of the entire data set. To analyze the big
data set, all HDFS data blocks must be taken into consideration, therefore, all
data blocks have to be loaded to memory and compute. If the computing cluster
has limited resource, then, the ability of analyzing big data will be limited.

Figure 4(b) and (d) show the p.d.f. of two features from 6 randomly cho-
sen RSP data blocks in data set DS010. We can see that all RSP blocks have
the same probability distribution on the same feature. Theorem1 shows that
the expectation of the probability distribution of each RSP data block is the
probability distribution of the entire data set. Therefore, these RSP data blocks
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Fig. 3. Execution time against the numbers of both HDFS and RSP data blocks in
1 terabyte data set.

are good representatives of the entire data set and can be used to estimate and
analyze the big data set. This is the rational to use RSP data blocks as random
samples to analyze the big data set. After converting an HDFS big data set to
RSP data blocks, analyzing the big data set is transferred to analysis of RSP
data blocks. The big data set no longer needs to compute directly. Therefore,
RSP representation significantly facilitates the analysis of big data and enables
terabyte data sets to be easily analyzed.

5.4 RSP Block-Based Ensemble Classification

In this section, we use a real data example to show the use of few RSP data
blocks to build ensemble classification models which perform equally good or
even better than the model built from the entire data set. In this experiment,
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we used the asymptotic ensemble framework (called Alpha framework) [10] to
build ensemble models from RSP data blocks.

Fig. 4. p.d.f. comparison between HDFS data blocks and RSP data blocks in 1TB
synthetic data.

Alpha framework is illustrated in Fig. 5. A big data set D is first converted
into RSP data blocks using the TSDP algorithm. Then, a subset of RSP data
blocks is randomly selected without replacement, e.g., D5,D120,D506 and D890

in Fig. 5. After that, a base model is built from each of these data blocks, e.g.,
four classifiers π1, π2, π3, π4 built in parallel from 4 selected RSP data blocks.
The next operation is to update the ensemble model Π with the newly built
classifiers and evaluate Π. If Π satisfies the termination condition(s), then output
Π, otherwise, go back to RSP representation and randomly select a new batch of
RSP data blocks to build a second batch of new classifiers, update the ensemble
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model Π with the second batch of classifiers and evaluate it again. This process
continues until a satisfactory ensemble model Π is obtained or all RSP data
blocks are used up.

Fig. 5. Alpha framework: an asymptotic ensemble framework to build ensemble models
from RSP data blocks.

The real data HIGGS with N = 11, 000, 000 objects and M = 28 features was
used in this experiment. 400 RSP data blocks were generated with the TSDP
algorithm. Figure 6(a) shows the accuracy of the ensemble models after each
batch of data blocks. We can see that there is no significant change after using
about 15% of the data and the accuracy value converges to a value which is
approximately the same as the accuracy of a single model built from the whole
data set (the dotted line in the figure). In addition, we also used the 100 GB
synthetic data set DS001 to test the performance of the ensemble models from
RSP data blocks. We found that only 10% of this data is enough to build an
ensemble model with 90% accuracy as shown in Fig. 6(b). In such cases, we do
not need to continue building further models from the remaining data blocks.

6 Discussions

Two computational costs are significant in cluster computing: one is the cost
of communications among the computing nodes and the other is the cost of
i/o operations on read/write data from/to the disks of local nodes. The two
costs limit the ability of cluster computing on analysis of big data with complex
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algorithms. The in-memory computing technology alleviates the i/o cost but the
communication cost can still be significant in analysis of big data. One solution
is to use less sample data to estimate the big data. However, conducting random
sampling on distributed big data sets is still very expensive because of the i/o
and communication costs in cluster computing. RSP big data presentation model
on cluster computing offers a fresh new solution to analysis of a big data set if
the big data set is converted to a set of distributed RSP data blocks. In this
new approach, analysis of big data becomes analysis of few randomly selected
RSP data blocks from the RSP data representation. Three advantages can be
summarized as follows:

(a) HIGGS data (b) Synthetic data

Fig. 6. Ensemble classification using RSP data blocks. Each point represents the overall
ensemble accuracy calculated after each batch of blocks (averaged from 100 runs of the
ensemble process).

– RSP block based analysis can estimate the statistical results of the big data
set without computing the entire data set. Therefore, after a big data set is
converted to a set of RSP data blocks, the size of the big data is no longer
a barrier in big data analysis. This increases the ability of cluster computing
when data volume exceeds the available resources.

– Since each RSP data block is processed independently on a local node with
the same algorithm, sequential algorithms can be used on RSP data blocks
without need of parallelization in the asymptotic ensemble learning frame-
work. This approach makes many existing sequential algorithms useful in
analysis of big data.

– Theorem 1 provides a theoretical foundation for analysis of a big data set
distributed in multiple computing clusters. For example, if a big data set A
is divided into three parts, (A1, A2, A3) stored in three computing clusters
(C1, C2, C3), respectively. The TSDP algorithm can be used to convert each
Ai to RSP blocks on Ci for 1 ≤ i ≤ 3. To analyze A, we can randomly select
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the same number of RSP data blocks from each computing cluster and merge
the three sets of RSP data blocks into one set of RSP data blocks for A where
each new RSP block is formed by merging three RSP blocks, each from one
computing cluster. According to Theorem 1, the new blocks are RSP data
blocks of A and can be used to estimate the statistical properties of A or
build ensemble models for A. This new approach provides an opportunity to
analyze big data sets cross data centers. However, detail technology needs to
be further developed to facilitate analysis of big data sets cross multiple data
centers.

7 Conclusions and Future Work

In this paper, we have proposed a two-stage data processing (TSDP) algorithm to
generate the random sample partitions (RSPs) from HDFS big data sets for big
data analysis. This algorithm is an enabling technology for RSP data block based
analysis of big data sets, which does not need to compute the entire big data set.
We have presented an implementation of the TSDP algorithm on Apache Spark
and demonstrated the time performance of this algorithm on 1 terabyte data.
The experiment results show that conversion of an HDFS data set in 1 terabyte
was completed in less one hour which is well acceptable in real applications. We
have also shown a real data example to demonstrate that the ensemble models
built using few RSP data blocks performed better than the model built from the
entire data set. Our future work is to extend the current algorithm to work on
bigger data sets, e.g., 10 terabytes. We will also develop a distributed big data
management system on computing clusters based on the RSP representation
model.
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Abstract. Imbalanced classification is a classification problem that violates the
assumption of uniform distribution of samples. In such problems, traditional
imbalanced datasets are measured in terms of the imbalance of sample size,
without considering the distribution information, which has a more important
impact on the classification performance, so the traditional measurements have a
weak relation with the classification performance. This paper proposed an
improved measurement for imbalanced datasets, it is based on the idea that a
sample surrounded by more same class samples is easier to classify, for each
sample of different classes, the proposed method calculates the average number
of the k nearest neighbors in the same class in different subsets under the
weighted k-NN, after that, the product of these average values is regarded as the
measurement of this dataset, and it is a good indicator of the relationship
between the distribution of samples and the classification results. The experi-
mental results show that the proposed measurement has a higher correlation with
the classification results and shows the difficulty of classification of data sets
more clearly.

Keywords: Imbalanced classification � Measurement � Imbalance ratio

1 Introduction

The classification problem is a very important part of machine learning. In the tradi-
tional classification problem, the model training is based on the assumption that the
sample distribution is uniform, so the classification cost of each sample is consistent.
However, in realistic data sets, the assumption of uniform distribution of samples is
difficult to satisfy, in order to pursue the global accuracy, the traditional classifier can
easily get an unsatisfying classification performance of the minority samples, causing
them to be hard to recognize. The imbalanced classification problem has appeared in
many fields, such as bioinformatics [1, 2], remote sensing image recognition [3], and
privacy protection in cybersecurity [4–6]. The wide coverage of the imbalance problem
has very important practical significance.

The traditional imbalanced classification problem has two features: the difference in
sample size; the difference in misclassification cost for different classes. Scholars have
proposed the data-level methods for feature 1 and the algorithm-level methods for
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feature 2. As the data-level methods can be regarded as a preprocessing before training
the classifier, so they have been popular for many years. The data-level methods can be
divided into the oversampling to add the minority samples, the under-sampling to
reduce the majority samples and the hybrid sampling methods, they aim to get a
balanced dataset, which is defined by the imbalanced dataset measurement.

Measurement of the imbalanced datasets can be divided into two types: local
measurements and global measurements. The local measurements refer to these
methods which need traversing each sample in a data set [7, 8], calculating a mea-
surement usually accompanied by the k-NN algorithm for each sample, the overall
measurement is defined by the mean value of measurement of all the samples in the
dataset. Because this kind of measurement contains the calculation for each sample,
and it can be used in the sampling algorithm to find a simpler dataset to model with
enough information with the original dataset. Global measurement [9] refers to a result
calculated for a sample in the entire data set, or a variety of indicators derived from
statistical analysis. It is usually accompanied by a variety of calculations for the sep-
arate results of the positive and negative subsets. Such measurements are difficult to
achieve in a single implemented on the sample, it can only be used as a measure of the
dataset, and it is difficult to play a role in the sampling algorithm because the movement
of a single sample can hardly affect the original measurement result.

As the number of samples has had a noticeable effect on the classification results.
Therefore, the imbalance ratio [8–10] (IR) of the number of samples in different classes
has been popular for many years as a measurement of imbalanced datasets. Based on
IR, scholars have proposed many sampling algorithms to balance the datasets to release
effect of the imbalance in sample size on the classification performance, so the mea-
surement plays a very important role in imbalanced classification. However, the IR is
not informative enough to measure a specific dataset overall, as it is a global mea-
surement, studies [10] have shown that when the number of samples is relatively large,
it does not cause a reduction in the classification performance of the minority class, but
when the number of samples is seriously insufficient, the rarity of the minority samples
will cause a low recognition rate of the minority samples. The local measurements
develop the global ones as they take the distribution into consideration, meanwhile,
with the understanding of the classifier and data, the distribution based sampling
methods [12–14] are taking the distribution information into consideration, and also
encourage the new measurements to contain the distribution information.

This paper proposes a measurement containing the distribution information, it is
motivated that the nearer a sample is with the same labeled samples, the easier it can be
classified correctly. The proposed method calculates the average number of the k
nearest neighbors in the same class in different subsets under the weighted k-NN, after
that, the product of these average values is regarded as the measurement of this dataset.
It improves the correlation between the measurement and the final classification per-
formance, which indicate that the proposed is more informative. This paper is arranged
as follows: Sect. 2 describes the related work in measurement of the imbalanced
dataset, Sect. 3 shows the proposed measurement improved generalized imbalanced
ratio (IGIR), and Sect. 4 describes the experimental results and analysis, the final
section concludes the proposed method and the future work.

366 C. Zhang et al.



2 Related Work

There are many different factors which have effects on the imbalanced classification,
resulting in various kinds of measurements considering different factors. For example,
the Imbalance Ratio (IR) is based on the difference in sample size, the maximum
Fisher’s discriminant ratio (F1) is based on the overlap in feature values from different
classes, and the Complexity Measurement (CM), Generalized Imbalance Ratio (GIR),
and the proposed method Improved Generalized Imbalance Ratio (IGIR) are based on
the idea that data distribution plays important role in imbalanced classification. These
measurements are used in such two ways: indicate whether a dataset is easy to classify,
and measure the sampled subset in sampling methods. Therefore, in order to achieve a
better performance, the measurement should have a relatively high correlation with the
classification results.

Given dataset X, which contains N+ positive samples (the minority class), N_
negative samples (the majority class), and the total number of samples is N = N_ + N+.

2.1 IR

Imbalance ratio [11–13] the definition is as follows, it is defined as the size sample
ratio:

IR ¼ N
Nþ

ð1Þ

When samples with different labels have the same distribution, the sample size is
able to reflect whether the samples are easy to classify, otherwise, the IR is not so
informative to indicate whether the dataset is easy to classify. For example, in the
Fig. 1, the IR of data in (a) is 4 and in (b) is 1, but the two classes in (a) have a clear
linear boundary while there is not in (b), so we can get 100% accuracy in (a) but cannot
in (b) with a same linear model, which is contrary to the comparison result of IR, since
IR is the proportion of sample size and does not contain any sample distribution
information, complexity of the data distribution cannot be represented in IR.

Fig. 1. The dilemma of IR.
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2.2 F1

A classical measure of the discriminative power of the covariates, or features, is
Fisher’s discriminant ratio [9], and F1 is the maximum Fishers discriminant ratio:

f ¼ l1 � l2ð Þ2
r21 þ r22

ð2Þ

Where l1, l2, r1
2, r2

2 are the means and variances of the positive and negative
subsets, respectively. For multidimensional problems, the maximum f over all features
can be used. However, if f gets 0, it does not necessarily mean that the classes are not
separable, as it could just be that the separating boundary is not parallel to an axis in
any of the given features.

2.3 CM

CM [7] focuses on the local information for each data point via the nearest neighbors,
and uses this information to capture data complexity.

CMk jð Þ ¼ I

Number of patterns
j0in Nj with y0j ¼ yj

k
� 0:5

0
BB@

1
CCA ð3Þ

Where I(.) is the indicator function. The overall measurement is

CMk ¼ 1
n

Xn

j¼1
CMk jð Þ ð4Þ

CM is determined by the label of its neighbors. If the neighbors of a sample contain
more samples in the same class, the sample will be easier to classify. On the contrary, if
the samples are surrounded by samples with different labels, then the sample is difficult
to classify correctly, and the average number of different classes samples contained in
the k nearest neighbors is used as the measurement. The higher the CM, the more
difficult the dataset is to learn.

2.4 GIR

The GIR [8] is an improvement of cm, it focuses on the differences in the difficulty of
classifying the samples in different classes. A dataset with a larger GIR is more difficult
to get a good performance of the minority class, as the classifier tends to be trained with
the easier samples according to the Occam shaver principle. Because we tend to use a
most simple classifier to fit the whole dataset, while the more difficult samples need a
more complex classifier, which may cause overfitting with single classifier, so this is
the reason why ensemble can be effective in the imbalance classification, as they have
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the different classifiers corresponding to different levels of sample classification
difficulty.

Tþ ¼ 1
Nþ

X
x2P

1
k

Xk

r¼1
IR x;Xð Þ ¼ 1

Nþ

X
x2P tk xð Þ ð5Þ

T� ¼ 1
N�

X
x2N tk xð Þ ð6Þ

GIR ¼ T� � Tþ ð7Þ

Where IR(x, X) is an indicator function. For a sample x, if its k-nearest neighbor’s
label is the same as x, the result is 1, otherwise, it gets 0.

GIR considers the different measurements of the positive and negative subsets,
which is an improvement of CM, GIR is defined as the difference between positive and
negative sample subsets, and paper [8] successfully applies GIR to oversampling and
under-sampling algorithms. The experimental results show that GIR-based resampling
algorithm can effectively improve the classification performance.

However, there are two problems in GIR, first, in the classification process, besides
the label of k nearest neighbors, their distance from the sample will also affect the
classification result. Second, the GIR of the data set is calculated by the measurement
of the negative class minus positive class, so GIR is a relative measurement. As shown
in Table 1, the final result shows that the two data sets have the same GIR, but it is
clear that the dataset (b) is more difficult to classify than (a). Therefore, GIR is not so
sufficient to fully interpret the complexity of the dataset distribution.

3 The Proposed Method

We proposed an improved measurement called IGIR in this paper, it is based on the
idea that the sample distribution plays an important role in the classification result, the
motivation of IGIR is that if there are many samples with the same label around the
sample, the sample is easily classified, and on the contrary, the sample is hard to
classify. Different distances of the k nearest neighbors have different effects on the
classification results of the sample.

weightr ¼ k � r
k

; r ¼ 0; 1; 2 � � � k � 1 ð8Þ

Table 1. The dilemma of GIR

(a) (b)

T− 0.9 0.5
T+ 0.7 0.3
GIR 0.2 0.2
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wei-Tþ ¼ 1
Nþ

X
x2P 1=k

Xk

r¼1
weightr � IRðx;XÞ ¼ 1

Nþ

X
x2P tkðxÞ ð9Þ

wei-T� ¼ 1
N�

X
x2N tkðx) ð10Þ

wei-IGIR ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
wei-T� � wei-Tþ

p
ð11Þ

In the calculation of IGIR, the k-nearest neighbors of each sample in the dataset are
calculated at first, and their neighboring class labels are retained. First, according to the
calculation method in formula (8), the weights of the k nearest neighbors are gradually
reduced to 0. The main reason for not using distance is that the distances between
different samples and its neighbors are inconsistent. This will result in the inconsistency
of the weights of each sample in the calculation process, therefore, it is not possible to
have a comparative standard for the overall results; second, to describe the dataset
reasonably with an absolute measurement, and to avoid the relativity in the original
GIR and spired by the definition of geometric mean, IGIR is defined as the compound
measurements of positive and negative subsets. In this case, to ensure that the order of
magnitude is unchanged, it is processed by prescribing to better measure the difficulty
of classification of the dataset.

In the proposed method, firstly, calculate the weight according to formula (8),
secondly, compute the k nearest neighbors of each sample and tk xð Þ for each sample,
thirdly, compute the average tk xð Þ of the positive and negative subsets, finally, compute
the IGIR according to the formula (11).

IGIR can be regarded as the average classification accuracy under a weighted
k-NN. That is, the more neighbors of the same class in the sample, the more likely the
sample is to be classified as the original classifier, then IGIR has the nature to be related
to the final classification performance.
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4 Experimental Results

4.1 Datasets

The experimental data in this paper comes from the UCI machine learning database
[14]. Some of them are multi-class datasets, in order to obtain a harder dataset to
classify, we select one of the class as the minority class, and the rest of classes are
regarded as the majority, and the details are shown as Table 4.

4.2 Evaluation

In the binary imbalanced classification, the confusion matrix is often used to evaluate
the performance of the classifier, which is defined in Table 2:

FN represents the number of positive samples that are incorrectly classified as
negative, and FP is the number of samples that are incorrectly classified as positive,
there have been compound evaluations, such as F-value and Gmean [15].

sensitivity ¼ TP
TPþFP

ð12Þ

recall ¼ TP
TPþFN

ð13Þ

F-value ¼ ð1þ b2Þ � recall� precision

b2 � recallþ precision
ð14Þ

Gmean ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

TP
TPþ FN

� TN
TNþ FP

r
ð15Þ

4.3 Experimental Settings and Results

Set b = 1 in F-value called F1_min, all involved k-NN are set with k = 5, the classifier
is C4.5, all results are the average of 10 times of 10-fold cross-validation.

Table 2. Confusion metrics

Positive prediction Negative prediction

Positive class True positive (TP) False negative (FN)
Negative class False positive (FP) True negative (TN)
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Fig. 2. Measurements and sensitivity
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The classification results and measurements of different datasets are shown in
Table 5, as we can see from the table, the IR and F1 have no value restriction, so the
value can be very huge, while the CM, GIR and IGIR are limited in [0, 1], the scatter
plots are used to show a more clear relation between the measurements and classifi-
cation as shown in Fig. 2. Taking the sensitivity of minority class as an example, the
Fig. 2 shows the relationship between different measurements and classification results.
It can be seen that the correlation between CM and IGIR have a stronger linear relation
with sensitivity as the measurement while there is no obvious trend in the rest mea-
surements. In addition, the points in CM are more dispersed and the ones in IGIR are
more concentrated, which means datasets with the same IGIR are more likely to have
the same degree of classification difficulty than those with the same CM.

4.4 Analysis

In order to quantitatively analyze the relationship between different measurements and
the classification results, the results are further analyzed by the determination coeffi-
cient R2. R2 reflects how many percentages of the fluctuation of Y can be described by
the fluctuation of X. That is to say, what percentage of the variance of the represen-
tation variable Y can be explained by the controlled variable X.

R2 ¼ SSR
SST

¼ 1� SSE
SST

ð16Þ

Where SST = SSR + SSE, SST represents the total sum of squares, SSR represents
the regression sum of squares, and the SSE represents the error sum of squares.

The R2 in Table 3 also shows the superiority of IGIR. The IGIR proposed in this
paper is more capable to indicate the classification results, and it has a stronger rele-
vance with the final classification performance and can be a better indicator of the
sampled subset in resampling methods.

In IGIR, we calculate the number of samples of the average k-nearest neighbors by
each sample, so the calculated value can be considered as the probability that the
sample is classified as its own class. To a certain extent, this measurement can be
regarded as Gmean under the k-NN classifier, and it is reasonable to indicate the
classification performance of other classifiers.

Table 3. R2 of measurements and classification results.

F1_min Gmean Sensitivity

IGIR 0.92 0.88 0.93
IR 0.18 0.34 0.28
GIR −0.70 −0.58 −0.67
CM −0.80 −0.85 −0.84
F1 0.70 0.70 0.71
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Table 4. Datasets

Datasets Samples Attributes Target Minority

breasttissue 106 9 carcinoma 21
breastw 699 9 malignant 241
diabetes 768 8 0 268
german 1000 24 2 300
glass 214 9 1 2 3 51
haberman 306 3 1 81
ionosphere 351 34 G 126
movement 360 90 1 24
satimage 6435 36 4 703
segment-challenge 1500 19 brick face 205
sonar 208 60 R 97
spect 267 22 1 55
vehicle 846 18 van 199
vertebral 310 6 AB 100
wpbc 198 33 1 47
yeast0 1484 8 0 244
yeast1 1484 8 1 429
yeast2 1484 8 2 463
yeast6 1484 8 6 163

Table 5. Measurements and classification results

IR GIR CM F1 IGIR F1_min Gmean Sensitivity

breasttissue 4.05 0.30 0.24 3.33 0.46 0.78 0.83 0.83
breastw 1.90 0.05 0.05 3.47 0.57 0.91 0.92 0.88
diabetes 1.87 0.22 0.49 0.58 0.37 0.57 0.66 0.57
german 2.33 0.37 0.52 0.35 0.33 0.47 0.60 0.48
glass 3.20 0.19 0.12 3.31 0.53 0.75 0.80 0.75
haberman 2.78 0.43 0.46 0.18 0.32 0.24 0.35 0.30
ionosphere 1.79 0.39 0.21 0.61 0.46 0.84 0.87 0.82
movement 14.00 0.44 0.06 0.98 0.47 0.59 0.77 0.69
satimage 8.15 0.04 0.01 5.01 0.59 0.95 0.97 0.94
Segment* 6.32 0.04 0.03 1.81 0.58 0.97 0.98 0.97
sonar 1.14 0.16 0.34 0.46 0.47 0.59 0.58 0.62
spect 3.85 0.61 0.33 0.60 0.32 0.50 0.65 0.51
vehicle 3.25 0.10 0.12 1.12 0.54 0.88 0.92 0.89
vertebral 2.10 0.14 0.31 0.75 0.47 0.67 0.71 0.66
wpbc 3.21 0.39 0.43 0.47 0.32 0.42 0.56 0.46
yeast0 5.08 0.38 0.21 0.74 0.41 0.49 0.68 0.53
yeast1 2.46 0.34 0.42 0.24 0.37 0.48 0.62 0.50
yeast2 2.21 0.26 0.48 0.21 0.37 0.49 0.61 0.49
yeast6 8.10 0.33 0.08 2.75 0.47 0.69 0.82 0.71
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5 Conclusion

In this paper, an improved measurement for imbalanced datasets is proposed, it takes
the distribution information into consideration and it is based on the idea that a sample
surrounded by more same class samples is easier to classify, for each sample of
different classes, the proposed method calculates the average number of the k nearest
neighbors in the same class in different subsets under the weighted k-NN, after that, the
product of these average values is regarded as the measurement of this dataset. The
experimental results show that the proposed measurement has a higher correlation with
the classification results and can be used in the sampling algorithm. The future work
will be sampling algorithms based on this measurement to improve the classification
results.
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Abstract. Advances in cloud computing in the past decade have made
it a feasible option for the high performance computing and mass stor-
age needs of many enterprises due to the low startup and management
costs. Due to this prevalent use, cloud systems have become hot tar-
gets for attackers aiming to disrupt reliable operation of large enterprise
systems. The variety of attacks launched on cloud systems, including
zero-day attacks that these systems are not prepared for, call for a uni-
fied approach for real-time detection and mitigation to provide increased
reliability. In this work, we propose a big data analytical approach to
cloud intrusion detection, which aims to detect deviations from the nor-
mal behavior of cloud systems in near real-time and introduce measures
to ensure reliable operation of the system by learning from the conse-
quences of attack conditions. Initial experiments with recurrent neural
network-based learning on a large network attack dataset demonstrate
that the approach is promising to detect intrusions on cloud systems.

Keywords: Intrusion detection · Cloud · Recurrent neural networks
Big data analytics

1 Introduction

Advances in the networking and virtualization technologies in the past decade
have made cloud platforms a popular choice for the data storage and computing
needs of many enterprises. Many companies have moved their infrastructures
to major cloud platforms for improved reliability. As cloud services have gotten
popular and common with decreased costs, they have also become hot targets
for attacks. The rise of the Internet of Things (IoT) paradigm, which is closely
connected to cloud computing, has increased the attack surface for cloud sys-
tems through increased connections and vulnerabilities attackers can exploit.
The vulnerability of cloud platforms to attacks calls for security measures to
prevent those attacks or detect them and take action when an attack happens.
Although some of the existing security methods can be applied to cloud systems,
new methods designed truly for the cloud systems would be more preferable.
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Cloud systems are prone to zero-day attacks that are malicious activities not
observed previously. Even though security mechanisms are updated quickly, even
seconds are important to provide high reliability in such systems. Hence, a real-
time security system which is not signature-based is more suitable for the cloud.
The system should be able to detect both old and new attack methods as fast as
possible. As the system will be under new attacks everyday, it is important that
the system will easily adapt to those attacks. Unsupervised learning methods
will enable the system to handle new attacks and learn from them.

Not unlike cloud computing, big data has become a popular concept with the
technological advances in the past decade. Today, many different frameworks and
tools exist to handle different types of big data [18]. The ability to store and pro-
cess data in large volumes and velocity provides a significant means for analyzing
cloud data in real time to detect anomalies that could signal presence of attacks
on the cloud system. In this work, we propose a big data analytics approach for
intrusion detection in cloud systems, based on recurrent neural networks that are
capable of incorporating the temporal behavior of the system into the anomaly
detection task. Since we want our system to respond in near real-time, we use
streaming data from cloud platforms. An initial prototype of the proposed sys-
tem using Apache Spark and the TensorFlow machine learning framework for
recurrent neural networks has been developed and promising results have been
achieved with experiments on a large network attack dataset.

2 Related Work

Network intrusion detection has been a well studied topic with many different
approaches proposed along the years. While some of these solutions can also be
applied in a cloud environment, because of the different characteristics of the
cloud environments and comparatively larger network traffic volumes, several
new approaches are suggested to solve the problem of intrusion detection in the
cloud. In a cloud environment, intrusion detection monitors can be deployed
at various locations. With the usage of virtualization techniques, the intrusion
detection monitors can be deployed in a guest VM or in virtual machine mon-
itors [12,17]. Beyond host or network device monitoring, distributed collabora-
tive monitoring approaches are also utilized to catch system-wide attacks [4].
In these types of solutions, infrastructure problems need to be solved, since the
system must support massive amounts of data gathered from different monitors
and these data must be processed quickly to detect possible attacks as soon as
possible.

Recent works have proposed using big data processing approaches to solve
the problem of intrusion detection in cloud environments [5]. To detect a possible
attack using intrusion detection systems (IDS), basically two techniques can be
used [13]: In misuse detection, the IDS knows about previous attack patterns and
tries to catch an attack by comparing the collected data with previous patterns.
In anomaly detection, the IDS does not know about any previous attacks and
tries to find anomalies in the network data, which could be possible signs of
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attacks. In recent years, machine learning approaches have been used successfully
for both of these techniques [9,10,16].

Recent years show many promising results of applying deep learning meth-
ods to machine learning problems and intrusion detection is not an exception
for this case. In [8,20], the authors propose applying recurrent neural networks
to intrusion detection systems and got very promising results. These works only
show that RNN could be used while detecting anomalies in related data and they
do not propose a complete end-to-end intrusion detection system. Our approach
differs from these previous approaches in that it attempts to build a self-healing
cloud system through deep learning with recurrent neural networks, which inte-
grates time dependencies between observations (data points) in the system into
the learning process to provide a more accurate representation of the attack
progression and normal system processes.

3 Proposed Approach

In this work, we propose a cloud intrusion detection system that works with
real-time cloud data analytics to detect possible attacks and develop a resilience
mechanism through deep learning with recurrent neural networks.

The solution involves the collection of system metrics from cloud platforms
and near real-time processing of those metrics using big data analytics to dis-
cover anomalies. Metric collection is done by metric collection agents deployed
in related parties like guest VMs. These data include network packets and other
related metrics like VM usage metrics, HTTP server performance etc. After col-
lection, these metrics are sent to a stream to be processed by a stream processing
engine. The stream processing engine gathers the metrics inside the stream, con-
sidering their timestamps and processes these data by feeding them to a recurrent
neural network trained previously. If the network finds an anomaly in the data, it
labels it and triggers an alarm to inform the system administrators. The details
of these steps are listed below.

3.1 Metric Collection

Popular cloud system providers such as AWS1 share the statistics and state
of their cloud systems through an API. These statistics contain utilization of
CPU, RAM, disks, number of packets/bytes received/transmitted, and many
other details about the current state of the system. In this work, we utilize guest
VM agents for metric collection, since this approach does not depend on the
cloud infrastructure and is more flexible than virtual machine monitor solutions.
At the metric collection phase, the agents collect the required metrics from the
guest VM like network flow, basic system usage metrics such as CPU utilization,
disk read/write metrics etc. and usage metrics of applications that can affect
the system performance. The metric collection agent has two components, the

1 https://aws.amazon.com/.

https://aws.amazon.com/
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producer and the consumer. The producer component gathers the system and
application metrics from the VM using different interfaces. To achieve this, the
producer must have a pluggable architecture that written plug-ins can gather the
metrics from, knowing how to get them. The responsibility of the consumer side
is to gather metric records from the producer and pass them onto the processing
phase.

3.2 Metric Processing

Due to the large volume and velocity of the data collected from cloud systems,
big data processing frameworks are needed to analyze the data. Big data can be
processed as batches or as streams. Deciding which type of processing is needed
is up to the task. If we handle the data as batches, we need to wait for some
amount of time to create batches from the given data. After the data become
batch, the processing starts. This contradicts with our purpose of near real-time
detection in this work, as we need to act in real time in order to prevent or stop
attacks before they can harm the cloud system. Stream processing on the other
hand involves handling the data in memory as they arrive.

In this work, we utilize Apache Spark [2] to process the stream data col-
lected from cloud systems. Spark has advantages like fault-tolerance, in-memory
computation, being faster than similar frameworks, having a wider community,
multiple language support etc. The data that streams from our cloud systems
are handled by Spark and served to our algorithm in order to detect possible
attacks. Multiple networks can be watched by using this framework.

To support stream processing, many tools are available to specifically han-
dle the requirements of this process. Tools like Apache Kafka [1] and Amazon
Kinesis [3] streams provide great support for handling stream data in a scalable
way. In this solution, we use Apache Kafka to collect the metrics from the guest
VM agents and pipe them to the stream processing engine.

3.3 RNN-Based Learning for Anomaly Detection

Signature-based intrusion detection systems rely on detailed information about
previously observed attacks. These approaches fail in the case of cloud systems,
which are open to attacks that might be novel. On the other hand, unsupervised
learning methods enable us to prevent or at least detect changes in the system
parameters, i.e. the normal behavior of the system. By this way, the system
will be able to detect anomalies and will try to prevent if there is an attack
going on. In the mean time, alarms will be created in the system so that if the
security system cannot stop the attack, it will warn the user/owner of the cloud
system. This is actually the main difference from a signature-based intrusion
detection system. If this type of system does not have any information about an
attack, it will most likely be missed. On the other hand, for a system with an
unsupervised learning algorithm, even a minor anomaly might cause the system
to detect if something is wrong. When run on isolated data points/cloud activity
logs, unsupervised algorithms may not achieve very high accuracy due to noise
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in the data. For instance, observation of a sudden spike in CPU utilization might
signal a possible attack even if it was caused by a legitimate process and does
not persist for a long period, not causing any degradation in the performance of
the system. Precisely for this reason, we need to be able to model the time-based
behavior of the system by considering the data points collectively as a time series
rather than isolated incidents.

Recent advances in deep neural networks have made it an effective tool for
many supervised and unsupervised learning tasks, achieving higher accuracy
than competing approaches. Recurrent neural networks (RNN) are machine
learning models consisting of nodes that are connected to each other. These
nodes can memorize and pass information in a sequence, though they process
the data one by one. Therefore they can handle inputs and outputs that are
dependent on each other. RNNs have been successful in various tasks such as
image captioning, speech synthesis, time series prediction, video analysis, con-
trolling a robot, translating natural language and music generation [11].

Normally, there is only one single network layer in a node of a classic RNN.
In conventional neural networks, it is not defined how the network will remember
events of the past to use the information about them in the future. Recurrent
neural networks aim to solve this issue by using the architecture depicted in
Fig. 1:

Fig. 1. An RNN loop

As shown in the diagram, the network gets an input x, processes it, and
outputs an output h. The outcome of the process is used in the next step. To
make it clear, the loop is demonstrated in an open form in Fig. 2.

The equation below shows the network mathematically:

ht = θ(Wxt + Uht−1)
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Fig. 2. An unrolled RNN loop

Here W stands for the weight matrix, which is multiplied by the input of the
current time. The result is added to the multiplication of the output (hidden
state) of the previous time step and its own hidden state and the hidden state
matrix (transition matrix) U. These weight matrices are used to define how much
of the information both from the current input and past output will be used to
determine the current output. If they generate an error, it will be used to update
the weights to minimize error. The resulting sum is condensed by the hyperbolic
tangent function θ [6].

Some example uses of this standard RNN architecture include predicting the
next character in a series of letters, picking the next note after a sequence of
notes of a song, deciding where to go when controlling the motion of a robot etc.
In our case, we use RNN in order to predict an intrusion, but we use LSTM-RNN
because of the reasons explained below.

LSTM stands for Long Short Term Memory. Without it, gradients that are
computed in training might get closer to zero (in case of multiplying values
between zero and one) or overflow (in case of multiplying large values). In other
words, as the time sequences grow, RNN might not connect older inputs to the
outputs. LSTM adds additional gates to the architecture to control the cell state.
By this modification, training over long sequences is not a problem anymore.

In an LSTM-RNN there are four layers, which interact with each other. First
of all, the input is received and copies itself into four. The first one goes into
a sigmoid layer. This layer decides whether the output of the previous layer is
needed and should be used or it should be thrown away. Then another sigmoid
layer decides which values are going to be updated. A tanh layer generates possi-
ble values, which might be included in the state. These two layers get combined
to update the state. Finally another sigmoid layer picks what we are going to
output from our cell state (Fig. 3).
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Fig. 3. Disconnected dependencies

In the proposed model, we utilize the LSTM recurrent neural networks
(RNN) [7] algorithm to detect deviations from the normal behavior of the cloud
system under monitoring. Note that because of the nature of the algorithm, it
first needs to learn the normal state of the system. By processing the normal
state, the system will detect anomalies when metric values that deviate signif-
icantly from the normal behavior of the system are observed. In RNNs, inputs
are not independent, every time sequence uses information from the previous
ones. This feature perfectly suits our task, as we cannot directly specify if there
is an anomaly without analyzing the system’s state for the time being (Fig. 4).

The algorithm receives parameters of the system from Spark and uses those
parameters as a time series input. The parameters indicate the state of the sys-
tem’s properties for that time series. The algorithm then serves these parameters
to its prediction function. The prediction function tries to find out if there is an
anomaly in the system. For example, if there is an unrealistic peak in the CPU
utilization and number of disk operations and incoming network packets, this
might indicate that the system is under a denial of service attack. From this
point, the system can create an alarm to warn system administrators or initiate
a security action (Fig. 5).

We have used LSTM-RNN in Tensorflow. LSTM is actually handled by Ten-
sorflow itself, but we needed to convert some of the fields in the data as we could
not pass them directly to the algorithm. For example, fields like ip addresses,
protocol types, service types etc. were converted to data types that LSTM-RNN
accepts, as strings are not accepted. There was only one output for our exper-
iment, which is the actual result: whether there was an attack (1) or not (0).
How LSTM-RNN works in general is described below step by step [15]:
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Fig. 4. Single layered structure of standard RNN

1. The first layer gets the current input and output of the past time series, then
decides if the previous information is needed now. Actually this layer can be
called the forget layer. h stands for the output of the past, x stands for the
current input, W is the weight of this layer, and b is the bias.

ft = σ(Wf .[ht−1, xt] + bf )

2. Then we move onto the input layer. This layer is another sigmoid layer, which
decides the values that are going to be updated.

it = σ(Wi.[ht−1, xt] + bi)

3. A hyperbolic tangent layer creates candidate values, which might be included
in the cell state. Cell state is a straight line in our network that flows for
entire network. LSTM changes information on this state across the road with
the help of the gates.

cdtt = tanh(Wcdt.[ht−1, xt] + bcdt)

4. Results of all previous steps are combined in order to create an update to the
cell state.

ct = ft ∗ ct−1 + it ∗ cdtt

5. Finally, the output is decided. Naturally, the cell state is used in deciding.
Another sigmoid layer takes part, and its output is multiplied the by cell state
(state will go into tanh first).

ht = σ(Wo.[ht−1, xt] + bo) ∗ tanh(ct)
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Fig. 5. Four layered structure of LSTM-RNN

4 Evaluation

We have developed an initial prototype of the proposed cloud IDS using Apache
Spark collecting data from machine instances on AWS. Figure 6 demonstrates
the high-level operation of the developed prototype.

To evaluate the accuracy of the RNN component in the proposed cloud
intrusion detection system, we have used the “UNSW-NB15” dataset of UNSW
ADFA [14] for experiments. In this dataset, there are attack and non-attack
records of network traffic. The total number of records in the dataset is approx-
imately two and a half millions, making it quite comprehensive. The test and
training sets as partitions of the original dataset are also provided. The records
have 49 fields in total, a subset of which is listed in Table 1 below, including
information like source IP address, source port, protocol, number of packets on
requests and responses, bytes of those packets, number of losses, attack type if
there is one etc.

Fig. 6. Big data processing system operation
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We have simulated the data so that the system behaves like the data are
streaming. At first, a training set is provided for LSTM-RNN, which runs on
TensorFlow [19], which is an open-source machine learning framework. With the
help of the model that is created on the framework, the system decides whether
a record seems like an attack or not. We ran the model using 50000 records for
training, and 650000 records for testing. The error rate was below 7%, which is
a promising accuracy for intrusion detection.

Table 1. UNSW-NB15 parameters

No. Name Type Description

1 srcip Nominal Source IP address

2 sport Integer Source port number

3 dstip Nominal Destination IP address

4 dsport Integer Destination port number

5 proto Nominal Transaction protocol

6 state Nominal Indicates to the state and its dependent protocol, e.g. ACC,
CLO, CON, ECO, ECR, FIN, INT, MAS, PAR, REQ, RST,
TST, TXD, URH, URN, and (-) (if not used state)

7 dur Float Record total duration

8 sbytes Integer Source to destination transaction bytes

9 dbytes Integer Destination to source transaction bytes

10 sttl Integer Source to destination time to live value

11 dttl Integer Destination to source time to live value

12 sloss Integer Source packets retransmitted or dropped

13 dloss Integer Destination packets retransmitted or dropped

14 service Nominal http, ftp, smtp, ssh, dns, ftp-data, irc and (-) if not much used
service

15 Sload Float Source bits per second

16 Dload Float Destination bits per second

17 Spkts Integer Source to destination packet count

18 Dpkts Integer Destination to source packet count

19 swin Integer Source TCP window advertisement value

20 dwin Integer Destination TCP window advertisement value

21 stcpb Integer Source TCP base sequence number

22 dtcpb Integer Destination TCP base sequence number

. . . . . . . . . . . .

48 attack cat Nominal The name of each attack category. In this data set, nine
categories e.g. Fuzzers, Analysis, Backdoors, DoS Exploits,
Generic, Reconnaissance, Shellcode and Worms

49 Label Binary 0 for normal and 1 for attack records
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5 Conclusion

In this work, we proposed an intrusion detection system for cloud computing
that leverages big data analytics with recurrent neural networks. We have imple-
mented an initial prototype of the proposed architecture with Apache Spark and
evaluated the performance of recurrent neural networks on a network attack
dataset, which provided promising attack detection accuracy results. We have
used LSTM-RNN algorithm in Tensorflow to detect attacks in the network.
LSTM-RNN has been picked as we were interested with using time series data.
Results of this work looked promising about integrating big data analytics to
intrusion detection in cloud. Our future work will focus on the integration of
a deep reinforcement learning based model, which will provide automated self-
healing of cloud systems by learning from the consequences of attacks on the
system, thereby avoiding states that are vulnerable to attacks. We will also
experiment with real data streams gathered using cloud APIs and quantify the
delays of big data processing as well as the mean time to detect attacks and
recover in major cloud platforms. Extensive experimentation with various attack
types on cloud systems will be conducted to evaluate and optimize the big data
analytics-based intrusion detection framework.
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Abstract. Nowadays applications in cloud computing often use containers as
their service infrastructures to provide online services. Applications deployed in
lightweight containers can be quickly started and stopped, which adapt to
changing resource requirements brought from workload fluctuation. Existing
works to schedule physical resources often model applications’ performance
according to a training dataset, but they cannot self-adapt dynamic deployment
environment. To address this above issue, this paper proposes a feedback based
physical resource scheduling approach for containers to deal with the significant
changes of physical resources brought from dynamic workloads. First, we model
applications’ performance with a queue-based model, which represents the
correlations between workloads and performance metrics. Second, we predict
applications’ response time by adjusting the parameters of the application per-
formance model with a fuzzy Kalman filter. Finally, we schedule physical
resources according to the predicted response time. Experimental results show
that our approach can adapt to dynamic workloads and achieve high
performance.

Keywords: Resource scheduling � Cloud application � Fuzzy logic
Kalman filter

1 Introduction

Nowadays, applications in cloud computing are often composed with fine-grained
isolated service components that use lightweight communication protocols to cooperate
with each other. These autonomous components update independently, which meets
the changing requirements of cloud applications. Furthermore, different components of
an application have various resource requirements, so dynamic resource scheduling for
components is important for cloud applications, especially in the real scenario with
significant fluctuate workloads. Cloud applications often use containers (e.g., Docker)
as their service infrastructures to provide online cloud-based services. A container is a
lightweight stand-alone executable software package that includes everything needed
to run it, which isolates applications from its surroundings and avoids conflicts between
teams running different applications on the same infrastructure. An application
deployed in a container always runs the same regardless of environment. Lightweight
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containers can be quickly started and stopped, so it can adapt to changing resource
requirements brought from workload fluctuation in cloud computing. Existing works
often model an application’s performance, and then schedule resources with physical
hosts or virtual machines. However, modeling an application’s performance often
requires the domain knowledge of the application. Moreover, since they set the
parameters of the application’s performance model according to a training dataset,
these approaches cannot self-adapt to dynamic deployment environment. The contri-
butions of this paper are listed as follows:

• We model applications’ performance with a Jackson network model, which auto-
matically presents the correlations between workloads and performance metrics
without domain knowledge and human intervention.

• We predict workloads with a fuzzy Kalman filter, which can conveniently adapt to
dynamic deployment environments by adjusting the parameters of applications’
performance model.

• We have implemented a prototype system and conducted extensive experiments in
real scenarios to validate the proposed approach in predicting workloads and
scheduling resources.

2 Resource Scheduling Approach

2.1 Queueing Based Performance Model

Response time is a key QoS (Quality of Service) metric of cloud applications, which is
often decided by dynamic workloads and allocated physical resources. We use a queue-
based model based on a Jackson network to model applications’ performance, and the
model presents the correlations among workloads, resources and response time; use a
Kalman filter to predict workloads and response time; use a feedforward controller
based on fuzzy logic to rectify the parameters of the filter to precisely predict the
response time.

Processing requests includes that a user sends a request to an application, the
request is capsuled as an event, the event is processed by many components in
sequence, and then a response is sent back to the user. When one component has many
instances, the application uses a round robin scheduling strategy to process the request.
We model a cloud application composed of many components with a Jackson queueing
network, where f is a user’s request flow, j is an application component, i is the ith
instance of the jth component. Each request flow is processed by n components
j1; j2; . . .; jn; each component j has m instances j(ik) ð1� k�mÞ; and each component
runs in a container. Various components have different resource requirements (e.g.,
CPU and I/O intensive), and we define the resource preference (rpi) of component j as
the resource type with the highest resource utilization; uj ð0� uj � 1Þ is the resource
utilization of rpj, and u0j is the resource utilization of rpj with no workload; rji is the
concurrency number (i.e., the number of requests in a second) of instance i of com-
ponent j, which fits for the Poisson distribution; Tji is the processing time of instance
i of component j, and Tj is the average processing time of component j; d is the
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transmitting time of a request flow f; B is the response time of a request flow f; sj is the
correlation coefficient between workloads and resource utilization. Then, we get a
Jackson network flow, and the performance formula is described as follows:

uj ¼
X

i
ðu0j þ sj � cji � TjiÞ;

B ¼ dþ
X

j

Tj
1� uj=mj

;

where we can get uj, u0j, rji and B by monitoring applications; get sj from experience
with historical data; predict Tji and d. We aim at provisioning resources to guarantee
B in a predefined range.

2.2 Kalman Filter Based Response Time Prediction

The Kalman filter is an optimal linear state estimation approach, which recursively
predicts the next value using the previous predicted value and the current monitoring
data instance [1]. The Kalman filter formula are as follows:

Xðkþ 1Þ ¼ FðkÞXðkÞþQðkÞ;

ZðkÞ ¼ HðkÞXðkÞþRðkÞ;

where X(kÞ ¼ ðTj; dÞT8j is a prediction matrix representing the processing times of
components; Z(k) is the observed matrix of X(k); HðkÞ ¼ ðuj; u0j; cji;BÞT8i represents
the workloads, resource utilization and response time; Q(k) is a process excitation noise
covariance matrix, which fits for QðkÞ�Nð0;QÞ; R(k) is a measurement noise
covariance matrix, which fits for RðkÞ�Nð0;RÞ. Q(k) and R(k) are generally set as zero
mean white noise [2]. However, uncertain workloads change over time, so Q(k) and R
(k) should adapt to dynamic workloads as follows:

Qk ¼ TQ;

Rk ¼ UR;

where T and U are time-varying adjustment parameters, and then we can get the
prediction formula as follows:

Xðkþ 1jkÞ ¼ Fðkþ 1jkÞXðkjkÞ;

Zðkþ 1jkþ 1Þ ¼ HðkÞXðkþ 1jkÞ;

where Xðkþ 1jkÞ is the predicted time of processing requests, and ZðkÞ is the predicted
value of the status, and then we can predict the response time as follows:
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Xðkþ 1jkþ 1Þ ¼ Xðkþ 1jkÞþKðkþ 1Þ � ðZðkþ 1jkþ 1Þ � Zðkþ 1jkþ 1ÞÞ;
Kðkþ 1Þ ¼ Pðkþ 1jkÞHðkÞTðHðkÞ
Pðkþ 1jkÞÞHðkÞT þ Tðkþ 1ÞRÞ�1;

Pðkþ 1jkþ 1Þ ¼ ðIn � Kðkþ 1ÞHðkÞÞPðkþ 1jkÞ;
Pðkþ 1jkÞ ¼ Fðkþ 1ÞPðkjkÞFðkþ 1jkÞT þUðkþ 1ÞQ:

The Kalman filter rectifies the predicted value with the last calculated value in each
iteration, so it does not require historical data instances. However, the typical Kalman
filter cannot process the irregular time-varying data instances, so it requires feedback-
based methods to online adjust noises and excitation matrixes. The residual error
r ¼ ZðkÞ � ZðkÞ represents that the deviation between the predicted value and the
monitored one, and then we ought to modify the constructed model, if the deviation
violates the predefined threshold.

2.3 Resource Scheduling

We online schedule physical resources based on the predicted response time. We
initiate the Kalman filter by defining parameters as follows: the noise parameters T and
U of the Kalman filter, the maximum and minimum of resource utilization, and the
maximum response time of a service instance (Input); a fuzzy logic function adaptively
adjusts the parameters of the EKF model; a response time function using EKF’s outputs
calculates response time; a migration function migrates containers; a expansion func-
tion expands containers; a contraction function contracts containers. Then, we predict
response time as follows: model an application with a Jackson network queue; online
predict response time with a Kalman filter; adjust the Kalman filter with a fuzzy
function; estimate the response time based on the prediction model. Finally, we
migrate, expand and contract a container as follows:

• Migrate containers: the resource utilization of a container does not reach the upper
limit, but the resource utilization of the located physical host reaches to the upper
limit. Then, the scheduler migrates the container to the host with sufficient physical
resources. The scheduler persists a source container as an image reserving the
application’s state, destroys the source container, and then is initiates a target
container from the image in the target host.

• Expand containers: the resource utilization of a container reaches the upper limit,
and the schedule initiates new containers in selected physical hosts.

• Contract containers: the resource utilization of many instances of an application is
lower than expected value, and then we reduce the number of instances.

3 Experiment

We set up a cluster composed of six hosts. Each host has an Intel Core i7 CPU
3.4 GHz, an 8 G memory and a gigabit ethernet network interface, and runs CenOS 7
and Docker 1.7. We have a Master node, four Slave nodes (i.e., Slave 1–4), and a
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workload generator node running JMeter. We deploy a typical cloud application Web
Serving in Cloudsuite (http://cloudsuite.ch//pages/benchmarks/webserving/) that is a
benchmark suite for cloud services.

JMeter simulates workloads in a cyclical change model, a stable model, a steady
rise model and a sudden decline model. Admission control is a widely used approach of
scheduling resources. Since the admission controller takes a long period to converge,
the fixed parameters cannot adapt to changing irregular workloads [3]. In the experi-
ment, we compare our approach with the admission control approach. In initialization,
we deploy six services on Slave 1 and the rest six services on Slave 2. As shown in
Fig. 1, the experimental results are described as follows:

In the period of the 0–200th second, we simulate stable workloads with 300 visits
per second to initialize the Kalman filter. In the period of the 200–300th second, we
simulate dynamic workloads with 30–60 visits per second, and the response time
increases. Since the resource utilization of services does not reach the upper limit,
expansion does not occur. As the resource utilization of Slave 1 reaches the upper limit,
three services on Slave 1 are migrated to Slave 3 and Slave 4, and the response time
fluctuates in a narrow range. In the period of the 300–400th second, we simulate stable
workloads with 50 visits per second, and the response time also stable. In the period of
the 600–700th second, we simulate sudden rise workloads with 50–100 visits per
second in the 650th second, some services on Slave 1 and Slave 2 are expanded, and the
response time stably decreases. In the period of the 700–800th second, we simulate
sudden decline workloads with 100–30 visits per second in the 750th second, and some
services are contracted.

The experimental results show that the response time keeps stable in 30–40 micro
seconds, which demonstrates that our approach can adapt to dynamic workloads.
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4 Related Works

Existing works of provisioning resources often use machine learning, fuzzy logic and
admission control to train models and calculate parameters. Lama and Zhou [4] predict
the spike of applications’ resource requirements, and provision physical resources in
the quality of service (QoS) constraints. Cao et al. [5] estimate the supported workloads
according to the allocated resources, and use an admission control method to guarantee
QoS by denying overloading requests. Cherkasova and Phaal [6] model the correlations
between workloads and throughput, estimate resource requirements, and accept
requests with admission mechanism. Robertsson et al. [7] use a linearity model to
predict resource utilization for guaranteeing QoS. Xu et al. [8] consider the perfor-
mance overhead of VM and trace the changes of applications’ resources in virtual-
ization environment. These approaches train models and get parameters with a static
training dataset, so cannot adapt to dynamic fluctuate workloads.

5 Conclusion

This paper proposes a feedback based physical resource scheduling approach for
containers to deal with the significant changes of physical resources brought from
dynamic workloads. First, we model applications’ performance with a Jackson network
model, which presents the correlations between workloads and performance metrics.
Second, we predict applications’ response time by adjusting the parameters of appli-
cations’ performance model with a fuzzy Kalman filter. Finally, we schedule physical
resources based on the predicted response time. Experimental results show that the
maximum error of our approach in predicting response time is only about 10%.
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Abstract. The Internet of Things (IoT) is on the rise, forming net-
works of sensors, machines, cars, household appliances, and other physi-
cal items. In the industrial area, machines in assembly lines are connected
to the internet for quick date exchange and coordinated operation. Cloud
services are an obvious choice for data integration and processing in the
(industrial) IoT. However, manufacturing machines have to exchange
data in close to real-time in many use cases, requiring small round-trip
times (RTT) in the communication between device and cloud. In this
study, two of the major IoT cloud services, Microsoft Azure IoT Hub
and Amazon Web Services IoT, are benchmarked in the area of North
Rhine-Westphalia (Germany) regarding RTT, varying factors like time
of day, day of week, location, inter-message interval, and additional data
processing in the cloud. The results show significant performance differ-
ences between the cloud services and a considerable impact of some of the
aforementioned factors. In conclusion, as soon as (soft) real-time condi-
tions come into play, it is highly advisable to carry out benchmarking in
advance to identify an IoT cloud workflow which meets these conditions.

Keywords: Cloud benchmarking · Internet of Things · IoT
Industrial IoT · Cyberphysical systems · Round-trip time
Microsoft Azure IoT Hub · Amazon Web Services IoT

1 Introduction

During the last decade, cloud computing has become a highly popular approach
to provide scalable and flexible hardware and software infrastructure at various
service levels (infrastructure as a service [IasS], platform as a service [PaaS],
software as a service [SaaS]) [1]. With the Internet of Things (IoT) being on the
rise, a new use case for cloud computing emerges. In the IoT, physical objects like
sensors, machines, cars, household appliances, and other items are connected via
the internet to enable interaction and cooperation of these objects. Application
areas of the IoT are, among others, transportation, healthcare, smart homes and
industrial environments [2]. IoT devices typically generate and transmit data
at regular intervals. This data is integrated, processed, and monitored (e.g., via
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Fig. 1. Message flow between benchmarking applications (gray box incl. data genera-
tion) and cloud services. A: For MS Azure IoT Hub. B: For AWS IoT.

mobile devices or web applications), and commands for corrective actions (which
are either manually or automatically generated) are sent back to the devices [3].
Furthermore, IoT devices may interact directly with each other.

It is an obvious approach to use the cloud for data integration and process-
ing [4]. The major cloud service providers (CSP) have established meanwhile
specialized services for data collection from IoT devices, supporting popular
protocols like MQTT or AMQP. However, many application scenarios in the
IoT—especially in the industrial area—rely on operations taking place in close
to real-time: For example, when manufacturing machines are controlled via apps
running in the cloud, or when these machines use the cloud as central instance
for data exchange to coordinate their work in an assembly line. Therefore it
is important that cloud platforms used for these purposes process and forward
messages with small latency and consistent availability and performance.

Although many studies on cloud benchmarking in general exist, we are not
aware of any study which addresses especially the performance of IoT cloud ser-
vices. As a first step in this direction, we present benchmarking data collected
from Microsoft Azure IoT Hub (MAIH) and Amazon Web Services IoT (AWSI)
at three different locations in North Rhine-Westphalia (NRW; Germany) around
Sept./Oct. 2017. This data collection was part of a larger research project for a
local mechanical engineering company to integrate their products in the indus-
trial IoT. Despite this local scope, we are convinced that some general conclusions
can be drawn from our data.

2 Previous Work

Studies on cloud benchmarking address mostly the PaaS and IaaS levels. Con-
cerning PaaS, Binnig et al. [5] point out that classic benchmarking approaches
are not well suited for cloud APIs because resources are usually scaled up auto-
matically with increasing load. They suggest to concentrate on scalability, cost,
coping with peak load, and fault tolerance. Agarwal and Prasad [6] carried out
a comprehensive benchmarking study on the storage services of the Microsoft
Azure cloud platform, especially for high-performance computing. In their view,
benchmarking is definitely required to understand the performance capabilities
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Fig. 2. RTT measurements, varying time of day and location. Each data point depicts
the median value and interquartile range of around 100 measurements.

of the underlying cloud platforms because the cloud service offerings are usually
only best-effort based without any performance guarantees. In a similar spirit,
Kossmann et al. [7] compared the performance of major CSPs in transaction
processing. Their results show that the services vary dramatically when it comes
to end-to-end performance, scalability, and cost—although the price matrices of
the CSPs are very similar in terms of network bandwidth, storage cost, and CPU
cost (see also [8] for a holistic evaluation approach). The study by Bermbach and
Wittern [9] is related to our work because the authors use response latency as
performance measure for web API quality. They observed 15 different web APIs
over a longer time period from different locations in the world. They results show
that web API quality is very volatile over time and location, and that develop-
ers have to take this into account from an architectural and engineering point
of view.

High variability is also observed at the IaaS level. Gillam et al. [10] and Zant
and Gagnaire [11] carried out a large set of benchmarks on virtual machines
(VM) of different specifications and from different CSPs. Even if the virtual
resources are of the same specification, the observed variability is substantial
(e.g., regarding CPU and memory performance). To help customers to choose the
best cloud platform for their needs, benchmarking results could be made avail-
able in publicly available databases (as in [10]), or tools for easier benchmarking
could be developed. Following the second approach, Cunha et al. [12] imple-
mented “Cloud Crawler” for describing and automatically executing application
performance tests in IaaS clouds for different virtual machine configurations.

3 Methods

Performance Measure. The quality of data transfer to and from cloud services
can vary along two main dimensions: throughput (number and/or size of mes-
sages per time unit) and latency. Using throughput as performance measure,



A Case Study on Benchmarking IoT Cloud Services 401

Table 1. Mean values and standard deviations (in brackets) of the RTT median val-
ues (varying over time of day) shown in Fig. 2 to illustrate the systematic differences
between locations. Values given in ms.

Location

Industrial estate Residential area University campus

MS Azure IoT Hub 47.7 (2.0) 62.8 (1.4) 47.2 (2.7)

AWS IoT 191.8 (2.5) 199.1 (1.4) 185.4 (2.8)

however, is problematic because many cloud services automatically scale up the
available communication resources with increasing load [13]. For this reason,
and because we aim on real-time performance in the context of our study, which
requires message transfers with low latency, we use the round-trip time (RTT) in
our benchmarking. RTT is defined here as the time difference between sending a
message to a communication endpoint (time of sending) and receiving the same
message back from this endpoint (time of arrival).

Microsoft Azure IoT Hub (MAIH). The benchmarking application for MAIH
was implemented using the .NET SDK provided by Microsoft [14]. On the client
side, a so-called “DeviceClient” has to be created and initialized for sending
messages to the IoT Hub (see Fig. 1A). Within the Azure cloud, messages are
forwarded to an “EventHub” endpoint. Within the client, a subscription to this
endpoint is created so that messages are automatically received back. (MAIH
server location: Western Europe)

Amazon Web Services IoT (AWSI). The benchmarking application for AWSI
has a similar structure but is based on the JAVA SDK provided by Amazon
[15]. An important step is to register the device at the AWSI device gateway
(see Fig. 1B) as a “thing” with a unique identifier (“topic”) under which it is
published. The same topic is used for the subscription to receive the messages
back from the device gateway. (AWSI server loc.: Frankfurt/Main, Germany)

Messages. The content of the sent messages was a single boolean value1 which
was embedded into a JSON container (size: 250 Bytes). This container also con-
tained the time of sending as timestamp. In most benchmarking tests, messages
were sent every two seconds. To measure a single data point, about 100 messages
were sent; the median and the interquartile range of this sample are shown in
most of the figures in the results section. The benchmarking applications were
run on a notebook with a quadcore CPU (Intel i7-4712MQ). Messages retrieved
under a CPU load of more than 20% were discarded to eliminate CPU load as
a cause of variability [13]. The percentage of discarded messages was in the low
single-digit range. Messages were transferred via MQTT.

1 Pretests did not show any significant RTT differences between different basic data
types like int, float, etc.
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Fig. 3. RTT measurements, varying day of week. Each data point depicts the median
value and interquartile range of around 100 measurements.

Locations. Benchmarking took place at three different locations in NRW (Ger-
many): (1) At a mechanical engineering company within an industrial park in
Rheda-Wiedenbrück (denoted as “industrial estate” in the following; connection
to internet via optic fiber); (2) at a residential building in Herzebrock-Clarholz
(“residential area”; connection to internet via DSL over regular copper phone
lines); (3) at the main campus of Bielefeld University of Applied Sciences in
Bielefeld (“university campus”; connection to internet via the German National
Research and Education Network [DFN] [optic fiber]).

4 Results

Time of Day and Location. In the first set of benchmarks, time of day and
location were varied systematically. Figure 2 shows considerable RTT differences
between MAIH (mean median value: 52.5 ms) and AWSI (mean median value:
192.1 ms) while performance stays nearly constant during the day. Interquartile
ranges vary during the day, and sometimes strong outliers with large RTT values
were observed (not shown). Location has systematic impact too, with “university
campus” exhibiting the smallest RTT values for both CSPs, followed by “indus-
trial estate” and “residential area” (in this order; see Table 1). Measurements
were carried out around midweek.

Day of Week. RTT measurements were repeated between Sept. 27th and
Oct. 3rd at the residential area to check the impact of the day of the week.
The results in Fig. 3 show small variability between the days of the week regard-
ing median values with one notable exception: MAIH on Sunday with an RTT
increase of about 30%. Because this effect does not appear in the AWSI mea-
surements carried out at nearly the same time, it can be most likely attributed
to the Azure platform or to the connecting network route.
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Fig. 4. RTT measurements, varying the time interval between sending messages. Each
data point depicts the median value and interquartile range of around 100 measure-
ments. The data point at 250 ms was only measured for AWSI.
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Fig. 5. RTT measurements, with/without processing in the cloud; in addition the time
of day was varied. Each data point depicts the median value and interquartile range of
around 100 measurements. Note the logarithmic scaling of the y-axis.

Message Interval. In this benchmark, the interval between sending messages was
varied between 200 ms and 1000 ms. Measurement location was the residential
area. On the whole, performance does not vary significantly depending on the
message interval (see Fig. 4). However, RTT values are much larger (and have
higher variability) for AWSI when an interval of 200 ms is used; they amount
to ca. 320 ms in this case. Since AWSI RTT values amount otherwise to around
190 ms, this shows most likely a detrimental effect of sending and receiving mes-
sages at around the same time. We think that the causes of this effect reside
mostly on the cloud server side, because the client performs sending and receiv-
ing of messages in a concurrent way on a quadcore CPU which is under low
load. In such a setting, it is very unlikely that the rather large time difference of
130 ms (320 ms–190 ms) is caused by a resource conflict on the client side alone.
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Additional Processing in the Cloud. For the (industrial) IoT, it is a common sce-
nario that device data is processed in the cloud before it is sent back to another
endpoint (e.g., data preprocessing in the cloud before data visualization on a
mobile device). As a benchmark for this use case, we sent in each message a
single float value to the cloud where it was multiplied by two and sent back. For
this purpose, the workflows in the cloud had to be modified: Within Microsoft
Azure, messages are forwarded from the IoT Hub to the service “Stream Ana-
lytics” where processing takes place. Afterwards, the “Service Bus” sends the
modified messages back to a so-called “Queue Client” implemented as part of the
benchmarking application. In the AWS cloud, received messages are forwarded
from the Device Gateway to the “Rules Engine” for processing. The processed
messages are made available under a new topic to which the MQTT client in the
benchmarking application is subscribed.

Benchmarks were carried out at the industrial estate. The results are shown
in Fig. 5. Performance does not vary significantly during the course of the day,
but the additional processing in the cloud has a clear impact on the RTT values.
For AWSI, the mean value of the median values increases from 192.8 ms (without
processing) to 304.3 ms (with processing). For MAIH, an increase from 49.2 ms
(without processing) to 6336 ms (with processing) was observed. The latter is a
really significant slowdown by a factor of 129.

5 Discussion and Outlook

Results of cloud benchmarking usually have to be taken with a grain of salt
because there exist many uncontrollable factors along the route between client
and cloud servers [13]. Furthermore, CSPs may upgrade and modify their systems
without notice. Therefore, we are well aware that our results only represent a
local snap-shot, and that similar performance measurements may be different in
other parts of the world and in the future. For this reason, it is definitely not
our goal to attribute good or bad performance to MAIH or AWSI in general.

However, our results clearly show that one has to be careful in choosing
the right cloud platform for IoT operations in one’s local area, especially if we
consider the use case of cyber-manufacturing systems (industrial IoT) which are
intended to interact in real-time—not in the very strict sense of hard real-time
conditions, but in the sense of seamless coordination between machines (and
maybe machines and humans). Our data shows a clear performance advantage
for one of the two benchmarked CSPs, and how this pattern completely reverses
in an extreme fashion as soon as additional processing of the data in the cloud
is required. Mean performance and variability is rather stable when varying the
day of week, the time of day, or the location. However, the latter factor has
a clearly visible and systematic impact on the performance of both CSPs. A
considerable performance drop could be observed for AWSI when decreasing the
sending interval between messages to the usual RTT. This is a clear warning
that performance is subject to factors in an unexpected way (one message every
200 ms does not look like heavy load, does it?).
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Although the number of clients in a manufacturing line, which are indepen-
dently connected to an IoT cloud service, is usually not that large compared
to e.g. the millions of smart home devices, it is definitely an important step
for further benchmarking to increase the number of clients which send data in
parallel to the cloud. Furthermore, we plan to repeat our measurements over a
longer time period and, in addition, to vary message size. Message size is impor-
tant because it is common that programmable logic controllers in manufacturing
collect sets of sensory and control variables and transmit them at once, e.g. to
a local OPC-UA client which in turn forwards the data in the form of larger
packages to the cloud.

Given our already existing benchmarking results, we are convinced that man-
ufacturing companies, when they move forward to cyberphysical production sys-
tems, have to carefully plan the data flow to the cloud and to carry out corre-
sponding benchmarks because it may depend strongly on the CSP if specific
real-time conditions for IoT data processing are met in the end.
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Abstract. Cutting edge research today requires researchers to perform
computationally intensive calculations and/or create models and simu-
lations using large sums of data in order to reach research-backed con-
clusions. As datasets, models, and calculations increase in size and scope
they present a computational and analytical challenge to the researcher.
Advances in cloud computing and the emergence of big data analytic
tools are ideal to aid the researcher in tackling this challenge. Although
researchers have been using cloud-based software services to propel their
research, many institutions have not considered harnessing the Infras-
tructure as a Service model. The reluctance to adopt Infrastructure as
a Service in academia can be attributed to many researchers lacking
the high degree of technical experience needed to design, procure, and
manage custom cloud-based infrastructure. In this paper, we propose a
comprehensive solution consisting of a fully independent cloud automa-
tion framework and a modular data analytics platform which will allow
researchers to create and utilize domain specific cloud solutions irrespec-
tive of their technical knowledge, reducing the overall effort and time
required to complete research.

Keywords: Automation · Cloud computing · HPC
Scientific computing · SolaaS

1 Introduction

The cloud is an ideal data processing platform because of its modularity, effi-
ciency, and many possible configurations. Nodes in the cloud can be dynamically
spawned, configured, modified, and destroyed as needed by the application using
pre-defined application programming interfaces (API). Furthermore, cloud-based
systems are highly scalable and can be configured to provide a high degree of
availability [1]. For these reasons, industry has fully embraced cloud computing
for delivering services and applications, as well as establishing dedicated jobs
focused on the maintenance and management of cloud infrastructure. For all
the reasons stated, a cloud-based solution would also be optimal for academic
c© Springer International Publishing AG, part of Springer Nature 2018
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research [3]. Currently, most researchers utilize local compute systems to run
calculations and store required data. These calculations are often complex and
can take multiple hours to days to converge to a conclusion. A cloud-scaled solu-
tion could outperform local compute systems, while also allowing the researcher
to quickly change the underlying topology in response to transient parameters
or characteristics of the models used.

In academia, however, Infrastructure as a Service (IaaS) solutions have not
been adopted for two main reasons: lack of technical expertise and the need
for dedicated management. IaaS requires the user to fully design and configure
their cloud environment which may consist of runtime, middle-ware, and oper-
ating systems [7]. This configuration must then be maintained so that software
can run efficiently on top of it. Researchers, who are experts in their own field
of research, usually lack the technical skills to create and manage a cloud solu-
tion, and become reliant upon their institution’s IT department to provide them
with assistance. Those who desire to possess the requisite skills are forced to
divert time from their research to learn the necessary skills themselves. Cloud
providers recognize this issue and have created systems such as one-click installs
or automation frameworks to greatly reduce the effort and expertise needed to
create cloud infrastructure, but these solutions are not holistic in nature nor
geared towards academia.

To address this problem, we propose Research Automation for Infrastructure
and Software framework (RAINS). RAINS aims to be an all-in-one infrastruc-
ture procurement, configuration, and management framework tailored specif-
ically towards the needs of researchers [2]. The framework is agnostic to the
cloud provider giving the researcher the option of hosting with different public
providers, or running a private cloud on premises.

RAINS incorporates a crowd-sourced model to allow researchers to share
and collaborate their unique infrastructure builds across the world in a seam-
less manner. This would enable researchers to quickly reproduce the results of
ongoing research, and share optimum configurations.

RAINS will make the IaaS model accessible to researchers in a manner that
is easy to use and configure, thus allowing them to focus solely on their research
and not on extraneous system configuration.

Once a custom infrastructure and software environment has been created,
software deployments will need to be connected and synchronized before appli-
cations are fully operational in the cloud. There are hundreds of active, open
source tools for big data analytics - each one has a custom installation, working
environment, and communication method. For a typical researcher, learning all
of these tools and their selective APIs can be a massive hurdle. These big data
tools often work in a clustered topology consisting of a data ingestion layer, data
processing layer, data storage layer, and a data visualization layer.

This further adds complexity to utilizing IaaS because it is not directly appar-
ent which set of tools would be correct for the researcher and what type of
environment and dependencies each one has. A researcher would have to have
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advanced knowledge of programming, data science, and system administration to
connect these individual tools into a cluster formation and run them successfully.

To speed up integration we propose Software Platform for Experimental
Analysis and Research (SPEAR). SPEAR is designed to allow for easy inte-
gration between various big data and machine learning tools to create a working
research cluster atop a RAINS-created infrastructure. The platform takes advan-
tage of the cloud’s high availability and scalability to handle numerous concur-
rent data streams for parallel processing and real time visualization. SPEAR
empowers the end user to prototype and execute data processing algorithms in
an abstracted environment by independently handling data migration. SPEAR
offers plug and play support for popular data acquisition, control, or analysis
tools that the end user may wish to integrate into their custom installations.

Fig. 1. SPEAR and RAINS integrate IaaS, PaaS, and SaaS

The emergence of cloud-based services in the early 2000’s revolutionized
Internet-based content delivery. Today, almost every interaction we have with
an on-line service is being handled through a cloud-based system [4]. Cloud ser-
vices can be classified as either Software as a Service (SaaS) [6], Platform as a
Service (PaaS) [5], or Infrastructure as a Service. Under, SaaS a user can use the
software without having to worry about its underlying hardware, software envi-
ronment, or session which are all being managed be the service provider. PaaS
allows a user to interact with the cloud service at an operating system level.
IaaS gives complete control over the underlying virtual or physical hardware
stack, to the end user, allowing for a truly complete customizable experience.
Together RAINS and SPEAR provide the researcher with solution as a service
which integrates IaaS, PaaS, and SaaS as shown in Fig. 1.
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2 RAINS Framework

The aim of RAINS is to provide easy-to-use cloud automation methods that
can be used standalone, or as a base for software platforms such as SPEAR.
RAINS has a modular design in which the back-end and front-end applications
are coded separately and communicate through established API calls. The front
end is designed to run the browser and allow for ease of access. The back-end
consists of a REST API which interfaces with the orchestration engine to procure
and deploy the designed infrastructure.

2.1 Dashboard

The RAINS dashboard is a browser-based graphical user interface intended for
configuring, designing, managing, and deploying cloud infrastructure. The dash-
board consists of a palette and a canvas for visualization. RAINS offers three
viewing modes: Machine Level, Application Level, and Network Level. Each view
has a custom palette and canvas associated for managing aspects of the infras-
tructure build. The framework employs a drag-and-drop API in conjunction with
form-based wizards to create representational states which can then be rendered
to the canvas. Upon initialization the user can drag and drop hardware and
software components to create their unique cloud infrastructure build. Once the
infrastructure build has been graphically designed, the deploy button realizes
the infrastructure.

Machine View. The Machine View focuses on the machine level aspects of the
infrastructure. The palette provides virtual machines and containers as draggable
components. The canvas renders machine level details such as hostname, IP
address, and machine type.

Application View. The Application View focuses on the application and soft-
ware aspects of the infrastructure. The palette offers a list of supported software
as draggable components. The canvas renders application level details such as
software name and current status.

Network View. The Network View highlights TCP/IP network configurations
for each machine nodes in detail, as well specific ports that applications are
attached to.

Dragged and dropped components on the canvas are referred to as droplets.
A droplet consists of a machine level component and may also have software
and networking components attached. RAINS makes use of forms, models, and
templates to prompt the user for basic information needed to satisfy a partic-
ular droplet’s requirements. In case the user cannot provide basic information,
the user is given the choice to use default options or pull a build from trusted
repositories. The combination of all the droplets on the canvas represents the
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complete infrastructure build the user wishes to deploy. Once an infrastructure
build is deployed, the canvas continues to serve as a real-time representation of
the active build and can be used to dynamically or manually reconfigure the
infrastructure. Each droplet host key-value pairs which describe the infrastruc-
ture build, its own canvas styling, and the droplet’s current status if it is actively
deployed. The revolutionary novelty of RAINS is that infrastructure builds can
be further packed into droplet clusters with exposed endpoints, allowing for inte-
gration of two complex cloud systems comprised of many droplets. In this man-
ner, systems can increase in complexity while still remaining easy to understand
through encapsulation and nesting.

2.2 Canonical Form

When a user builds an infrastructure set, RAINS dynamically describes the build
in a JSON-based form. This format encapsulates all droplets and droplet clus-
ters into a stateful text based representation. The JSON format can be shared
with others or saved to create a snapshot of the current infrastructure build.
This representation is then passed to the back end which uses the JSON format
to generate a complete canonical form. This form consists of a human readable
task list for orchestration and procurement in YAML format. Using a single
canonical form facilitates repeatability and completely decouples the orchestra-
tion file from the task list. A text-based markup or object level format is easier to
share between peers and is computer-friendly enough for quick parsing, leading
to a higher degree of integration with other available systems that understand
markup. The canonical form can then undergo translation and mapping to create
orchestration files specifically tailored for each major cloud platform including
AWS, Google Cloud, and OpenStack.

2.3 REST API

RAINS uses the traditional HTTP-based REST API [13] and database combi-
nation to provide service communication. The REST API allows the front-end
dashboard to access the database to store session information, get updates, and
post JSON forms for translation. RAINS utilizes both a relational and non-
relational databases to store data. The REST API can also be used internally
to serve as a communication broker between server processes.

2.4 Synthesis

The JSON output from the front end is the most minimal description of the
infrastructure build. When the JSON form is POSTed to the backend, hopper
scripts parse and sort the information based on whether it is a procurement or
orchestration directive. After sorting, a task-based canonical form is generated,
which consists of a list of the procurement and orchestration tasks needed to
realize the infrastructure. The canonical form gives precedence to procurement
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directives while orchestration directives are listed afterwards. The YAML-based
canonical form can then be translated into orchestration templates and Ansible
[8] execution Playbooks.

2.5 Translation

The canonical form alone is not an inclusive enough input for an orchestra-
tion engine. The key-value pairs in the canonical form need to be extended into
orchestration scripts that the orchestration engines can use. A translation service
uses advanced templating and mapping to generate the vendor specific consum-
ables for AWS [15], Google Cloud Platform [10], OpenStack [14], Azure [11], and
Ansible. The current implementation of the translation layer targets AWS and
OpenStack Heat, while also supporting Ansible for pre- and post-deployment
orchestration. RAINS provides AWS Cloud Formation Templates and Open-
Stack Heat Orchestration Templates [9], and allows for automatic procurement,
scaling, and other tasks supported by the providers’ respective APIs. RAINS
also supports running user-provided Ansible scripts against nodes running in an
infrastructure build. The user can provide Ansible scripts via the dashboard and
then execute them on one or multiple droplets that are active on the canvas.

2.6 Procurement

Once the orchestration scripts are ready, RAINS interfaces with the respected
APIs of the cloud provider the user has chosen. The user’s account details and
subscription plan are taken into account, and an API call is made to procure the
machine level nodes, and prepare them for Ansible. Ansible is then utilized to
complete the environment creation and software installation tasks. At this point
RAINS has created the infrastructure in the cloud.

2.7 Real-Time Feedback Loop

A real-time feedback loop is currently under development for RAINS. The feed-
back loop will connect to the cloud platforms’ metrics and logging services, such
as Ceilometer for OpenStack [12]. These metrics will map to layout styling and
will be reflected onto the canvas for visualization. The real-time feedback loop
will allow RAINS to check the status of the computational nodes and the soft-
ware stacks running on them in real-time. RAINS will then be in the position
to manage the health of nodes, dynamically scale applications up, down, or
out depending on load, and even make optimization suggestions to the user on
how to best implement an architecture build. Active monitoring will also reduce
computational waste and help the user reduce deployment costs.

2.8 Repository

To help foster a collaborative environment and provide for easy templating,
a dedicated repository will be used for canonical form tracking and storage.
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Researchers will have the option of initiating official builds and custom wikis to
highlight the usage and performance of their infrastructure builds. The online
repository will serve as a sharing and storage portal through which researchers
can pull, push, and share their unique configurations. A voting-based ranking
system will be utilized to give credibility to builds.

3 SPEAR

The SPEAR aims to give researchers access to open source big data analytics
tools as well as popular machine learning, robotics, and IOT frameworks in
a easy to use and integrated environment. SPEAR at it’s core is a plug and
play platform manager. It manages the integration of various different suites
of software into one cohesive clustered application. Furthermore, the usage of
the cloud allows for hot swapping of applications in real time, resulting in a
robust and resilient system. SPEAR can easily be layered atop RAINS, and
employed to connect node endpoints generated by RAINS, and even program
and run applications. A typical SPEAR cluster will consist of a data ingestion
layer, data processing layer, data storage layer, and a visualization layer, while
providing for additional application specific layers such as machine learning and
robot operating system (ROS) [16] layers.

Data Ingestion. The data ingestion layer consists of a distributed queuing
system along with a message broker. Data ingestion in this manner can scale
effectively across cloud nodes to handle multiple concurrent data streams.

Data Processing. The data processing layer consists of big data analytical
tools such as distributed stream processing engines and batch processing engines.
Distributed stream processing engines are ideal for real time stream based pro-
cessing. Batch processing can be performed after data has been collected on large
aggregates of data.

Data Storage. The data sink layer consists of storage volumes and databases.
Users can configure SQL relational databases or NoSQL non-relational databases
to serve as data sinks for post processing or direct storage. SPEAR takes into
account the effort needed to create database tables and schemas, and uses custom
graphical tools to help the user complete this task to reduce the need for a user
to learn CLI tools.

Visualization. The visualization layer can consist of various different output
forms. HTML5 and Javascript based visualization techniques are very popular,
but data can be fed into graphing and mapping programs as well.



414 M. A. Demir et al.

3.1 Graphical User Interface

SPEAR’s graphical user interface employs graphical wires to define cluster
topologies. Users can click and drag wire connections to and from component
endpoints to set TCP/IP communication across a cluster. An emphasis on block
programming is given to abstract away the necessity for configuring and using
each component of the big data architecture. Graphical Programming Interfaces
can be utilized to abstract the need to learn specific tools and coding techniques.
Instead the end user can click and drag functionality or use graphical wizards
to modify, customize, and utilize the underlying software applications.

3.2 Topology Creation

RAINS can create infrastructure and software environments, but it is not
designed as a software management platform. SPEAR takes on this responsibility
by connecting the individual nodes into the formation of a cluster. SPEAR does
this by utilizing various communication tools such as TCP/IP port mappings,
communication scripts, and pub/sub message protocols.

3.3 Data Flow

To facilitate the flow of data between ingestion, processing nodes, and visualiza-
tion SPEAR currently supports Kafka [17], RabbitMQ [18], and Apache Pulsar
[19]. Internally publish/subscribe models are utilized for inter-cluster communi-
cation. In a typical pub/sub configuration, data packets travel through queues.
Each queue consists of a bidirectional channel which supports quality of service
level 1. As the load on the system changes, the queues can easily be scaled and
parallelized to sustain a high throughput.

3.4 Processing

SPEAR supports popular distributed stream processing engines as well as batch
processing engines to satisfy processing needs. Distributed stream processing
engines can interface directly with most messaging queues to ingest data and per-
form permutations and computations. Popular DSPEs such as Apache Storm [20]
and Apache Heron [21] utilize controller and worker nodes to create a highly scal-
able, fault tolerant processing solution. Apache Spark [22] and Hadoop [23] are
popular batch processing platforms that can easily be integrated into a SPEAR
cluster.

3.5 Data Sink

Data must be persisted in some form for later analysis and reference. SPEAR
supports relational databases like MySQL [24], and non relational databases such
as MongoDB [25]. Some applications such as Hadoop require custom NoSQL
implementations like HBase [26]. SPEAR’s graphical interfacing tools will allow
users to perform create, update, read, and delete data from the database.
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3.6 Visualization

SPEAR supports browser based visualization and allows for easy integration with
JavaScript visualization frameworks such as D3 [27]. JavaScript and HTML5
have become popular for visualization because of universal access via browsers,
and low maintenance costs. SPEAR offers visualization templates using D3, from
which a user can pull data from databases or from data processing engines for
real time or aggregate visualization, without having to create the visualization
mechanisms themselves. An example framework can be seen in Fig. 2.

Fig. 2. Overview of the SPEAR & RAINS frameworks

4 Future Work

We plan to utilize RAINS and SPEAR in our research laboratory as a test case.
In this manner we can add functionality and manage the development cycle of
each software based on the needs of university researchers. RAINS and SPEAR
will be utilized in our cyberphysical IOT systems research. We plan to gain
performance benchmarks and metrics and further improve our software.

5 Conclusion

The layering of SPEAR and RAINS creates a holistic cloud-based solution for
procuring cloud infrastructure and data processing that is customizable and
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controllable from end to end, that simultaneously mitigates the need for tech-
nical cloud expertise from the researcher. RAINS can serve as the starting base
for other platforms which may require a highly customizable cloud-based infras-
tructure, or can be used standalone to solely generate cloud infrastructure. The
SPEAR platform will give researchers quick and seamless access to many cur-
rent data analytics tool sets without the need to learn complicated coding and
command line tools. Together, RAINS and SPEAR will revolutionize research
speed and give the researcher full access to the cloud’s potential.
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